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        CHAPTER 1

        Introduction

1.1 Abstract
There is a trend towards increasingly heterogeneous networks in today’s communicating environments. There are various issues involved in managing these networks. Some of these issues include fault management, accounting management, configuration management, performance management and security management. There are many techniques which can be used to perform the above-mentioned tasks, normally a conventional client-server architecture is used which is centralized in nature. This centralized architecture has some inherent problems which include increased bandwidth consumption, lacking adapting load balancing and problems caused by intermittent network connections. To solve these issues, a new paradigm is hereby presented, known as MAF i.e. Mobile Agents Framework. 

 Mobile Agents are independent piece of code that can migrate from one node/host to another. On reaching a certain destination host they make use of the host resources, use the host CPU to execute their own instructions and release resources when they have carried out agents’ work. Mobile Agents have the capability to take with them their code as well as their state of execution when migrating from one node to another. Apart from code mobility, they can also provide CPU load balancing facility – by migrating to a host with less loaded CPU- in a networked environment. Some of the features that make mobile agents so valuable are that they are reactive, autonomous, goal-oriented, temporally continuous, communicative, learning and flexible. The instructions that mobile agents carry execute different tasks on the host machine. For example it can make a log of all the servers running, the resources held by each server, the network communication going on through each server and so on. Using mobile agents, the whole state of the network can be seen and logged. Based on the state information various faults, errors, network loops etc. can be detected and can be corrected.

We would implement a mobile-agent based distributed system that would be able to perform network management tasks. One of the major tasks is Fault Management, which includes Fault Diagnosis and Error Recovery. In order to accomplish this task we will be using mobile agents, which could migrate to other nodes and gather information relevant to various parameters related to Fault Diagnosis. The agents could return to a common point of origin at a more appropriate time and report any faults accordingly.

1.2 Basis for Research

Software agents have been the focus of much attention. Agents display a number of both common and distinguishing characteristics that set them apart from software programs. One such characteristic, mobility, is likely to play an important role in future distributed systems. A mobile agent is not bound to the system where it begins execution but is free to travel among the hosts in the network. It has been claimed that this mobility represents an evolutionary step for distributed computing systems. This project attempts to asses the significance of this claim by developing simple prototype application, through design to implementation and testing, using mobile agent architecture.

The prototype application would be used to demonstrate that even heavy-weight and complex processes like Network Management functionalities can be performed using Mobile Agents, which so far are being used only in light-weight applications. For this purpose we have focused on two major areas of Network Management i.e. Fault Management and Performance Management. During our research for a topic for our project, we came across an article by Dr. Armando Fox about autonomous computing where Dr. Armando outlines his vision for a network management system where human administrator has minimum input. He had suggested among many other solutions the possibility of using mobile agents to achieve an autonomous system. This idea proved to be stepping stone for our project.

1.3 Project Objectives

1.To learn more about the Mobile Agent Protocol developed by IBM Corp., patented as Agent Transfer Protocol (atp://) and try to implement Network Management Functionalities using this efficient protocol.

2. To learn more about the SNMP (Simple Network Management Protocol) and explore its use in the areas of Performance Monitoring and Fault Detection.

3. To exploit the features presented by JAVA programming language, which help in developing Mobile-Agent-based applications. One of the significant features provided by JAVA is that we can serialize our objects while transferring them from one host to another.

4. The most important objective is to research and then try to implement the Algorithms which provide an efficient and authentic way to detect Faults and monitor the performance of a specified network node. What was also important was to be able to devise a framework where by mobile agents could be used to perform the task of monitoring the network.

5. To develop prototype application that would justify our findings and research

CHAPTER 2
   Research

This section presents the findings of the research effort that were the precursor to the work that follows. The fundamentals of an agent and in particular mobile agent architecture are explored and the suitability of Java as the enabling programming tool to facilitate such architecture is discussed.

2.1 Distributed Nature of Processing

The rise of the networked workstation has been the most dramatic change in the last two decades of information technology. A shift from a shared centralized mainframe to the desktop PC put more processing power in the hands of the end-user. As networks of computing resources have become prevalent, the concept of distributing related processing among multiple resources has become increasingly important. We have seen an explosion in information availability on increasingly heterogeneous networks. Managing these diverse networks often requires the collection of large quantities of data from possibly dispersed parts of the network. This challenge provides a driving force to research the use of agents and in particular mobile agents to automate some network management tasks.

2.2 Agent Technologies:

There has been an enormous amount of hype concerning the potential use of agents. The term agent has found its way into a number of technologies. It has been applied to aspects of artificial intelligence, as a means for improving collaborative online social environments and in a distributed system as an enhancement to client/server architecture. Agents can notify a network administrator of a network fault (and even execute fault rectifying procedures) or monitor your website.

2.3 Mobile Agent Definition:

“An agent is anything that can be viewed as perceiving its environment through sensors and acting upon that environment through effectors” 

(Russel & Norvig 1995).

2.4 Advantages of Mobile Agent Architecture over the Conventional Client / Server Architecture:

In order to analyze the significance and advantages of Mobile Agent Architecture we have to compare it with the conventional client/server architecture. A client/server application consists of the client and the server, usually on separate machines communicating over the network. (see Figure below: )
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  (Figure 2.1: Client Server Architecture)

When the client needs data or access to resources that the server provides, the client sends a request to the server (which must be on-line). The server in turn sends a response to the client. This handshake occurs over and over again, each request and response requiring a complete round trip across the network, (see Figure 1). The fundamental difference in mobile agent architecture is that instead of the client talking to the server over the network, the client actually migrates to the server’s machine. Once on the server’s machine, the client makes its requests of the server directly, see Figure 2.
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                                          (Figure 2.2: Mobile Agent Architecture)

This represents a significant advantage over the client/server model and Sundsted (1998) states three reasons to adopt a mobile agent architecture:

1. Mobile agents solve the client/server network bandwidth problem. By moving a query or transaction from the client to the server, the repetitive request/response handshake is eliminated.

2. Agents allow decisions about the location of code (client vs. server) to be pushed toward the end of the development effort when more is known about how the application will perform, so reducing design risk.

3. Agent architectures also solve the problems created by intermittent or unreliable network connections. Agents that work off-line and communicate their results when the application is back on-line may be built quite easily

Network bandwidth is a valuable resource. Any client/server transaction will place demands on this often scarce resource. In any computationally intense activity it would clearly be an advantage to create an agent to handle the query, sending the agent from the client to the server. The agent could then carry out the task and then communicate the results back to the client upon completion (or indeed at any time deemed appropriate depending on network traffic), without the need for a complete transaction session. So instead of intermediate results and information being passed back and forth, only the agent need be sent. In the design of traditional client/server applications, the programmer must have a clear idea about the roles of the client component and server component at design time. The intent and scope of the application must be clearly set out. Since the client and server communicate in a well-structured manner using a protocol, this offers little scope for modifications or enhancements. By contrast, in an agent architecture there

is a greater degree of flexibility. An agent can be given an itinerary, which may be static or dynamic. By definition the agent has the ability to ‘decide’ upon its route based on factors in the environment that it encounters. The only prerequisite is that at any node it visits, the agent has some environment in which it can be hosted. Agents can be easily created and their itineraries adapted as required. The means of communication, usually via message passing, should be clearly defined and the programmer need only concentrate on the tasks to which a particular agent is assigned.

Agent architecture may also solve the problems created by an intermittent or unreliable network. Typically a network connection must be alive and healthy over the entire time a transaction is taking place. If the network connection is lost the client must restart the transaction or query. An agent is able to carry out the transaction of its own accord. This could be extremely advantageous in an environment where frequent connections are made to the network with a laptop via a dial up connection. An agent could be dispatched to the server to perform some off-line calculation. Upon reconnection the agent would report back. This could perhaps be useful for some remote monitoring tasks.

There are other advantages to be gained including real time notification where an agent situated at some remote site may notify a local host of any important event immediately. Parallel execution (or load balancing) where a large computation can be divided amongst processing resources is another possible advantage. All these offer compelling reasons to adopt agent architecture for network management tasks.

CHAPTER 3

JAVA Features 

Now we shall discuss some of the features provided by JAVA which makes it suitable for the development of mobile agents based applications.

3.1 Object Serialization:

The Java API provides object serialization, which is a very good mechanism for mobilizing agents. Through this process an agent object may be serialized, that is converted to a stream of bytes, then written to any opened standard output stream (a file, memory, or a socket). Prior to its imminent serialization the agent must be informed so allowing it to write to the heap all information necessary for its reconstruction. The agent completes with its state may then be reconstructed from the stream of bytes at its new location in the reverse process. In adopting this serialization technique, we also encompass persistence, both mobility and persistence being properties in the first of the characteristics required in a mobile agent architecture. Java-based mobile agent systems have a lot in common. Apart from the programming language they all rely on standard versions of the Java virtual machine and Java’s object serialization mechanism.

3.2 JAVA Security Model

The original security model provided by the Java platform, known as the sandbox model, existed in order to provide a very restricted environment in which to run un-trusted code obtained from the open network. In the sandbox model, local code is trusted to have full access to vital system resources, such as the file system.
Downloaded code (an applet or agent) is not trusted and can only access limited resources provided inside the sandbox. A security manager is responsible for this and subsequent platforms for determining which resource accesses are allowed. JDK 1.1 introduced the concept of a signed applet. A digitally signed applet is treated like local code, with full access to resources, if the public key used to verify the signature is trusted. Unsigned applets are still run in the sandbox. JDK 1.2 introduces a number of improvements over JDK 1.1, and attempts to integrate all aspects of security into a manageable whole. All code, regardless of whether it is local or remote, can now be subject to a security policy. The security policy defines the set of permissions available for code from various signers or locations and can be configured by a user or a system administrator. Each permission specifies a permitted access to a particular resource, such as read and write access to a specified file or directory or connect access to a given host and port. The runtime system organizes code into individual domains each of which encloses a set of classes whose instances are granted the same set of permissions. This fine-grained level of security will provide a highly customizable security mechanism necessary in mobile agent architecture.

CHAPTER 4

Mobile Agent Development Tool: The AGLET Framework

Mobile Agent Development Tool: The AGLET Framework

We have used Aglets Software Development Kit (ASDK) for the development of our prototype application. This Development kit is from IBM’s Tokyo Research Laboratory that allows the development of mobile agents – the aglets. An aglet is a Java object that can move from one host on the network to another. When the aglet moves it takes the program code as well as all the objects it is carrying. In addition the aglet framework provides useful generic aglet pairs and aglet patterns, from which the development of network management tasks could evolve.

4.1 The Aglet Object Model: 

The ASDK provides a framework for developing mobile agent solutions which includes a visual aglet management and monitoring GUI known as Tahiti, and an API. Termed J-APPI (Java Aglet Application Programming Interface) it provides a standard for interfacing aglets and their environments. Its design goals are to provide (Oshima and Karjoth, 1997):

 Simplicity and extensibility – it should be easy for the Java programmer to write aglets

Platform independence – aglets should be able to run on any agent host that supports J-APPI.

Security – un-trusted aglets should not be considered a security threat for the agent host

The Aglet Object Model describes all the abstractions and behaviors necessary to implement Java mobile agents. Figure below shows the major interfaces and classes defined in J-AAPI and the relationships between these.
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(Figure 4.1: Aglets Object Model)

Key:

Aglet defines the fundamental methods for a mobile agent to control mobility and lifecycle.

Aglet Proxy is the interface to act as the agent representative or shield object that protects an agent from other malicious agents. Also provides location transparency and handles message passing.

Aglet Context is the stationary, uniform execution environment for the mobile agent, implementing security and management.

Messages are objects exchanged by mobile agents for the purpose of task collaboration and information sharing.

4.2 Aglet System Architecture:

The Aglets architecture consists of two APIs and two implementation layers. Figure below illustrates these.

Aglet API

Aglets Runtime Layer - The implementation of Aglet API

Agent Transport and Communication Interface

Transport Layer

The Aglets runtime layer is the implementation of Aglet API, which provides the fundamental functionality such as creation, management or transfer of aglets. The transport layer is responsible for transporting an agent to the destination in the form of a byte stream that contains class definitions as well as the state of the agent. The current Aglets implementation uses the Agent Transfer Protocol (ATP), which is an application-level protocol for transmission of mobile agents. ATP is modeled on the HTTP protocol, and can be used to transfer the content of an agent in an agent-system-independent manner. To enable communication between agents, ATP also supports message passing.
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 (Figure 4.2:Aglets System Architecture)

When an aglet issues a request to dispatch itself to a destination, the request travels down to the Aglets runtime layer, which converts the aglet into the form of a byte array consisting of its state data and its code. If the request is successful, the aglet is terminated, and the byte array is passed to the ATP. The ATP then constructs a bit stream that contains general information such as the agent system name and agent identifier, as well as the byte array from the Aglets runtime layer.

CHAPTER 5



Network Management Tasks

As mentioned earlier, one of the important objectives of our project is to explore the Fault Management and Performance Management functionalities provided by the industry-wide accepted Network Management protocol known as SNMP (Simple Network Management Protocol). Before we move on to explain our algorithms which are used to detect faults and monitor performance, we would like to give a brief overview of the SNMP protocol and it’s integration with the newly proposed mobile agent architecture.

5.1 (SNMP) Simple Network Management Protocol:

SNMP was one of the first network management protocols to be developed and continues to be the standard in industry today. Although very simple, nearly all enterprise management software natively supports SNMP, allowing any SNMP-compliant resource to be managed without any customization. SNMP uses a structure called a MIB (Management Information Base) to define the interface for a resource. A MIB consists of a set of object definitions, each of which exposes some property of the resource to be managed. These definitions must be extremely flexible, since SNMP is designed to support any type of resource.

Mobile agents have been proposed as a solution to the problem of the management of increasingly heterogeneous networks. However, the proposed solutions often ignore the value of legacy solutions and protocols. SNMP agents play an important role in the compatibility of the legacy devices with the newly proposed mobile agent architecture. The simple reasons being that JAVA SNMP APIs are compatible both with the Aglet API and the SNMP servers stationed on the managed hosts.

A mobile agent may arrive at a node and wish to access data, such as interface statistics, from the resident SNMP agent’s MIB. That is, it wants to Get or perhaps even Set data in the SNMP MIB. One could equip the mobile agent with SNMP managerial capabilities and allow the mobile agent, acting as a manager, to issue SNMP request packets to the resident SNMP agent. Of course the mobile agent would not have to be co-resident to be able to do this, but for security reasons alone, it is not a good idea to allow a mobile agent to open a socket to communicate with the SNMP agent. A better way would be to provide

a local SNMP service or a carefully controlled secure interface to the nodes resources for this purpose. There would still need to be an application program interface (API) or a mechanism that would give the mobile agent a way to make its wishes known to the intermediary service. Such an approach has been adopted using readily available Java SNMP classes. The advantage of such an approach is that one does not have to modify the SNMP agent to provide access to its MIB. The cost of this is that the mobile agent would need to have full SNMP managerial capabilities

A mobile agent, having acquired information during its migratory activity, may arrive at a node that consequently implies a fault or degraded performance either at that node or elsewhere in the network, and wish to generate a defined alarm to a remote Network Manager.

For our project purposes we are using a non-proprietary JAVA SNMP API, known as JMGMT API. This API can easily be integrated in the Mobile Agent Framework. The algorithms that we are using for Fault and Performance Management require only the GET functionality of the SNMP protocol thus we have used only the GET method provided by this JAVA API to access the local MIBs (Managed Information Bases). 

CHAPTER 6

Analysis of Performance and Fault Management Algorithms 

6.1 Performance Management:

As a prototype application, we have calculated the utilization of a specified host and then we have used it to show the trend graph for any particular node. We have also used other SNMP MIBs for performance monitoring as explained below

6.1.1 Utilization:

Utilization would be the measure of the usage of network card. For this purpose we followed the ground laid by Iwan Adhicandra and Colin Pattinson in their article PERFORMANCE EVALUATION OF NETWORK MANAGEMENT OPERATIONS. A performance management application can use ifInOctects and ifOutOctets of the interfaces group in MIB, to compute the percentage utilization of an interface over an interval of time. To perform this computation, two different polling intervals are required: one to find total bytes per second at time x and another to find total bytes per second at time y. The following equation computes utilization, U(t) for the polling interval (x-y)

second [1]:

Total bytes = (ifInOctetsy – ifInOctetsx) + (ifOutOctetsy – ifOutOctetsx) (6:1)

Next, calculate total bytes per second:

Total bytes per sec = total bytes / (y – x) (6:2)

Then find utilization, as follows:

Utilization = (total bytes per sec * 8) / ifSpeed (6:3)

where, ifSpeed is the bandwidth of the interface, ifInOctetsx is the bytes received by the interface at time x, ifOutOctetsx is the bytes sent by the interface at time x, (y – x) is the polling interval. In the equation for line utilization, the multiplication by eight is necessary to convert from bytes to bits. The object ifSpeed is a number in buts per second.

In our utilization Aglet, we have embedded these equations in our mobile agents. When our mobile agent reaches a destination machine, it extracts ifInOctets and ifOutOctets from the MIB. The time interval that we have chosen for the agent to reside at the host machine is 50 seconds. After this time interval, the agent again would extract the values of these variables and would then apply the equations that we have embedded in the agents to calculate the utilization. These utilization values would then be brought back to the management station where the trends would be displayed via graphs. We have tested the accuracy of utilization values returned by the agents and they have conformed to our expectations.
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Figure 6.1 Utilization Graph when NIC Utilization is low 

The above figure shows the utilization when the network interface card was not being utilized very heavily. Notice how close the curve is to the x-axis showing the low levels of utilization.  
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Figure 6.2: Utilization Graph when NIC utilization is high

This figure is very different from the figure on the next page which shows the graph when the network card is being heavily utilized. We increased the utilization by opening many different sites in very short space of time. Notice how the graph peaks as we increase the utilization. Also notice the sudden drop as we ease the utilization.

6.1.2 Number of Packets dropped due to resource restrictions:

Another measure that we have used for determining the performance of the nodes is the number of packets that are being discarded due to resource restrictions at the nodes. To achieve this purpose we have used the SNMP variable IfInDiscards from the If Table in the interface group. In our NumOfPacketsDiscarded aglet, we embed SNMP so that the aglet could extract the IfInDiscards variable from each node it visits. The extracted value is then brought back to the management station where the trends are displayed via graphs. The most common source of resource restrictions is the shortage of buffer space on the node. This usually happens when a node receives a burst of incoming traffic and in a very short period. This means that some of the packets may have to be dropped because the buffer cannot accommodate them. What ever may be the cause of the dropping of packets the fact is that this is important development that may require the intervention of the administrator. Under normal circumstances, we would expect no dropping of packets. During our testing of the network, we did not capture a single occurrence of this. The graph on the next page illustrates the resulting graph that we got by using our application. 
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Figure 6.3: Graph for number of packets dropped due to resource restriction

Not surprisingly, we can see that our application did not discover any packets that were dropped due to resource restrictions.

6.1.3 Number of Errors in the packets:

Number of Errors in the packet is another measure that we have used to detect the performance of the network. To achieve this we have used the SNMP variable ifInErrors in the If table in the interface group. In our NumOfErrors aglet, we have embedded SNMP so that it could go to the managed node and extract the value of the variable ifInErrors from the MIB of the managed node. This value is then brought to the management station where the trends are displayed in the form of Graphs. The primary mechanism of detecting the errors in the packet would be by calculating the check sum and comparing the calculated checksum with the bits attached with the packet received. If there is a difference, the packets are dropped. Unreliable underlying network would play a major role in introducing errors in the packets. This measure is there fore a vital indicator about the health of the underlying network. The graph on the next page shows the results we discovered with our application. Not surprisingly, we see that we were not able to capture any event of dropping of packets due to error in them.
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Figure 6.4: Graph for packets dropped due to errors

In earlier section, we had outlined two very important benefits of mobile agent framework over the traditional client-server architecture when it comes to network management. These were the savings in the network bandwidth and ability to over come intermittent network connections. We would like to elaborate this in the context of performance evaluation. Consider the three measures of performance that we have used and the mechanism that we have used to calculate them. It becomes quite evident how the mobile agent framework performs better than the conventional centralized management techniques. In the mobile agent framework, the processing is carried in much more distributed manner i.e. on the managed nodes rather than at the management station. After the processing has been done at the managed nodes, only the numeric value is sent to the management station. This saves a lot of bandwidth. On the contrary, in centralized management systems, the SNMP variable would be sent to the management station where all the processing would be done. You could well imagine the load on the network in centralized systems when for e.g. we calculate the utilization especially considering the frequency of accesses to the MIB. 

The same could be said concerning the ability of the mobile agents to work offline and hence over come the problem of intermittent network connection. The centralized form of management system would require that network is reliable. The mobile agent framework desires no such requirement. We tested our application by pulling out the network plug but this had no effect on the working of our application because once the mobile agent reaches the managed node, it can work offline. 

We would like to point out here that although for our project purposes we have devised analysis of the performance with regards to utilization, number of error in packets and the number of packets being dropped due to resource restrictions, the potential of our work goes much beyond this. We have been able to develop a basic framework using which you can perform very rich analysis using any combination of SNMP variables provided in any MIB group. For example, you could use ICMP messages or packet exchange information to carry an in depth analysis of the performance of node or network. In our code, you just need to change the ID of SNMP variable that you need to access and you would be able to analyze the performance based on that variable’s value.

6.2 Fault Management:

Fault Management is one of the most important aspects of network management. It is responsible for detecting and identifying faults in the network. Typically, fault situations arise from defective components, their transient failure, software failures or operational errors. Interest has increased over the past decade in tackling these fault situations due to the growing number of networks that have become a critical component of the infrastructure of many organizations, making faults and downtime very costly. During this same time period, the fault management problem has also become more difficult. This can be traced primarily to the dynamic nature and heterogeneity of current networks. Fundamental changes to the network occur much more frequently due to the growing demands on the network and the availability of new, improved components and applications. With network components and applications developed in an open environment, a network can be configured by mixing and matching several vendors’ hardware and software. While this allows the network to utilize the latest technologies and be customized to the needs of the users, it also increases the risk of faults or problems.

6.2.1
Proactive vs. Reactive Fault Detection:

For the network demands of today’s world, proactive fault detection is crucial to provide quality of service guarantees as compared to reactive fault detection schemes. Proactive network anomaly detection implies the prediction of network anomalies before they cause catastrophic network faults as opposed to reactive anomaly detection wherein the fault is detected only after it has occurred in the network. One obvious advantage of going proactive in anomaly detection is that it would result in less downtime and incurred costs since the fault would be detected before its occurrence and hence, the problems it would have caused the network by that time would be minimal. Another advantage of proactive anomaly detection is that it can be used to detect previously unknown faults allowing more encompassing fault detection in an ever-changing network environment. However, the only downside to this approach is that since it predicts fault occurrence, it is liable to generate false alarms which reactive schemes tend to bypass. But this problem can be catered to by using anomaly thresholds that do not diverge from the network environment by much. 

6.2.2
Previous Research in Fault Management:

Previous research in fault management that demands attention includes rule-based fault detection schemes and probability-based fault detection schemes. The rule-based approaches require exact specification of the faults to be detected since these need to build models of specific faults and then detect faults by mapping the current situation into one of these fault models. This requires a database of fault scenarios and rules for detection which rely heavily on the expertise of the network manager. The performance of these approaches is limited since it is not feasible to specify all faults. In addition, changes in network configuration, applications and traffic can change the types and nature of faults that may occur, making modeling faults more difficult and in many cases impractical. This is because it is more difficult for a human network manager to maintain a sufficient level of expertise on the behavior of such an ever-changing network. Similarly, probability-based schemes fall into the trap of requiring external expertise from the network manager for their acceptable performance. Since all the probability-based schemes require a-priori information about the network environment and occurrence of faults, these schemes also fall behind in a changing network environment.

6.2.3
Network Traffic-Based Approach:

A better approach would be to enable automated fault detection without specifications of faults and without any need for a-priori information about the network environment and occurrence of faults. Such a scheme would minimize the role of the network manager in the fault management domain. This is the framework used in this current research.

6.2.3.1
Potential Use of MIB variables for Fault Detection:

Since network faults are difficult to accurately define, it is more practical to characterize them based on the statistics of network traffic. It is observed that predictable faults produce transient performance degradation before causing a full-blown failure. These transient fault signatures are considered as short-range correlated signals that are embedded in normal network traffic. Network traffic can be easily measured using the management information base (MIB) variables provided by Simple Network Management Protocol (SNMP). An issue involved in this scheme for fault detection is the identification of which types of anomalies can be detected proactively. Anomalies that show changes in the statistical behavior of some of the MIB variables can be detected proactively. Faults that affect the traffic flow in a given network are a viable candidate for a MIB-based scheme. Examples of such faults are performance degradations, malfunctioning of network devices, file server failures, cable degradation, and broadcast storms. 

The transient changes of each variable can indicate some problematic behavior. In fault instances, however, the transient changes associated with the MIB variables are correlated. This phenomenon is attributed to the dependencies that are inherent in the MIB data. Therefore, predictable faults are the ones wherein before or during the occurrence of a network fault, traffic related MIB variables undergo transient changes in a correlated fashion. A typical example of the presence of correlated transient changes in the different MIB variables before the occurrence of a fault is shown in the figure below.
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Figure 6.5: Correlated Abrupt Changes Observed in the ip Level MIB Variables

The trace in this figure corresponds to a 4 hour period. The fault region is denoted using asterisks. The magnitude of the changes observed in the MIB variables is shown. A value of 0 indicates the absence of transient change and a value of 1 corresponds to maximum magnitude of change. It can be seen from the lower three plots that the magnitude of changes in all the three variables increases prior to the occurrence of the fault. This shows that the changes in the MIB variables occur in correlated fashion before fault events.

6.2.3.2
MIB Based Fault Detection Algorithm:

The potential use of MIB variables in proactive fault management has been previously explored in schemes that used Bayesian belief networks. However, these methods did not account for the spatial relationships between the input MIB variables and involved computationally intensive methods to estimate the distribution parameters for the belief network. A better approach, proposed by Dr. Marina Thottan, is being followed wherein a simpler fault detection algorithm has been developed which takes advantage of the interrelationships between MIB variables through a simple combination scheme, generating time correlated node level alarms.

6.2.3.3.1
System Model:

The framework being used to transport the fault detection algorithm to monitored nodes is the mobile agent framework. The central server embeds an agent with the fault detection algorithm and migrates it to a monitored node where the agent performs tasks listed in the algorithm and returns the result of those computations i.e. presence or absence of an alarm to the central server. The mobile agent then follows a ring topology and performs fault detection on all the monitored nodes. When the central server receives a result from the most recent mobile agent it had transported, it transports another mobile agent to that same node with the same itinerary as was followed by the previous mobile agent. Using this scheme, all of the nodes would be monitored at the same time. 

The system model for the algorithm embedded in the agent is shown in the figure below
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Figure 6.6: The System Model

The data processing unit acquires MIB data. The change detector produces a series of alarms corresponding to change points observed in each individual MIB variables. These variable-level alarms are candidate points for fault occurrences. In the combiner, the variable-level alarms are combined using a-priori information about the relationships between these MIB variables. The source of this a-priori information, however, is not external to the system. On the other hand, it comes up with an estimation of these relationships. Time-correlated alarms corresponding to the anomalies are obtained as the output of the combiner.

6.2.3.3.2 Choice of variables:

There is no single MIB variable that is capable of capturing all manifestations of a network anomaly. This is because a single anomaly can manifest itself differently under different circumstances. Therefore, it is necessary to choose a subset of relevant MIB variables. This helps to reduce the complexity of the fault detection algorithm. The criteria for selecting the relevant MIB variables are the functionality of the node or device under consideration, the variables that capture the traffic characteristics at input and output of the device, redundancy, and relevance to network anomaly detection as opposed to protocol errors.

The MIB contains 171 variable types. These variables fall into several groups, including interfaces (if) and Internet Protocol (ip). The if and ip groups of variables describe the traffic characteristics of a node in the network fully.

Within a particular MIB group there exists some redundancy. That is some of the variables in a group give the same information albeit from a different angle. In order to simplify the problem, redundant variables are not incorporated. Some of the variables, by virtue of their standard definition, are not relevant towards detection of a fault and hence can be excluded straight away. Redundancy from the other variables that can be used in fault detection is removed using case diagram to gauge the relationships between the MIB variables. The case diagrams for the if and ip variables are shown in the figure below.
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Figure 6.7: Case Diagrams for the if and ip variables

The arrows in the case diagram show the direction of traffic flow from the lower to the upper network layers. From this diagram, it is clear that the variables depicted in the figure by a bold line are not redundant and represent cross sections of the traffic at different points in the protocol stack. The variables chosen correspond to what are called filter counters. A filter counter is a MIB variable that measures the level of traffic at the input and at the output of each layer. Using these principles for determining non-redundant variables, six MIB variables were selected as useful for fault detection purposes. In the if layer, the variables ifIO (In Octets) and ifOO (Out Octets) were used to describe the characteristics of the traffic going into and out of that interface. Similarly, in the ip layer, four variables were used. The variable ipIR (In Receives) represents the total number of datagrams received from all interfaces. ipIDe (In Delivers) represents the number of datagrams correctly delivered to the higher layers as this node was their final destination. ipFD (Forward Datagrams) represents the number of datagrams that were successfully forwarded to the next node. ipOR (Out Requests) represents the number of datagrams passed on from the higher layers of the node to be forwarded by the ip layer.

The six MIB variables chosen are not strictly independent. However, the relationships between these variables are not obvious and depend on parameters of the traffic such as source and destination of the packet. Some of these dependencies can be incorporated at the combination stage.

6.2.3.3.3 Variable-Level Alarm Generation:

The variable-level alarms were obtained using change detection algorithm. The detection algorithm was implemented independently on each MIB variable. The increments in the MIB counters were obtained every 15 seconds, and the data thus generated constituted a time series. The value of 15 seconds was experimentally chosen to keep the processing load on the monitored node minimal. The agent collects this data by querying the SNMP agent for specific values of MIB variables at 15 second interval times. Representative time series data from both the ip and if layers are shown is figure below.
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Figure 6.8: Representative traces of if and ip variables at a fault period

These two data traces reveal each variable’s behavior over a 2 hour period. Two important things that can be observed here are that the data exhibits a high degree of statistical variability, and that the traffic variables are not all of the same granularity. The asterisk in the figure indicates when a network fault occurs. It can be noted from these two traces that there does not seem to be a drastic change in the overall behavior of the data trace before the fault occurs. The challenge is, given the stationary and heterogeneous behavior of the data, to be able to differentiate the normal change in traffic behavior from the subtle abnormal changes.

Piece-wise stationary auto-regressive (AR) models have been used to successfully describe non-stationary stochastic time series signals. A sequence of 10 updates making up a time window of 2.5 minutes was used to form piece-wise stationary segments. Each piecewise stationary segment of the MIB data was modeled using an AR process. The stationary properties of these time windows were studied using the marginal distributions of the residual signals in the time segments. The adjacent time windows were chosen to be non-overlapping to reduce the correlation in the residuals between the time windows. Furthermore, to detect an anomalous change, the length of the window must conform to an upper limit of 10 time lags (2.5 minutes) so that there are enough data points to accurately estimate the correlations.

Within a given time window, the MIB data was linearly modeled using a first order AR process. First order process was used here due to the competing requirements of the average run length required for detection and accurate estimation of the AR parameters.

The change detection algorithm at the variable level that is run by the agent at a particular node consists of two steps:

· Detecting changes within the time series (traffic measurement)

For each of the six MIB variables, the agent collected data over two non-overlapping contiguous time windows each of 2.5 minutes duration. The two clusters formed need to be checked for any changes. To detect any changes that occur within the time-series, a generalized likelihood ratio test was used. Each of the windows was modeled as an AR order 1 process with a residual error:

[image: image13.png]g
g0= Y-k
“



(6:4)

where 

[image: image14.png]{oy, ap, ..., ay}



are the AR parameters
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The log of the joint likelihood of the residual errors in the two segments is then used to perform a binary hypothesis test. The log likelihood gives an estimate of how much the two time windows vary. It is given by:
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where
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 is the number of values in 1st time window of 2.5 minutes.

[image: image19.bmp] is the number of values in 2nd time window of 2.5 minutes.

[image: image20.bmp] is the variance of the residual error in the 1st time window.

[image: image21.bmp] is the variance of the residual error in the 2nd time window.

[image: image22.bmp] is the variance of the residual error in the pooled segment comprising the two time windows.

 This test indicates the extent of deviation in the statistical behavior between the adjacent windows. The two hypotheses are H(0), implying that no change is observed between the two time segments, and H(1), implying that a change is observed. Using a threshold h we have
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Hence, segment boundaries where the threshold was exceeded were chosen to be change points.

· Determining whether a change corresponds to an abnormal situation

Once a change was detected, the mean and variance of the time window under consideration of 5 minutes duration were compared with the normal mean and variance computed from the normal data over a 24 hour period. A 24 hour period was chosen to account for the hourly trends in traffic. These normal mean and variance are carried by the mobile agent to a particular node. The comparison was done using a second hypothesis test. The two hypotheses considered were H(0) with a normal distribution of normal mean and variance implying that the change observed in traffic flow was normal and H(1) with a normal distribution of pooled segment mean and variance implying an abnormal change had occurred. Similar to the first hypothesis test, this change was detected using another generalized likelihood ratio test and if the threshold was exceeded, an abnormal change was indicated to have occurred in the MIB variable under question. 

6.2.3.3.4  Node-Level Alarms:

Although alarms for each variable can indicate some problematic behavior, they only contain partial and noisy information about a potential network problem. Table below shows that individual variable alarms are not always sufficient to pinpoint a network fault:
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Table 6.1: Summary of Results for Alarms generated at variable level for a node

The table proves that all of the variables show the ability to detect changes associated with fault scenarios. However, not all of the variables were capable of detecting all the faults. Depending on the type of node that is being monitored, either the if variables or the ip variables are more successful in detecting a faulty behavior e.g. faults that occur outside a node are more easily detectable by the interface group variables whereas fault occurring inside the node are easily detected by using the internet protocol group variables. Hence, to detect problems both inside and outside a network node, alarms from both the ip and if variables need to be combined.

 A simple strategy used by the fault detection agent to combine the alarms was to give more weight to the specific group of MIB variables depending on the percentages of faults that a particular variable was able to detect as given in table 1. Using this strategy, internet protocol variables were given more weight than interface variables in detecting faults.

6.2.4
Possible Future Work:

Network fault management is an active research area. The goal is to come up with self-healing networks in the future. Such networks would not suffer downtime due to mainly software-related faulty conditions. The two strands of possible future work following this research are:

· A better node-level alarm generation scheme

There are two issues that are involved in combining alarms from the chosen MIB variables. One is to correlate the spatial information among the alarms from the variables at the different protocol layers. Another is to correlate the temporal information among the alarms. A possible scheme that inculcates these constraints is a duration filter. The premise of such a duration filter is that a change observed in a particular variable would propagate into another variable that was higher up in the protocol stack. For this, various dependencies between the chosen MIB variables need to be determined possibly using the case diagrams of the ip and if variables. Then, it needs to be determined using statistical procedures when a possible transition is valid and alarm should be generated based on these calculations.

· Cluster-based Classification of Specific Traffic-Related Faults

Once the fault detection algorithm has indicated an impending fault, cluster-based procedures can be used to classify the type of fault that is about to occur. This is the next step towards achieving proactive fault recovery. Research has already been done that establishes that the clusters formed by the MIB variables used are far enough in space for accurate differentiation between them to be possible. Hence, to come up with a classification of faults, first, cluster making schemes need to be used to come up with clusters that depict particular faults. Then, pattern recognition techniques need to be explored to come up with a scheme that would accurately classify current MIB data set into one of these fault scenarios.

Chapter 7

Conclusion of the Research

&

Future
Work

7.1 Conclusion of the research:

After completion of our project, we were able to conclude that mobile agents have much to offer in the field of network management. Up till now all the efforts have been directed on improving the traditional client server management of the network system. We believe much more can be achieved by concentrating on using mobile agents for this purpose. After spending last five months on our project we realized that the concept of using mobile agents for network management is relatively new and very little work has been done in this field. The resources available in this field are very theoretical and there is large void in terms of practical work in this field. Through our project, we wanted to contribute towards a field that offers a lot of potential in the future.

After the completion of our project and after examining the results, we were able to conclude that it is indeed possible to develop a full fledge network management system using the mobile agents protocol. In our project we concentrated on two aspects of network management i.e. fault diagnosis and performance evaluation but we believe that other fields of network management such as accounting and initialization could very well benefit from this new paradigm. We also concluded that SNMP despite its inherent client-server character could be used in the new mobile agent framework. It is a very rich protocol with access to hundreds of very useful variables in the MIB. In our project we were able to over ride the client-server character of SNMP so that it performs in much more distributed environment when embedded in mobile agents. We also discovered that JAVA lends itself very nicely to be used in the mobile agent framework. The ability of JAVA to be able to serialize classes was a big factor in enabling the mobile agents to perform their task at remote nodes. 

However much still needs to be done before we could use mobile agent based systems in large scales networks. Security is an issue which has not been completely resolved when it comes to mobile agents. We feel that current security settings are too restrictive for mobile agents to perform tasks optimally at remote host. We had to completely over ride the security before our mobile agents were able to perform the designated tasks at remote nodes but in practice, this is not feasible. Therefore, work still needs to be done for providing optimum environment for mobile agents to operate. Besides this, there is also room available for devising better fault diagnosis algorithms that can utilize more fully the characteristics of mobile agents for e.g. the ability to perform the processing at remote nodes.
Although developing and comparing the performance of mobile agent framework with the client-server framework was not part of Senior Project, we still feel, based on our research, that the mobile agent framework would perform better than the conventional framework in terms of network latency and bandwidth consumption. To back this we would like to present the research of Rahul Jha and Sridhar Iyer in their article Performance Evaluation of Mobile Agents for E-Commerce Applications. They developed applications for mobile agents and the client server model and devised their results. For their performance evaluation experiments, they have chosen typical commerce application, viz., that of product discovery. In this application, a single client searches for information about a particular product from the catalogs of several on-line stores. The CS implementation consisted of Java client and server applications, using sockets for communication. Comparisons of the performance of these implementations were made on the basis of the following parameters:

number of stores (varies from 1 to 26);

size of catalog (varies from 100 KB to 1 MB);

size of client-server messages (varies proportionately with catalog size);

processing time for servicing each request (varies from 20 ms to 1000 ms);

network latency (typical academic load on 10Mbps LAN);

The performance metric is the user turnaround time, which was defined as the time

elapsed between a user initiating a request and receiving the results. This includes the

time taken for agent creation, time taken to visit/collect catalogs and the processing

time to extract the required information. The results of the studies are presented below:
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Fig 7.1: Effect of catalog size on turnaround time for sequential MA & sequential CS
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Fig 7.2: Turnaround time for a processing delay of 20 ms (catalog size of 1 MB)
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Fig 7.3: Turnaround time for a processing delay of 500 ms (catalog size of 1 MB)
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Fig 7.4: Turnaround time for a processing delay of 1000 ms (catalog size of 1 MB)

The results of MA versus CS evaluation experiments are shown in the graphs of

Fig 7.1 to 7.4. Some key observations are:

The performance of MA remains the same for different catalog sizes while the

performance of CS degrades with increase in catalog size (Fig. 7.1).

CS implementations perform better than MA implementations for catalog sizes less

than 100 KB (Fig. 7.2).

MA performs better than CS when the catalog size is greater than 200KB and

number of shops to visit is greater than or equal to 3 (Fig. 7.3).

MA performs better than all other strategies, for small processing delays (20 ms)

and large (1MB) catalog size (Fig. 7.4).

Parallel implementations perform better than sequential implementations when the

number of shops to visit is greater than or equal to 6 and the processing delay is

greater than or equal to 500ms (Fig. 7.3).

Parallel MA performs better than parallel CS for higher processing delays

(1000ms) and large (1MB) catalog size (Fig. 7.4).

Performance crossover points i.e. parameter values for which MA starts

performing better than CS implementation can be found for a given set of ecommerce

application parameters (Fig. 7.1, 7.2, 7.3, 7.4).

Based on the results of this study we could safely say that assumptions with which we started our project that the mobile agents based framework would be more efficient than the traditional client-server frame work in terms of network latency and network bandwidth were well founded.  

7.2 Future Work:
As far as our group is concerned, we feel that our current project can be extended to build a more complete mobile agent based network management system. We have developed a performance evaluation and fault diagnosis framework. The next logical step in this direction would be to concentrate on remote recovery procedures for the nodes. This would enable the administrator to take active measures to address degradation of performance or occurrence of faults. We feel that mobile agents could be very useful in performing recovery tasks as recovery agents could be transported to the effected node where they can perform the recovery tasks.
Another future area of interest could be extending the mobile agent framework to other areas of network management such as initialization of network status or performing accounting tasks in a network. So far we have deployed mobile agent frame work only in the domains of performance evaluation and fault diagnosis but we feel it can be extended to other domains of network management tasks.
While the ultimate goal behind the use of mobile agents could be the vision of autonomous network system as envisioned by Dr. Armando Fox, we feel much still needs to be done before such lofty goals can be realized.    
Appendix I

User Manual

System Requirements:

->Pentium – II or higher

Software / OS Requirements:

->Windows NT/2000

->SNMP Service should be configured

->JDK 1.3.1 or higher, JDK folder should be included in the PATH

->IBM Mobile Agent Execution Environment (IBM Aglets Server) should be Installed (present in CD attached herewith: PATH: x:\aglets)

Installation:

Copy the IBM Aglet Server files on your root directory e.g. c:\

This would create a folder by the name of \aglets on the root directory, e.g. c:\aglets. \. Now make folders on your d drive: d: by the name of d:\sproj0315new\jbuilder\Aglet_SNMP\src\com\sproj0315\Startup\ and place all the .bat files (env1.bat, env2.bat, aglets.bat) in this folder.

Now copy the folder \sproj0315 (present in the CD attached herewith: PATH: x:\code\classes\com\) in c:\aglets\public\com\ directory.

Give the list of IP Addresses which are to be managed, in a text file named as IP.txt, to be placed in c:\aglets\public\com\sproj0315\

For the Managed Hosts:

Copy the StartupGUI.class (present in the CD attached herewith: PATH: x:\classes\com\sproj0315\startup\ ) on your management station in a folder c:\src\com\sproj0315\startup\. Now go to this directory through command prompt and type java com.sproj0315.startup.StartupGUI on the command line.

A small window would appear, just click on the button labeled as “Start Network Management”. A new window would be opened. This is the Aglet Server window, just minimize it.

For the Management station:

Do the same as for the Managed Host, but after the Aglet Server window is opened, just click on the Create Button. 

a) for performance management:

Type com.sproj0315.utilization.UtilizationAglet in the Aglet field and type atp://localhost in the source field

b) for fault management:

Type com.sproj0315.fault.FaultAglet in the Aglet field and type atp://localhost in the source field.
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1
Introduction

1.1 
Purpose

This Software Requirements Specification (SRS) establishes the functional, performance, and development requirements for Release 1 of a software application for network management using mobile agents. It is in conformance with the recommendations of IEEE Standard. 830-1998, IEEE Guide to Software Requirements Specification. 

The SRS is to serve as a statement of understanding between the client of the proposed product and the software developers of that product. Hence, the intended audience for the SRS is the client (Zartash Afzal Uzmi) and the software development team. Any desired departures from the specifications described herein should be negotiated by the affected parties. 

1.2 
Scope

Network management has always been a corporate hassle. It was very much desired to manage different network devices as well as stand alone computer components remotely with the minimum human effort. For that purpose SNMP (Simple Network Management Protocol) was devised. SNMP provides rich functionality in keeping logs of the metrics of networked computer devices, detect any faults and notify the server about important alarms. Traditionally, network management is achieved in a centralized manner. Although this approach gives the network administrator flexibility of managing the whole network from a single place, it is prone to information bottleneck and excessive processing load at the manager and heavy usage of network bandwidth. The proposed software system: NUMA (Network Management Using Mobile Agents) bypasses these problems by using a mobile agent based network management framework.

The system would be equipped to perform fault management and performance management.

Fault Management would be achieved by the system by dispatching mobile agents to devices connected to a network. The mobile agents would analyze nodes locally and would have the ability to report to the management station about a faulty node. The management station would, in turn, send alerts to the network administrator. The proposed system would handle fault detection and fault localization but would delegate fault recovery to the network administrator. However, remote recovery initiated and guided by the network administrator is provided by the system.

Performance Management would be achieved by the system by dispatching mobile agents to devices where they would locally gather statistics about network traffic and manipulate raw data available through SNMP into useful information. These statistics would be periodically sent by the mobile agent to the management station from where the network administrator can access them. 

However, this release of the software system would not handle:

· Identification of the type of fault. It would only detect the fault but would not know what kind of fault has occurred.

· Automatic fault recovery. Although the system does not recover from faults on its own, it has the capability of running recovery routines on behalf of the network administrator. 

1.3 
Definitions, Acronyms, and Abbreviations

The Glossary in Appendix 1 contains definitions of technical terms and phrases used in this document.  Acronyms and abbreviations also appear in the Glossary.

1.4 
References

The References in Appendix 2 contains the research articles and other material used to come up with this SRS.

1.5 
Overview

Section 1 identifies the scope of this document, and the purpose of the software. Section 2 provides an overview of the system, and a description of the major functionalities provided by the system. Section 3 identifies the classes that comprise the system, and gives the attributes and methods of each class. Section 3 also describes the quality requirements and constraints for the software.

2
General Description

2.1 
Product Perspective

The software described in this specification consists of an application for detecting and isolating network faults, and monitoring network performance levels. 

The software provides a menu-driven GUI-based user interface. 

The software uses SNMP application to access the MIB variables and SNMP traps. It also uses the resident email system of the network to send automated email notifications.

The software uses the database of IBM TSpaces to log information relevant to the network. 

The computer hardware required to run this software has to have a Pentium chip with a minimum clock speed of 266 MHz, memory of 64 MB, and a disk space of 100 MB. The peripheral equipment required is a keyboard and a mouse. Windows NT/2000 operating system must be running on the machines.

2.2 
Product Functions

There are essentially four main functional areas that make up the system described in the specification:

· Fault Manager: This covers proactive fault detection and localization. Faults can be classified based on the changes observed in the MIB variables immediately preceding the fault. These variables by themselves are not sufficient to detect faults. The variables are processed using an AR (Auto Regressive) process. This processed data is analyzed by a change detector that produces a series of alarms corresponding to changes observed in each of the individual MIB variables that are relevant to fault diagnosis. Then a combiner uses a priori information about the relationship between these MIB variables to generate node level alarms. All this processing is done locally by the mobile agent. The mobile agent then reports the alarm to the management station. It is possible that a single fault causes more than one node to raise alarms. To pinpoint the fault location, a heuristic algorithm is implemented that gives near-optimal performance. 

Once the fault manager knows the node where the fault has occurred, it alerts the user of the system. However, if the user of the system fails to respond within a specified time interval, the system sends an automated email notification to the network administrator providing him the details of the fault detected.

· Remote Recovery Manager: This component allows the user to perform recovery procedures remotely. It gives the user the functionality to run a particular recovery routine, to develop his recovery routine. The recovery manager dispatches a mobile agent to the faulty node where it would apply the user suggested procedure to recover from the fault.

·  Performance Manager: This part of the software system covers network traffic monitoring and manipulation of MIB performance-related variables locally. Network traffic monitoring is achieved by taking snapshots of the relevant MIB variables at specified time intervals. These variables are then manipulated to gather useful information vital to monitoring the network performance level and stored in a database. After condensing the data, the mobile agent sends it to the management station. 

Once the condensed data reaches the performance manager, the user of the system can view it in the form of a real-time graph by choosing a particular node.

· Trend Graph Viewer: This is responsible for drawing custom trend graphs on the user's request. It would allow the user of the system to select the MIB variables whose trend he is interested in. The values of the chosen MIB variables are retrieved from the database and are used to draw a graph on the screen.

· Network Health Statistics Viewer: This component extracts health statistics from the log maintained by the system. It allows the user of the system to view these statistics for a particular node, subnet, or the network on the whole. The particular health statistics covered by this component are false alarm rate, successful fault detection rate, frequency of faults, proportion of recovered faults, utilization, traffic load, etcetera. 

2.3 
User Characteristics

The principal user of the system would be a network manager. It is assumed that this person has a good experience of performing network management tasks and is well abreast with the core networking issues. However, the user shall not be expected to learn a set of commands in order to start using the application. These commands would be provided via menus.

2.4 
General Constraints

The system has to satisfy and work under the following constraints:

· Interfaces to other Applications: In order to access the SNMP data from the network layer, the system has to rely on an interface to the SNMP application running on the machine. The system can only use the functionality provided by this interface.

The system also uses an external email server to send automatic email notifications and, as such, has to communicate with the server using the server's external public interface.

· Parallel Operation: Since the system has only one management station, whereas the dispatched mobile agents are processing in parallel, the system has to account for the case where more than one mobile agent communicates with the management station. This can be done in a first come first serve fashion. 

· Higher-Order Language Requirements: Because a network is composed of heterogeneous components and the system would have processes running on nearly all of these, the higher order language must be portable enough to avoid any portability issues. Hence Java has to be used as a programming language for the system. 

2.5 
Assumptions and Dependencies

The software system assumes that SNMP is being used on every machine connected to the network. The system also depends on the existence of a JVM (Java Virtual Machine) on each such machine. 

3
Specific Requirements

3.1 
External Interface Requirements

3.1.1
User Interface Requirements

All interaction with the user shall be via a menu-driven GUI interface. The interface shall provide the user with options to monitor network, recover faults, view trend graphs, and view heath statistics. 

The user interface for network monitoring is divided into two frames. The left hand side frame shall display all the nodes connected to the network in a tree structure. The right hand side frame shall display relevant statistics gathered from the network. The interface shall alert the user of a fault occurrence by highlighting the faulty node. The interface shall also allow the user to click on the highlighted node to display any available details of the fault. When the network is working under normal conditions, the interface shall display performance statistics when a particular node is clicked.

The interface for fault recovery shall provide the user a graphical environment to select applications to run. It shall also provide an interface to create applications.

For ease of use, the interface shall allow the user to browse through the various MIB variables for plotting trend graphs. It shall also give the user the option to select multiple MIB variables at a time.

3.1.2
Hardware Interface Requirements

For input purposes, the system shall make use of a keyboard and a mouse.

For display purposes, the system shall make use of a CRT monitor with a graphics card installed.

There are no other specific hardware interface requirements.

3.1.3
Software Interface Requirements

The system shall make use of the operating system calls to open executable files needed for recovery purposes.

The system shall also use the resident email server to send automated email notifications to the user.

3.1.4
Communication Interface Requirements

The system shall use SNMP to perform fault and performance management tasks. SNMP version 2 shall be used to perform these tasks. It shall also use SMTP to send email notifications to the user. The system shall also use IBM Aglet framework to allow for communication between mobile agents and the management station.
3.2 
Classes/Objects

The Class Model in Appendix 3 gives details of the classes used in the system, their respective attributes and methods, and the communications between objects of these classes.

3.3 
Performance Requirements

The system should detect and localize faults in the network at least 2 minutes before the fault occurs. 

The network bandwidth consumption by the system should be less than 5 percent. The system should support management of up to 100 nodes without any significant degradation of performance.

When drawing large trend graphs, speed is important. If the drawing takes more than a few seconds, the user should be given a progress indicator.

There are no other performance requirements.

3.4
Software System Attributes

3.4.1
Security

There are three security issues that the system needs to address:

· Mobile Agent Security: Since mobile agents are dispatched to remote nodes where they execute on behalf of the management station, the system has to ensure that the remote nodes can verify that a particular mobile agent came from the management station and not a malicious application. The system achieves these objectives using cryptographic techniques.

· Email Security: The text of the automated email notification sent to the user should not be compromised. Simple cryptographic techniques can ensure the privacy of the email text.

· Remote Recovery Security: The system should allow only the authorized user to perform recovery operations as there is a possibility of misuse of this system to run malicious code on other nodes. The system shall require the user to authenticate him before he uses the remote recovery option.

3.4.2
Maintainability

All code shall be fully documented. Each function shall be commented with pre- and post-conditions. All program files shall include comments concerning authorship and date of last change.

The code should be modular, to permit future modifications.
3.4.3
Availability

The availability requirements for the system are 24/7. In case of power outages, the system should be flexible enough to continue its operations once the power is restored.

3.4.4
Reliability

The system should never crash or hang, other than as the result of an operating system error on the main server machine.
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GLOSSARY

AR

Auto Regressive

CRT

Cathode Ray Tube

GUI

Graphical User Interface

IBM

International Business Management

IEEE

Institute of Electrical & Electronics Engineers

JVM

Java Virtual Machine

MIB

Management Information Base

NUMA
Network Management Using Mobile Agents

SMTP

Simple Mail Transfer Protocol

SNMP

Simple Network Management Protocol

SRS

Software Requirements Specification

Appendix 2

Class Model

Appendix 3

Some Specific MIBs (Management Information Bases) that we would be using to detect specific faults and perform the performance analysis:

These MIBs would be used to check and detect  the faults and also for performance analysis.

· ifSpeed: Data Transfer Rate

· ifInOctects: Total number of octets received

· ifInDiscards: Number of packets discarded because of resource limitation

· ifInErrors: Number of Errors in packets

· ifOutDiscards: Number of packets discarded because of resource limitation

· ipInDiscards: Number of packets discarded because of resource restrictions

· tcpAttemptFails: Number of failed attempts at connections

· tcpOutRsts: Number of connection breaks initiated

· tcpConstRate: Status of the connection

· snmpInTraps: Number of all traps received

MIBs specific to Traps:

· coldStart: signals to the management station if the relevant station is restarting

· warmStart: warm start that the relevant agent has been re-initialized

· linkDownTrap: signals that one of the connected interfaced has moved into the down status and can no longer be achieved

· linkUpTrap: signals to the network management station that one of the connected interfaced has changed to the up status and can’t be reached

· authenticationFaliureTrap: informs the network management station that a false community name was contained in the SNMP transmitted

· egpNeighborLossTrap: signals to the network management station that an egp neighbor with which EGP routing protocol information is exchanged can no longer be reached
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