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Commercial RDBMSs: Access and Oracle
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In this chapter you will learn:

· About Microsoft Access:

· the DBMS architecture;

· how to create base tables and relationships;

· how to create enterprise constrains;

· how to use forms and reports;

· how to use macros.

· About Oracle:

· the DBMS architecture;

· how to create base tables and relationships;

· how to use PL/SQL;

· how to create and use stored procedures and functions;

· how to create and use triggers.

As we mentioned in Chapter 3, the Relational Database Management System (RDBMS) has become the dominant data-processing software in use today, with estimated sales of between US$15 billion and US$20 billion per year (US$50 billion with tools sales included), and growing at a rate of possibly 25% per year. There are many hundreds of RDBMSs on the market. For many users, the process of selecting the best DBMS package can be a difficult task, and in the next chapter we present a summary of the main features that should be considered when selecting a DBMS package. In this chapter, we consider two of the most widely used RDBMSs: Microsoft Access and Oracle. In each case, we use the terminology of the particular DBMS (which does not conform to the formal relational terminology we introduced in Chapter 3).

8.1 Microsoft Access 2000

Microsoft Access is the mostly widely used relational DBMS for the Microsoft Windows environment. It is typically PC-based DBMS capable of storing, sorting, and retrieving, data for a variety of applications. Access provides a Graphical User Interface (GUI) to create tables, queries, forms, and reports, and tools to develop customized database applications using the Microsoft Access macro language or the Microsoft Visual Basic for Applications (VBA) language. In addition, ACCESS provides programs, called Wizards, to simplify many of the processes of building a database application by talking the user through a series of question-and-answer dialog boxes. It also provides Builders to help the user build syntactically correct expressions, such as those required in SQL statements and macros. Access supports much of the SQL standard presented in Chapters 5 and 6, and the Microsoft Open Database Connectivity (ODBC) standard, which provides a common interface for accessing heterogeneous SQL databases, such as Oracle and Informix. We discuss ODBC in more detail in Section 21.3. To start the presentation of Microsoft Access, we first introduce the objects that can be created to help develop a database application.

8.1.1 Objects

The user interacts with Microsoft Access and develops a database application using a number of objects:

· Tables    The base tables that make up the database. Using the Microsoft terminology, a table is organized into columns (called fields) and rows (called records).

· Queries  Allow the user to view, change, and analyze data in different ways. Queries can also be stored and used as the source of records for forms, reports, and data access pages. We examined queries in some detail in the previous chapter.

· Forms    Can be used for a variety of purposes such as to create a data entry form to enter data into a table.

· Reports  Allow data in database to be presented in an effective way in a customized printed format.

· Pages     A (data access) page is a special type of Web page designed for viewing and working with data (stored in a Microsoft Access database or Microsoft SQL Server database) from the Internet or an intranet. The data access page may also include data from other sources, such as Microsoft Excel.

· Macros   A set of one or more actions that each performs a particular operation, such as opening a form or printing a report. Macros can help automate common tasks such as printing a report when a user clicks a button.

· Modules  A collection of VBA declarations and procedures that are stored together as a unit.

Before we discuss these objects in more detail, we first examine the architecture of Microsoft Access.

8.1.2 Microsoft Access Architecture 

Microsoft Access can be used as a standalone system on a single PC or as a multi-user system on a PC network. With the release of Access 2000, there is a choice of two data engines in the product: the original Jet engine and the new Microsoft Data Engine (MSDE), which is compatible with Microsoft’s backoffice SQL Server. The Jet Engine stores all the application data, such as tables, indexes, queries, forms, and reports, in a single Microsoft database (.mdb) file, based on the ISAM (Indexed Sequential Access) Method) organization (see Appendix C). MSDE is based on the same data engine as SQL Server, enabling users to write one application that scales from a PC running Windows 95 to multiprocessor clusters running Windows 2000 Server. MSDE also provides a migration path to allow users to subsequently upgrade to SQL Server. However unlike SQL Server 7.0 MSDE has a 2 gigabyte database size limit.

         Microsoft Access, like SQL Server, divides the data stored in its table structures into 2 kilobyte data pages, corresponding to the size of a conventional DOS fixed-disk file cluster. Each page contains one or more records. A record cannot span more than a single page, although Memo and OLE Object fields can be stored in pages separate from the test of the record. Access uses variable-length records as the standard method of storage and allows records to be ordered by the use of an index, such as a primary key. Using variable length, each record occupies only the space required to store its actual data.

         A header is added to each page to create a linked list of data pages. The header contains a pointer to the page that precedes it and another pointer to the page that follows. If no indexes are in use, new data is added to the last page of the table until the page is full, and then another page is added at the end. One advantage of data pages with their own header is that a table’s data pages can be kept in ISAM order by altering the pointers in the page header, and not the structure of the file itself.

Multi-user support

Microsoft Access provides four main ways of working with a database that is shared among users on a network:

· File-server solutions  An Access database is placed on a network so that multiple users can share it. In this case, each workstation runs a copy of the Access application.

· Client-server solutions   In earlier versions of Access, the only way to achieve this way to create linked tables that used an ODBC driver to link to a database such as SQL Server. In Access 2000, an Access Project (.adp) File can also be created, which can also be created, which can store forms, reports, macros, and VBA modules locally and can connect to a remote SQL Server database using OLE DB (Object Linking and Embedding for Databases) to display and work with tables, views, relationships, and stored procedures. As mentioned above, MSDE can also be used to achieve this type of solution.

· Database replication solutions   These allow data or database design changes to be shared between copies of an Access database in different locations without having to restribute copies Of the entire database. Replication involves producing one or more copies, called replicas, of a single original database, called the Design Master. Together, the Design Master and its replicas are called a replica set. By performing a process called synchronization, changes to objects and data are disributed to all members of the replica set. Changes to the design of objects can only be made in the Design Master, but changes to data can only be in the from any member of the replicate set. We discuss replication in Section 23.6.

· We-based database solutions   A browser displays one or more data access pages that dynamically link to a shared Access or SQL Server database. These pages have to be displayed by Internet Explorer 5 or later. We discuss this solution in Section 28.10.5.

When a database resides on a file server, the operating system’s locking primitives are used to lock pages when a table record is being updated. In a multi-user environment, Jet uses to locking database (.ldb) file to store information on which records are locked and which user has them locked. The locking database file is created when a database is opened for shared access. We discuss locking in detail in Section 19.2.

8.1.3 Table Definition

Microsoft Access provides five ways to create a blank (empty) table:

· Use the Database Wizard to create in one operation all the tables, forms, and reports that are required for the entire database. The Database Wizard creates a new database, although this particular wizard cannot be used to add new tables, forms, or reports to an existing database.

· Use the Table Wizard to choose the fields for the table from a variety of predefined tables such as business contacts, household inventory, or medical records.

· Enter data directly into a blank table (called a datasheet). When the new datasheet is saved, Access will analyze the data and automatically assign the appropriate data type and format for each field.

· Use Design View to specify all table details from scratch.

· Use the CREATE TABLE statement in SQL View.

Creating a blank table in Microsoft Access using SQL

In Section 6.3.2 we examined the SQL CREATE TABLE statement has no support for the DEFAULT and CHECK clause. However, default values and certain enterprise constrains can still be specified outside SQL, as we see shortly. In addition, the data types are slightly different from the SQL standard, as shown in Table 8.1. In Example 6.1 in Chapter 6 we showed how to create the PropertyForRent table in SQL. Figure 8.1the SQL View with the equivalent statement in Access.

	Data type
	Use 
	Size 

	Text
	Text or text/numbers. Also numbers that do not require calculations, such as telephone numbers. Corresponds to the SQL character data type (see Section 6.1.2)
	Up to 255 characters

	Memo 
	Lengthy text and numbers, such as notes or descriptions
	Up to 64,000 characters

	Number 
	Numeric data to be used for mathematical calculations, except calculations involving money (use Currency type). Corresponds to the SQL exact numeric data type (see Section 6.1.2)
	1,2,4, or 8 bytes (16 bytes for Replication ID)

	Date/Time
	Dates and times. Corresponds to the SQL datetime data type (see Section 6.1.2)
	8 bytes

	Currency 
	Currency values. Use the Currency data type to prevent rounding off during calculations. 
	8 bytes

	Autonumber
	Unique sequential (incrementing by 1) or random numbers automatically inserted when record is added.
	4 bytes (16 byte for Replication ID)

	Yes/No
	Fields that will contain only one of two values, such as Yes/No, True/False, On/Off. Corresponds to the SQL bit data type (see Section 6.1.2).
	1 bit

	OLE Object 
	Objects (such as Microsoft Word Documents, Microsoft Excel spreadsheets, pictures, sounds, or other binary data), created in other programs using the OLE protocol, which can be linked to, or embedded in, a Microsoft Access table.
	Up to 1 gigabyte

	Hyperlink 
	Field that will store hyperlinks.
	Up to 64,000 characters

	Lookup 

Wizard
	Creates a field that allows the user to choose a value from another table or from a list of values using a combo box. Choosing this option in the data type list starts a wizard to define this.
	Same size as the primary key that forms the lookup field (typically 4 bytes)


Table 8.1  Microsoft Access data types.

Figure 8.1  SQL View showing creation of the PropertyForRent table.

Figure 8.2  Design View showing creation of the PropertyForRent table.

Creating a blank table in Microsoft Access using Design View

Figure 8.2 shows the creation of the PropertyForRent table in Design View. Regardless of which method is used to create a table, table Design View can be used at any time to customize the table further, such adding new fields, setting default values, or creating input masks.

Microsoft Access provides facilities for adding constraints to a table through the Field Properties section of the table Design View. Each field has a set of properties that are used to customize how data in the field is stored, managed, or displayed. For example, we can control the maximum number of characters that can be entered into a Text field by setting its Field Size property. The data type of a field determines the properties that are available for that field. Setting field properties in Design View ensures that the fields have consistent settings when used at a later stage to build forms and reports. We now briefly discuss each of the field properties.

Field Size property

The Field Size property is used to set the maximum size for data that can be stored in a field of type Text, Number, and AutoNumber. For example, the Field Size property of the propertyNo field (Text0 is set to 5 characters, and the Field Size property for the rooms field (Number) is set to Byte to store whole numbers from 0 to 255, as shown in Figure 8.2. In addition to Byte, the valid values for the Number data type are:

· Integer – 16-bit integer (values between – 32,768 and 32,767);

· Long integer – 32 bit integer;

· Single – floating point 32-bit representation;

· Double – floating point 64-bit representation;

· Replication ID – 128-bit identifier, unique for each record, even in a distributed system.

Format property

The Format property is used to customize the way that numbers, dates, times, and text are displayed and printed. Microsoft Access provides a range of formats for the displays dates in various formats including Short Date. Medium Date, and Long Date. The date 1st November 1933 can be displayed as 01/11/33 (Short Date), 01-Nov-33 (Medium Date), or 1 November 1933 (Long Date).

Decimal Places property

The Decimal Places property is used to specify the number of decimal places to be used when displaying numbers (this does not actually affect the number of decimal places used to store the number).

Input Mask property

Input masks assist the process of data entry by controlling the format of the data as it is entered into the table. A mask determines the type of character allowed for each position of a field. Input masks can simplify data entry by automatically entering special formatted characters when required and generating error messages when incorrect entries are attempted. Microsoft Access provides a range of input mask characters to control data entry. For example, the values to be entered into the propertyNo field have a specific format: the first character is ‘P’ for property, the second character is an upper-case letter and the third, fourth, and fifth characters are numeric. The fourth and fifth characters are optional and are used only when require (for example, property numbers include PA9, PG21, PL306). The input mask used in this case is ‘\P>L099’:

· ‘\’ causes the character that follows to be displayed as the literal character (for example, \P is displayed as just P);

· ‘>L’ causes the letter that follows P to be converted to upper case;

· ‘0’ specifies that a digit must follow and ‘9’ specifies optional entry for a digit or space.

Caption property

The Caption property is used to provide a fuller description of a field name or useful information to the user through captions on objects in various views. For example, if we enter ‘Property Number’ into the Caption property of the propertyNo field, the column heading ‘Property Number’ will be displayed for the table in Datasheet View and not the field name, ‘propertyNo’.

Default Value property

To speed up and reduce possible errors in data entry, we can design default values to specify a value that is automatically entered in a field when a new record is created. For example, the average number of rooms in a single property is four, therefore we set ‘4’ as the default value for the rooms field, as shown in Figure 8.2.

Validation Rule/Validation Text properties

The Validation Rule property is used to specify constraints for data entered into a field. When data is entered that violates the Validation Rule setting, the Validation rules can also be used to set a range of allowable values for numeric or date fields. This reduces the amount of errors that may occur when records are being entered into the table. For example, the number of rooms in a property ranges from a minimum of 1 to a maximum of 15. The validation rule and text for the rooms field are shown in Figure 8.2. 

Required property

Required fields must hold a value in every record. If this property is set to ‘Yes’, we must enter a value in the required field and the value cannot be null. Therefore, setting the Required property is equivalent to the NOT NULL constraint in SQL (see Section 6.2.1). Primary key fields should always be implemented as required fields.

Allow Zero Length property

The Allow Zero Length property is used to specify whether a zero-length string (“”) is a valid entry in a field (for Text, Memo, and Hyperlink fields). If we want Microsoft Access to store a zero-length string instead of null when we leave a field blank, we set both the Allow Zero Length and Required properties to ‘Yes’. The Allow Zero Length property works independently of the Required property. The Required property determines only whether null is valid for the field. If the Allow Zero Length property is set to ‘Yes’, a zero length string will be valid value for the field regardless for the setting of the required property. The Required property determines only whether null is valid for the field. If the Allow Zero Length property is set to ‘Yes’, a zero-length string will be valid value for the field regardless of the setting of the Required property.

Indexed property

The Indexed property is used to set a single-field index. An index is a structure used to help retrieve data more quickly and efficiently (just as the index in this book allows a particular section to be found more quickly). An index speeds up queries on the indexed fields as well as sorting and grouping operations. The indexed property has the following values:

No



no index (the default)

Yes (Duplicates OK)

the index allows duplicates

Yes (No Duplicates) 

the index does not allow duplicates

For the DreamHome database, we discuss which fields to index in Step 5.3in Chapter 16.

8.1.4 Relationships and Referential Integrity Definition

As we saw in Figure 8.1, relationships can be in Microsoft Access using the SQL CREATE TABLE statement. Relationships can also be created in the Relationships window. To create a relationship, we display the tables that we want to create the relationship between, and then drag the primary key field of the parent table to the foreign key field of the child table. At this point, Access will display a window allowing specification of the referential integrity constraints. 

Figure 8.3 (a) shows the referential integrity dialog box that is displayed white creating to one-to-many (1:*) relationship Staff Manages PropertyForRent, and Figure 8.3 (b) shows the Relationships window after the relationship has been created. Two things to note about setting referential integrity constraints in Microsoft Access are: 

(1) A one-to-many (1:*) relationship is created if only one of the related fields is a primary key or has a unique index; a 1:1 relationship is created if both the related fields are primary keys or have unique indexes.

(2) There are only two referential integrity actions for update and delete that correspond to NO ACTION and CASCADE (see Section 6.2.4). Therefore, if other actions required, consideration must be given to modifying these constraints to fit in with the constraints available in Access, or to implementing these constraints in application code.

8.1.5 Enterprise Constraint Definition

There are several ways to create enterprise constraints in Microsoft Access using, for example:

· Validation rules for fields;

· Validation rules for records;

· Validation for forms using Visual Basis for Applications (VBA).

We have already seen an example of field validation in Section 8.1.3. In this section, we illustrate the other two methods with simple examples.

Validation rules for records

A record validation rule controls when an entire record can be saved. Unlike field validation rules, record validation rules can refer to more than one field. This can be useful when values from different fields in a table have to be compared. For example, DreamHome has a constraints that the lease period for properties must between 90 days and 1 year. We can implement this constraint the record level in the Lease table using the validation rule: 

                        [dateFinish] – [dateStart] Between 90 and 365

Figure 8.4  shows the Table Properties box for the Lease table with this rule set.

Figure 8.4  Example of record validation in Microsoft Access.

Validation for Forms using VBA

DreamHome also has a constraint that prevents a member of staff from managing more than 100 properties at any one time. This is a more complex constraint that requires a check on how many properties the member of staff currently manages. One way to implement this constraint in Access is to use an event procedure. An event is a specific action that occurs on or with a certain object. Microsoft Access can respond to a variety of events such as mouse clicks, changes in data, and forms opening or closing. Events are usually the result of user action. By using either an event that occurs on a form, report, or control. Figure8.5 shows an example of a BeforeUpdate event procedure, which is triggered before a record is updated to implement this constraint.

In some systems, there will be no support for some or all of the enterprise constraints and it will be necessary to design the constraints into the application, as we have shown in Figure 8.5 that has built the constraint into the application’s VBA code. Implementing an enterprise constraint in application code is potentially dangerous and can lead to duplication of effort and, worse still, to inconsistencies if the constraint is not implemented everywhere that it should be.

Figure 8.5  VBA code to check that a member of staff does no have more than 100 properties to manage at any one time.

8.1.6 Forms

Microsoft Access Forms allow a user to view and edit the data stored in the underlying base tables, presenting the data in an organized and customized manner. Forms are constructed as a collection of individual design elements called controls or control objects. Here are many types of control, such as text boxes to enter and edit data, labels to hold field names, and command buttons to initiate some user action. Controls can be easily added and removed from a form. In addition, Access provides a Control Wizard to help the user add controls to a form.

         A form is divided into a number of sections, of which the three main ones are:

· Form Header  This determines what will be displayed at the top of each form, such as a title.

· Detail   This section usually displays a number of fields in a record.

· Form  Footer  This determines what will be displayed at the bottom of each form, such as a total.

It is also possible for forms to contain other forms, called subforms. For example, we may want to display details relating to a branch (the master form) and the details of all staff at that branch (the subform). Normally, subforms are used when there is a relationship between two tables (in this example, we have a one-to-many relationship Branch Has Staff).

         Forms have three views: Design View, Form View, and Datasheet View. Figure 8.6 shows the construction of a form in Design View to display branch details; the adjacent toolbox gives access to the controls that can be added to the form. In Datasheet View, multiple records can be viewed in them conventional row and column layout and, in Form View, records typically viewed one at a time. Figure 8.7 shows an example of the branch form in both Datasheet View and Form View. 

Figure 8.6  Example of a form in Design View with the adjacent toolbox.

Figure 8.7  Example of the branch form: (a) Datasheet View; (b) Form View.

Access allows forms to be created from scratch by the experienced user. However, Access also provides a Form Wizard that takes the user through a series of interactive pages to determine:

· the table or query that the form is to be based on;

· the fields to be displayed on the form;

· the layout for the form (Columnar, Tabular, Datasheet, or Justified);

· the style for the form based on a predefined set of options;

· the title for the form.

8.1.7 Reports

Microsoft Access Reports are a special type of continuous from designed specifically for printing, rather than for displaying in a Window. As such, a Report has only read-access to the underlying base table(s). Among other things, an Access Report allows the user to:

· sort records;

· group records;

· calculate summary information;

· control the overall layout and appearance of the record;

As with Forms, a Report’s Design View is devided into a number of sections with the main ones being:

· Report Header  Similar to the Form Header section, this determines what will be displayed at the top of the report, such as a title.

· Page Header    Determines what will be displayed at the top of each page of the report, such as column headings.

· Detail  Constitutes the main body of the report, such as details of each record.

· Page Footer  Determines what will be displayed at the bottom of each page, such as a page number.

· Report Footer  Determines what will be displayed at the bottom of the report, such as sums or averages that summarize the information in the body of the report.

It is also possible to split the body of the report into grouping based on records that share a common value, and to calculate subtotals for the group. In this case, thereare two additional sections in the report:

· Group Header  Determines what will be displayed at the top of each group, such as the name of the field used for grouping the data.

· Group Footer  Determines what will be displayed at the bottom of each group, such as a subtotal for the group.

A Report does not have a Datasheet View, only a Design View, a print Preview, and a Layout Preview. Figure 8.8 shows the construction of a report in Design View to display property for rent details. Figure 8.9 shows an example of the report in Print Preview. Layout Preview is similar to Print Preview but is used to obtain a quick view of the layout of the report and not all records may be displayed.

         Access allows reports to be created from scratch by the experienced user. However, access provides a Report Wizard, which takes the user through a series of interactive pages to determine:

· the table or query the report is to be based on.

· the fields to be displayed in the report;

· any fields to be used for grouping data in the report along with any subtotals required for the group(s);

· any fields to be used for sorting the data in the report;

· the layout for the report;

· the style for the report based on a predefined set of options;

· the title for the report.

Figure 8.8  Example of a report in Design View.

Figure 8.9  Example of a report for the PropertyForRent table with a grouping based on the branchNo field in Print Preview.

8.1.8    Macros

As discussed earlier, Microsoft Access uses an event-driven programming paradigm. Access can recognize certain events, such as:

· mouse events, which occur when a mouse action, such as pressing down or clicking a mouse button, occurs;

· keyboard events, which occur, for example, when the user types on the keyboard;

· focus events, which occur when a form control gains or loses focus or when a form a report becomes active or inactive;

· data events, which occur when data is entered, deleted, or changed in a form or control, or when the focus moves from one record to another.

Access allows the user to write macros and prevent procedures that are triggered by an event. We saw an example for an event procedure in Section 8.1.5. In this section, we briefly describe macros.

Macros are very useful for automating repetitive tasks are performed consistently and completely each time. A macro consists of a list of a actions that Access is to perform. Some actions duplicate menu commands such as Print, Close, and ApplyFilter. Some actions substitute for mouse actions such as the SelectObject action, which selects a database object in the same that a database object is selected by clicking the object’s name. Most actions require additional information as action arguments to determine how the action is to function. For example, to use the SetValue action, which sets the value of a field, control, or property on a form of report, we need to specify the item to be set and an expression representing the value for the specified item. Similarly, to use the MsgBox action, which displays a pop-up message box, we need to specify the text to go into the message box.

Figure 8.10 shows an example of a macro that is called when a user tries to add a new property for rent record into the database. The macro enforces the enterprise constraint that a member of staff cannot manage more than 100 properties at any one time, which we showed previously how to implement using an event procedure written in VBA (see Figure 8.5). In this example, the macro checks whether the member of staff specified on the PropertyForRent form (Forms!PropertyForRent!staffNo) is currently managing less then 100 properties. If so, the macro uses the RunCommand action with the argument Save (to save the new record) and then uses the StopMacro action to stop. Otherwise, the macro uses the MsgBox action to display an error message and uses the CancelEvent macro cancel the addition of the new record. This example also demonstrate:

· use of the DCOUNT function to check the constraints instead of a SELECT COUNT(*) statement;

· use of an ellipsis (…)in the Condition column to run a series of actions associated with a condition.

In this case, the SetWarnings, RunCommand, and StopMacro actions are called if the condition.

DCOUNT(“*”,“PropertyForRent”’“[staffNo]=Forms!PropertyForRent!staffNo”)<100 evaluates to true, otherwise the MsgBox and CancelEvent actions are called.

Figure 8.10  Macro to check that a member of staff currently has fewer than 100 properties to manage

8.2 Oracle 8/8I

The Oracle Corporation is the world’s leading supplier of software for information management, and the world’s second largest independent software company. With annual revenues of more than US$10 billion, the company offers its database, tools, and application products, along with related services, in more than 145 countries around the world. Oracle is the top-selling multi-user RDBMS with 80% of Fortune 400 companies running Oracle e-Business solutions (Oracle Corporation 2001).

Oracle applications cover business intelligence, e-Commerce, Euro, financials(such as accounts receivable, accounts payable and general ledger), human resources, Internet procurement, manufacturing, marketing, mobile, projects, sales, services, strategic enterprise management, supply chain, travel management, and treasury.

Oracle has undergone many revisions since its first release in the late 1970s, but in 1997 Oracle 8 was released with extended object-relational capabilities, and improved performance and scalability features. In 1999, Oracle 8I was released with added functionally supporting Internet deployment. There are four main products in the Oracle 8I family, as shown in Table 8.2. 

Table 8.2  Oracle 8i Personal Edition
	Product 
	Description

	Oracle 8i
	Oracle server for a small number of users and small database size.

	Oracle 8i Enterprise Edition
	Oracle for a large number of users or large database size, with advanced management, extensibility, and performance features for mission-critical OLTP (Online Transaction Processing) and data warehousing applications.

	Oracle 8i Personal Edition
	Single-user version of Oracle, typically for development of applications deployed on Oracle 8i/Oracle 8i Enterprise Edition

	Oracle 8i Lite
	Light database engine for mobile computing on notebooks and handled devices.


Within this family, Oracle offers a number of advanced products and options such as:

· Oracle Parallel Server  As performance demands increase and data volumes continue to grow, the use of database servers with multiple CPUs, called symmetric multiprocessing (SMP) machines, are becoming more common. The use of multiple processors and disks reduces the time to complete a given tasks and at the same time provides greater availability and scalability. The Oracle Parallel Server supports parallelism within a single SMP server as a well as parallelism across multiple nodes.

· Oracle Application Server  Provides a means of implementing the middle tier of a three-tier architecture for Web-based applications. The first tier is a Web browser and the third tier is the database server. We discuss the three-tier architecture and the Oracle Application Server in more detail in Chapter 28.

· Oracle JServer  Oracle has integrated a secure Java Virtual Machine with the Oracle 8i database server. JServer supports Java stored procedures and triggers, Java Servlets, and JavaServer Pages (JSPs). It also supports the Internet Inter-Object Protocol (IIOP) and the HyperText Transfer Protocol (HTTP). Oracle provides JDeveloper to help develop basic Java applications without writing much code. We discuss JServer in more detail in Chapter 28.

· iFS  The Oracle Internet File System (iFS) makes it possible to treat an Oracle 8i database like a shared network drive, allowing users to store and retrieve files managed by the database as if they were files managed by a file server.

· interMEDIA   Enables Oracle 8i to manage text, documents, image, audio, video, and locator data. It supports a variety of Web client interfaces, Web development tools, Web Servers, and streaming media servers.

· Visual Information Retrieval   Supports content-based queries based on visual attributes of an image, such as color, structure, and texture.

· Time Series    Allows timestamped data to be stored in the database. Includes calendar functions and time-based analysis functions such as calculating moving averages.

· Spatial    Optimizes the retrieval and display of data linked to spatial information.

· WebDB    An HTML-based tool for developing Web-enabled applications and content enabled Web sites.

· Distributes database features  Allow data to be distributed across a number of database servers. Users can query and update this data as if it existed in a single database. We discuss distributed DBMSs and examine the Oracle distribution facilities in Chapters 22 and 23. 

· Data Warehousing    Provides tools that support the extraction, transformation, and loading of organizational data source into a single database, and tools that can then be used to analyze this data for strategic decision-making. We discuss data warehouses and examine the Oracle data warehouses and examine the Oracle data warehouse facilities in Chapters 30 and 31.

8.2.1 Objects

The user interacts with Oracle and develops a database using a number of objects, the main objects being:

· Tables  The base tables that make up the database. Using the Oracle terminology, a table is organized into columns and rows. One or more tables are stored within a tablespace (see Section 8.2.2).

· Objects  Object types provide a way to extend Oracle’s relational data type system. As we saw in Section 6.1, SQL supports three regular data types: characters, numbers, and dates. Objects types allow the user to define new data types and use them as regular relational data types would be used. We defer discussion of Oracle’s object-relational features until Chapters 27.

· Clusters   A clusters is a set of tables physically stored together as one table that shares a common column. If data in two ore more tables are frequently retrieved together based on data in the common column, using a cluster can be quite efficient. Tables can be accessed separately even though they are part of a cluster. Because of the structure of the cluster, related data requires much less input/output (I/O) overhead if accessed simultaneously. Cluster are discussed in Appendix C and guidelines for their use are provided in Step 5.2 in Chapter 16.

· Indexes   An index is declared on a column or set of columns. A new feature in Oracle 8 is the index-only table, where the data and index are stored together. Indexes are discussed in Appendix C and guidelines for when to create indexes are provided in Step 5.3 in Chapter 16.

· Views   a view is a virtual table that does not necessarily exist in the database but can be produced upon request by a particular user, at the time of request (see Section 6.4). 

· Synonyms   These are alternative names for objects in the database.

· Sequences The Oracle sequence generator is used to automatically generate a unique sequence of numbers in cache. The sequence generator avoids the user having to create the sequence, for example by locking the record that has the last value of the sequence, for example by locking the record that has the last value of the sequence, generating a new value, and then unlocking the record.

· Functions  there are a set of SQL or PL/SQL statements used together to execute a particular function.

· Procedures  Procedures and functions are identical except that functions always return a value (procedures do not). By processing the SQL code on the database server, the number of instructions sent across the network and returned from the SQL statements are reduced.

