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Final Words
Foreword
Nearly from its beginnings, LINUX has found a natural home on server machines at large sites --- business data centers, campus networks, research clusters. LINUX’s high reliability, coupled with the guarantee that if something does go wrong you can fix it yourself, has given it a strong appeal to overworked and under budgeted system administrators.
For all its utility, LINUX’s infiltration of serious iron has been a rather stealthy process until recently. Often, system administrators would replace machines providing Web service or mail or DNS or file-sharing services under other operating systems without their management being aware of the change. 

This project is an indicator of one of the un-stealthing of LINUX based applications- Squid. 
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1

Introduction

Proxy Server
A server that acts as an intermediary between a workstation user and the Internet, so that the enterprise can ensure security, administrative control, and caching service.
A proxy server is a computer network service which allows clients to make indirect network connections to other network services.
It is associated with or part of a gateway server that separates the enterprise network from the outside network and a firewall server that protects the enterprise network from outside intrusion.
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2
The Prime Directive
Knowing Squid
Squid is a high-performance proxy caching server for web clients, supporting FTP, gopher, and HTTP data objects. Unlike traditional caching software, squid handles all requests in a single, non-blocking, I/O-driven process.

Squid keeps meta data and especially hot objects cached in RAM, caches DNS lookups, supports non-blocking DNS lookups, and implements negative caching of failed requests.
Squid supports SSL, extensive access controls, and full request logging. By using the lightweight Internet Cache Protocol, squid caches can be arranged in a hierarchy or mesh for additional bandwidth savings.

Squid consists of a main server program squid, a Domain Name System lookup program dnsserver, some optional programs for rewriting requests and performing authentication, and some management and client tools. 
When squid starts up, it spawns a configurable number of dnsserver processes, each of which can perform a single, blocking Domain Name System (DNS) lookup. This reduces the amount of time the cache waits for DNS lookups. 

                                      
[image: image9]

3
Requirement Analysis
Initial Requirement Analysis
The initial requirement of setting up a Squid proxy may just be to direct the client requests to another proxy or just be designed to act as a load sharer to a Web proxy. Under such conditions we may not have to take to account all the parameters of functionality.
Ongoing requirement Analysis

So far so good, but the enterprise grows so does the requirement. In such case, we need to redesign the architecture of the Squid. 

Best way is to foresee the things which may come up eventually, and planning the architecture in such a way that major requirements should be fulfilled just by making minor changes to the architecture.

No one would like rebuilding the house, every anniversary; at least I wouldn’t.
The Process

Squid has the flexibility to suit the different requirements; thanks to the configuration file which is designed in separate modules, sorted to functionality. 
These modular parameters can be changed according to our requirements. Any time you need the previous functionality just replace the saved configuration file for the same.
Operational Analysis

Squid can be configured to operate in three modes-
1. Transparent mode

Squid acts intermediary between a client machine and an existing proxy server, just to add up additional administrative control over the client machines and speed.
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Transparent Proxy Mode

2. Parent - Sibling mode

Squid acting transparent to another Squid, added with a feature of intercommunication* between Squids of the same level is the beauty of this mode.
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Squid hierarchy; Parent Sibling mode

3. Multicast mode

Architecture with all the Squids at the same level, also inheriting the inter-communication feature from the Parent-Sibling mode is all about this mode.
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Multicast mode

Fig 3.2
Here Inter-communication is a process of querying the neighboring caches for the availability of the client requests.

4
Installing Squid

Pre-requisitions
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Platform
The first question, probably any first timer would ask himself would be – “Is Squid compatible on my Operating system?”
Well, luckily the software is designed to operate on any modern UNIX system, and is known to work on at least the following platforms: 

· Linux 

· FreeBSD 

· NetBSD 

· OpenBSD 

· BSDI 

· Mac OS/X 

· OSF/Digital Unix/Tru64 

· IRIX 

· SunOS/Solaris 

· NeXTStep 

· SCO Unix 

· AIX 

· HP-UX 

· OS/2 
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Partitioning

Next thing on the list of pre-requisites is the partitions you will be making on the hard drive. 

Plan the partitions properly so that you don’t have to clean up the mess regularly; especially the /var directory.
The partitioning majorly depends on the number of clients the Squid is supposed to handle, the internet traffic generated by these clients, the security policy of the enterprise which defines the time period up to which the logs are to be maintained on the server.
Here’s an example partitioning of a Squid machine which can handle about 200 clients; running simultaneously.
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Installing from Source code

The source code is freely downloadable from the internet. All you have to choose is the version you need - Stable release or the Development release.

At present Squid 2.5 is a stable version and Squid 3.0 is under development.

On the net, it is available compressed; extensions could be .tar, .gzip, .bz.

After download uncompress using the correct application; GUI is more helpful for newbies.

1. Extract the source to a directory (here I have extracted it to /opt directory).
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Fig 4.1
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/opt directory in LI/UNIX systems are meant for third party applications. 

In the figure you can see that the source code consists of files with .c extension. These files will be built on the kernel.

These are some of the modular functionality of the Squid proxy coded in C.
2. Run the configure script
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[root@squid ~1# cd /opt/squids/squid-2.5.STABLE9
[root@squid squid-2.5.STABLE9]#

[root@squid squid-2.5.STABLE9]# 1s

acconfig.h  config.log ~ COPYRIGHT INSTALL RELEASENOTES .htnl
acinclude.md config.status CREDITS  lib scripts
aclocal.nd doc Makefile  snmplib
bootstrap.sh configure.in errors  Makefile.an SPONSORS

cfgaux contrib helpers  Makefile.in src

Changelog ~ CONTRIBUTORS  icons QUICKSTART

config.cache COPYING include  README

[root@squid squid-2.5.STABLE9]# ./configurel]

A shell
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configure is a shell script which comes packed with the source code.

To run the shell script type ./configure at the directory where the source code resides.

‘./’is a conventional UNIX way of running scripts.
3. Build the source.
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[root@squid ~1# cd /opt/squids/squid-2.5
[root@squid squid-2.5.STABLE9]# 1s
acconfig.h  config.log  COPYRIGHT
acinclude.md config.status CREDITS
aclocal.nd  configure doc
bootstrap.sh configure.in errors
cfgaux contrib helpers
Changelog ~ CONTRIBUTORS  icons
config.cache COPYING include
[root@squid squid-2.5.STABLE9]# make [

Help
. STABLE9

INSTALL
1ib
Makefile.am
Makefile.in
QUICKSTART
README

RELEASENOTES .htnl
scripts

smnplib

SPONSORS

src
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make builds the source code on the machine.
The makefile contains the details like which compiler to use and what version of the compiler is compatible.
4. Convert the built source to an executable.
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[root@squid squid-2.5.STABLE9]# 1s
acconfig.h  config.log RELEASENOTES .htnl
acinclude.md config.status CREDITS  lib scripts
aclocal.nd  configure doc Makefile  snmplib
bootstrap.sh configure.in errors  Makefile.an SPONSORS

cfgaux contrib helpers  Makefile.in src

Changelog ~ CONTRIBUTORS  icons QUICKSTART

config.cache COPYING include  README

[root@squid squid-2.5.STABLE9]# make installl]

A shell
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This converts the built source to a service.
The squid entry is added to /etc/init.d directory.
Installing from rpm package.
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The squid for this project is built on Fedora core 4; a distribution with rpm support.
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The command mode installation is as follows..
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[root@squid ~1# cd /opt/squids/

[root@squid squids]# 1s

squid-2.5. STABLE9 squid-2.5.STABLEY. tar.gz
squid.conf

[root@squid squids]# rpm ~ivh squid-2.5.STABLE9-7.1386.rpm I
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Legend

rpm 
-
redhat package manager utility.

-i
-
install

-v
-
verify
-h
-
print hash as the install is in progress.

5
Configuring Squid

Transparent Proxy mode.

In this project I have configured Squid architecture to the transparent mode.

All the configuration is done by changing the parameter values in the squid.conf file.
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Legend

Squid: 172.16.25.1

Proxy server: 172.16.24.100

Workstations: These machines may or may not be a part of the access control list. 

Key Configuration parameters for transparent mode
The configuration is done by making changes in the squid.conf file; remembering to uncomment the line in which you make the changes.
[image: image31.png]



What is squid.conf ?
   Squid.conf is a file created, usually in the /etc directory, when the squid package is installed.

   This is a file which has defined set of rules for parameters that the Squid deals with.

   We can write our own changes to the parameters in the file; remembering to uncomment the 

   the line in which we make changes.
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Here I have listed the parameters of configuration in modules of their functionality.
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1. Network Options
This section explains the network address parameters relevant to a Squid installation. 
Generally speaking, a Squid instance will need to communicate with:

Local or remote web servers ¨ 

Other Cache servers ¨ 

Clients (desktop browsers or gateways) ¨ 

Squid configuration needs to define the addresses (IP address + port) for every relevant server and gateway. This section focuses on communication with clients and web servers.
A quick note on inter-server communication; Squid listens for TCP or ICP communication on specific ports. 
It uses TCP to communicate with web servers and clients, and ICP to talk to other cache servers. 
For every such server (or client), Squid configuration needs to assign a unique port number over which Squid would send requests (TCP or ICP) and listen for responses. 
An IP address is simply the network address at which the server is running. In short, the complete address for any server-to-server communication is determined 

by an IP-address+port combination. 
The following network parameters are relevant to Squid configuration:

http_port

icp_port  

htcp_port 

mcast_groups 

tcp_outgoing_address 

udp_incoming_address 

udp_outgoing_address
Tag Name http_port
Usage http_port port

hostname: port

1.2.3.4 : port
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Squid was started using root priviliges and the limitations is that we should not use ports below 1024.

Description

This tag name is used to specify the socket addresses where Squid will listen for HTTP client requests. Multiple socket addresses can be specified. 
There are three forms: port alone, hostname with port, and IP address with port. 
If hostname or IP address is specified, then Squid binds the socket to that specific address.
 This replaces the old "tcp_incoming_address" option. Most likely, there is no need to bind to a specific address, so the port number alone can be used. 
Default http_port 3128
Caution

Before changing the port number, make sure no application in your box is running in the same port.
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For transparent proxy; conditioned that Squid service is started by a user `squid`, I have changed this port to 8080
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2. Peer cache servers and Squid hierarchy

The parameters described in this section are relevant when there is a Squid hierarchy in the network (i.e.more than one Squid instance running in the network with well-defined rules regarding which instance talks to

which other instance, and so forth). 
Parameters of interest here are: number of cache servers, type of

configuration (which instance communicates with which instance(s)), defining the primary cache server, mapping of specific domains to specific cache server instances, Timeouts, specification of objects that should not be cached locally etc.
 Relevant parameters covered by this section are:

cache_peer  

cache_peer_domain 

neighbor_type_domain 

icp_query_timeout (msec) 

maximum_icp_query_timeout (msec) 

mcast_icp_query_timeout (msec) 

dead_peer_timeout (seconds) 

hierarchy_stoplist 

no_cache 
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 For the project cache_peer was changed to direct the requests to the parent proxy
Tag Name cache_peer
Usage cache_peer hostname type http_port icp_port options
For the transparent proxy, the cache_peer was changed to

Cache_peer 172.16.24.100 parent 80 3130 no-query default login=PASS
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Description

This tag is used to specify the other caches in the hierarchy. The cache_peer option is split into five fields. 
The first field is the hostname or IP of the cache that is to be queried. 
The second field indicates the type of relationship. 
The third field sets the HTTP port of the destination server, while the fourth sets the ICP (UDP) query port. 
The fifth field can contain zero or more keywords. 
Here are the detailed explanations on each field. 
Hostname

Hostname (FQDN) or IP address of the cache to be queried should be mentioned.
For ex,

cache_peer sib1.visolve.com sibling 3128 3130 [proxy-only]

cache_peer 172.16.1.100 sibling 3128 3130 [proxy-only]

Type

Here cache hierarchy should be specified. This option plays an important role in deciding neighbor selection.

parent · 

sibling · 

multicast · 

Http_port

The port number where the cache listens for proxy requests. 
Icp_port

Used for querying neighbor caches about objects. To have a non-ICP neighbor specify '7' for the ICP port and make sure the neighbor machine has the UDP echo port enabled in its /etc/inetd.conf file.
OPTIONS:

proxy-only

To specify that objects fetched from this cache should not be saved locally.

Weight=n

To specify a weighted parent. The weight must be an integer. The default weight is 1, larger weights are favoured more.

ttl=n

To specify a IP multicast Time To Live (ttl) value when sending ICP queries to multicast groups. We do not accept ICP replies from random hosts. So you must configure other group members as peers with the multicast-responder option below.

no-query

This option is set for those peers, which do not support ICP queries. It is obvious to have doubt about the ICP port specified in, while using this option. 
Squid does not care what digit has been given in the ICP port when no-query is specified. Using any number is fine. It is recommended to use 0 to emphasis the fact that ICP is not used in any way (not even to UDP echo port 7).

This might be the typical example for this option :

cache_peer hostname sibling 8080 0 proxy-only no-query

By default, Port 3130 is typically where an ICP-aware proxy listens for ICP packets. Port 7 is the "echo" port (/etc/services). 
Port 7 is used when Squid has a non-ICP peer but still want to query it before sending requests there (no-query not specified). In such case, Squid will send the ICP queries to port 7 which is the UDP echo port.
default

If this is a parent cache which can be used as a "last-resort." and not ICP enabled then "default" would be the appropriate option. 
Simply adding default to a parent does not force all requests to be sent to that parent. 
The term default is perhaps a poor choice of words. If the cache is able to make

direct connections, direct will be preferred over default.
 If needed to force all requests to parent cache(s), use the never_direct option.

round-robin

To define a set of parents which should be used in a round-robin fashion in the absence of any ICP queries.

multicast-responder

Indicates that the named peer is a member of a multicast group. ICP queries will not be sent directly to the peer, but ICP replies will be accepted from it.
closest-only

Indicates that, for ICP_OP_MISS replies, we'll only forward CLOSEST_PARENT_MISSes and never

FIRST_PARENT_MISSes.

no-digest

To NOT request cache digests from this neighbor.

no-netdb-exchange

It disables requesting ICMP RTT database (NetDB) from the neighbor.

no-delay

To prevent access to this neighbor from influencing the delay pools.

login=user:password

If this is a personal/workgroup proxy and your parent requires proxy authentication.
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connect-timeout=nn

To specify a peer specific connect timeout 
digest-url=url

To tell Squid to fetch the cache digest (if digests are enabled) for this host from the specified URL rather than the Squid default location.

No cache peer is defined

Default none

Example

cache_peer proxy.visolve.com parent 3128 3130 default

cache_peer 172.16.1.100 sibling 3128 3130 proxy-only

cache_peer 172.16.1.123 sibling 3129 5500 weight=2

Caution

If you compiled Squid to support HTCP, your cache will automatically attempt to connect to TCP port 4827 (there is currently no option to change this port value). 
Cache digests are transferred via the HTTP port specified on the

cache_peer line. 
Non-ICP neighbors must be specified as 'parent'.
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3. Cache size

This section describes parameters related to Cache Memory Size (real memory) as well as Cache Replacement Policy. 
Squid supports more than one Cache replacement policy. 
This section also touches briefly on cache interaction with disk.

Relevant parameters for this section are
Cache_mem (bytes) 

cache_swap_low (percent, 0-100) 

cache_swap_high (percent, 0-100) 

maximum_object_size (bytes) 

minimum_object_size (bytes) 

maximum_object_size_in_memory (bytes) 

ipcache_size (number of entries) 

ipcache_low (percent) 

ipcache_high (percent) 

fqdncache_size (number of entries) 

cache_replacement_policy 

memory_replacement_policy 

Tag Name cache_mem
Usage cache_mem bytes

Description

'cache_mem' specifies the ideal amount of memory to be used for :
In−Transit objects · 

Hot Objects · 

Negative−Cached objects · 
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The cache size has been changed to 64 MB for caching large objects.

Data for these objects are stored in 4 KB blocks. This parameter specifies the ideal upper limit on the total size of 4 KB blocks allocated. 
In−transit objects have priority over the others. When additional space is needed for incoming data, negative−cached and hot objects will be released. In other words, the negative−cached and hot objects will fill up any unused space not needed for in−transit objects. 
If circumstances require, this limit will be exceeded. Specifically, if your

incoming request rate requires more than 'cache_mem' of memory to hold in−transit objects, Squid will exceed this limit to satisfy the new requests. 
When the load decreases, blocks will be freed until the high−water mark is reached.

Thereafter, blocks will be used to store hot objects.

Default cache_mem 8 MB

Example

cache_mem 1 GB

Caution

This parameter does not specify the maximum process size. It places a limit on one aspect of squid's memory usage.
Squid uses memory for other things as well. Process will probably become twice or three times bigger than the value put here.
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4. Log file path names and cache directories

This section describes parameters for the configuration of cache directories (placement of caches in specific files and directories) AND Log file placement on disk (size, name, path, activity). 
Log files contain runtime information (relevant "successful" events as well as errors). Log files are used for system level debugging and runtime activity.
Certain log file management issues, e.g. backups, restore, recycling etc. are not described here. 
The parameters relevant to this section are

Cache_dir 

cache_access_log 

cache_log
cache_store_log 

cache_swap_log 

emulate_httpd_log on|off 

log_ip_on_direct 

mime_table 

log_mime_hdrs on|off 

user agent_log 

referer_log 

pid_filename 

debug_options 

log_fqdn on|off 

client_netmask
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For this project cache_dir was changed.
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The cache dir here is set to /var/spool/squid.
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5. Tuning the Squid Cache
This section describes the important parameters that determine Squid cache performance. 
Notable among them are: Object refresh algorithm, size of the header and body for both reply and request, policy for aborting (server) connections when client closes connection etc. 
Relevant parameters are
wais_relay_host  

wais_relay_port  

request_header_max_size (KB) 

request_body_max_size (KB) 

reply_body_max_size (KB) 

refresh_pattern 

reference_age 

quick_abort_min (KB) 

quick_abort_max (KB) 

quick_abort_pct (percent) 

negative_ttl time-units 

positive_dns_ttl time-units 

negative_dns_ttl time-units 

range_offset_limit (bytes) 
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No changes were made to these parameters as the default suited the requirements.
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6. Timeouts
Timeout parameters in Squid can be based on overall connection timeouts, peer-specific timeouts, site/domain-specific timeouts, request-specific timeouts etc. 
Proper setting of timeout values is critical to optimal Squid performance. 
Relevant parameters for timeout settings are listed here.
connect_timeout time-units
peer_connect_timeout time-units 

site select_timeout time-units 

read_timeout time-units 

request_timeout 

client_lifetime time-units 

half_closed_clients 

pconn_timeout 

ident_timeout 
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No changes were made to these parameters as the default suited the requirements.
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7. Access controls
Access control settings are among the most important features of Squid. 
You can configure Squid to set filters for various entities and at different granularities (e.g. filters for specific protocols, filters for certain types of commands, filters for specific routers, filters for specified domains, etc). 
The relevant parameters are described below:
acl 

http_access 

icp_access  

miss_access 

cache_peer_access 

proxy_auth_realm  

ident_lookup_access 

Tag Name acl

Usage acl aclname acltype string1 ... | "file"

Description

This tag is used for defining an access List. When using "file" the file should contain one item per line By default, regular expressions are CASE−SENSITIVE. To make them case−insensitive, use the −i option.
Acl Type: src

Description

This will look client IP Address.

Usage acl aclname src ip−address/netmask.
Example

1.This refers to the whole Network with address 172.16.1.0 − acl aclname src 172.16.1.0/24

2.This refers specific single IP Address − acl aclname src 172.16.1.25/32

3.This refers range of IP Addresses from 172.16.1.25−172.16.1.35 − acl aclname src 172.16.1.25−172.16.1.35/32

Note

While giving Netmask caution must be exerted in what value is given
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 Here I have given access to machines in the IP range 172.16.24.36 – 172.16.24.255.
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8. Administrative parameters
The parameters in this section allow the Squid admin to specify, for example, which users and groups have the right to run Squid , what host name should be displayed while displaying errors, which users have the authority to view Cache activity details, etc.
Cache_mgr 

cache_effective_user 

cache_effective_group 

visible_hostname 

unique_hostname  

hostname_aliases  

Tag Name cache_effective_user
Usage cache_effective_user userid

Description

If the cache is run as root, it will change its effective/real UID to the UID specified below. The default is to change the UID to nobody. 
If Squid is not started as root, the default is to keep the current UID. Note that, if Squid is not started as root, then you cannot set http_port to a value lower than 1024.
If Squid is started with the userid squid, then the cache_effective_user will be given as squid. If it is started as root then the default value will be taken.
Default cache_effective_user nobody

Example

cache_effective_user squid

Caution

If the above directive is not configured properly then Squid will have problems in starting.

Tag Name cache_effective_group
Usage cache_effective_group groupid

Description

If the cache is run as root, it will change its effective/real GID to the GID specified below. The default is to change the GID to nogroup. 
If Squid is not started as root, the default is to keep the current GID. Note that if Squid is not started as root then you cannot set http_port to a value lower than 1024.
If the squid started with the groupid squid then the cache_effective_group will be given as squid. If it is started as root, then the default value will be taken.

Default cache_effective_group nogroup

Example

cache_effective_group squid
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cache_effective_user and cache_effective_group were changed to squid.
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You should not allow anyone to login with user squid.

For this it is better to add a special character to the encrypted password file.
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[root@squid
[root@squid
drwxr-
[root@squid
[root@squid
[root@squid
[root@squid
drwxe-xr-x
[root@squid

~1# cd /var/log/
logl# 1s -1 | grep squid

2 squid  squid 4096 Oct 16 04:02 squid
Togl#

logl#

log]# cd /var/cache/

cache]# 1s -1 | grep squid
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If the directories do not have user and group as squid; it is should be changed.
You can also change it to “proxy” user and group in a fully Linux environment.
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9. Httpd-accelerator options
Squid can act as a load balancer or load reducer for a particular webserver. Generally Squid not only keeps clients happy but also the web servers by reducing load on server side. 
Some cache servers can act as web servers (or vice versa). These servers accept requests in both the standard web-request format (where only the path and filename are given), and in the proxy-specific format (where the entire URL is given). 
The Squid designers have decided not to let Squid to be configured in this way. 
This avoids various complicated issues, and reduces code complexity, making Squid more reliable. 
All in all, Squid is a web cache, not a web server.

By adding a translation layer into Squid, we can accept (and understand) web requests, since the format is essentially the same. 
The additional layer can re-write incoming web requests, changing the destination server and port. This re-written request is then treated as a normal request: the

remote server is contacted, the data requested and the results cached. 
This lets Squid to pretend to be a web server, rewriting requests so that, they are passed on to some other web server.
For Transparent caching, Squid can be configured to magically intercept outgoing web requests and cache them. Since the outgoing requests are in web-server format, it needs to translate them to cache-format requests. 
Transparent redirection is prohibited by internet standard #5 "Internet

Protocol". 
And HTTP assumes no transparent redirection is taking place.
This section allows various configurations related to the accelerator mode and the transparent

mode.

httpd_accel_host 

httpd_accel_port  

httpd_accel_single_host 
httpd_accel_with_proxy on|off 
httpd_accel_uses_host_header on|off  
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No parameters from this section were changed as the default suited the requirements.
6

Starting Squid
Precautions before starting the Squid

Before starting squid we must make sure that, the directory which stores the squid cache logs and the directory which caches the requested objects have ownership set to the cache_effective_user and cache_effective_group mentioned in the squid.conf file. 

Recursively chown the log and cache directories to this user before you start Squid. 

This user (who starts the squid service) must be able to read the configuration file and the directory that it’s in.

chown –R squid.squid /var/log/squid   /var/cache/squid
[image: image63.png]



Legend
chown 
– change ownership

-R       
 - Recursive

squid.squid 
– owner.group

/var/log/squid 
– directory where the log files are stored.

/var/cache/squid
 – cache directories.

Start and Check the Squid
These include three steps 
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· Create the swap directories.
Before the squid starts we need to create the swap directories as mentioned in the squid.conf file.

This could be the default directories specified or else the customization made by us.
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To create the swap directories execute the command..

[root@squid~]# squid –z






// the command

2005/10/16 19:49:56 | Creating swap directories 



// the output
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·  Start the squid service.
After creating the swap directories, it is time to start the Squid. 

During the installation, squid was converted to an executable and so we can use the conventional LI/UNIX way of starting the service.
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[root@squid~]# service squid start




// the command
Starting squid .


[ ok ]



// the output
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·   Check the squid service status
This too is done in the conventional LI/UNIX way, but there is something more to notice…
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[root@squid~]# service squid status




// the command
Squid (pid 2896 2894) running…





// the output
Now if you can notice, when we have started the squid it has generated 2 pid’s !
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We have started it only once; Is there something wrong with squid?
Well, there is no problem with the Squid. 

Squid designers have just tried to address almost all the vulnerabilities, and so we have two processes running in tandem. 

One fails the other takes up; isn’t that smart thinking?

7

Using Squid

Configuring Browsers to use the Squid

Now that the Squid is up and running, we need to make use of it. The client machine browsers need to be configured to forward their requests to the squid proxy.
These screenshots will help you in configuring your Windows IE to use the Squid..

Step 1.

Open the Internet Explorer and go to the Tools menu, then to the sub-item Internet Options.
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Step 2

The Internet Options dialog box opens, then go to the Connections tab
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Click on the LAN Settings and it should open the dialog box as shown in the next figure.
Step 3

The LAN settings dialog box is where you need to make the changes so that the browser will direct its requests to the Squid.
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In the figure above I have configured the Address to 172.16.25.1 and the port to 8080.
After this, click OK and the browser will write in the settings to its internal configuration file.
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Legend

172.16.25.1 
- 
Address of the Squid proxy server setup for the project.
8080
- 
Port at which the Squid was configured to accept the http




http requests.
Dos’ and Don’ts

· DO put a name server on the machine with Squid. It’s an extra level of caching, and minimizes choke points. 
· DON’T overload a single DNS for a cluster of boxes, especially if that server has other things to do.
· DO increase the size of your fqdncache and ipcache. Bigger is better.
Stale addresses are less important than many entries and long TTLs.
· DON’T cache big objects 
· DO keep your logs on a non-cache drive.
· DON’T use ICP if you have a single parent you always use.
· DO increase maximum_object_size. 800 MB might cache the large downloads.
Final Words

Squid can improve browsing speed and reduce HTTP bandwidth. 

The squid.conf file gives great flexibility, but can be initially daunting.

The settings I have mentioned in my project are for the transparent mode; you can configure squid to any of the 3 modes explained.

Settings let you get started – but are just a start. 

Experiment! And you will know the real time considerations for maintaining a Squid proxy.
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