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Chapter 7: BACKUP & RECOVERY

Disaster recovery is a process of restoring the systems back into operation quickly and accurately. Organisation must prepare to expect the unexpected events as part of routine. 
Protecting computer systems from natural disaster require careful planning, testing and evaluating options to achieve such redundancy. Organisation must make regular backups and store them off site. 
A contingency site should be available for the employees to continue working. 
A good disaster recovery planning has two important objectives:
· Minimise the impact of a disaster on the ability to conduct business

· Speedy and accurate recovery to normal operations

Two approaches to disaster planning:

Avoid it:
· The simplest and most effective

· Protect the equipment and data against any kind of risk we can anticipate

· Requires a good security plan e.g. from natural disaster or even sabotage

Reduce it:
· If can’t avoid it sometimes not possible to eliminate a risk completely

· Do whatever necessary to minimise the impact

· Try to control damage should the disaster happen in spite of our best effort

· Have contingency plan ready to be put into practice e.g. if we have limited budget, concentrate on protecting the resources that would be hardest to replace

Factors that contribute to disaster plan to make it a good plan:
· Must provide for the provision to refine the plans

· Call for regular training exercise and improvements to plans

· Make provisions for maintaining the plan

· Employees should be trained to execute  their roles in the recovery process

· Top management support should be exist it is an important factor

Dealing with Disaster 
· Organisation must make regular backups and store them off site.
· A contingency site should be available for the employees to continue working.

· Staff must collect enough information to duplicate the original system.
7.1 Regular Backup 

A good backup system allows to copy data to a variety of media including:

1. Small-capacity removable disks

2. Large-capacity removable disks

3. Removable optical disks

4. Magnetic tape

7.1.1 Backup Media 

7.1.1.1 Small-Capacity Removable Disks

Small-capacity disks are magnetic media disks, with a capacity of less than 500MB, which can be removed from their drives and replaced as they get filled. They are popular because of their low cost and ease of use. 

Table 7.1 lists some examples of this type of backup medium and their popular capacities.

TABLE 7.1    Popular Small-Capacity Removable Disks

	Medium
	Capacity

	Floppy disk
	1.44MB, 2.88MB

	SyQuest cartridges
	44MB, 88MB, 105MB, 200MB, 230MB

	Iomega ZIP disk
	100MB, 250MB

	Imation SuperDisk
	120MB

	Removable hard disk drive
	Varies


7.1.1.2 Large-Capacity Removable Disks

Large-capacity removable disks can store more than 500MB per disk. The drives and media cost more, but the increase in capacity easily offsets the increased cost. Large-capacity removable disks are good for backing up a workstation that has only one or two disks. You can also use them to back up a server, but because they do not have the capacity to back up a server with a single removable disk (multiple disks would be required for each backup), their use is limited. 

Table 7.2 lists a few of the common large-capacity removable disks and their capacities.

TABLE 7.2    Popular Large-Capacity Removable Disks

	Medium
	Capacity

	Iomega Jaz
	1GB, 2GB

	Sharq
	1.5GB

	Syquest cartridges
	1GB, 1.5GB

	Removable hard disk drive
	Varies


7.1.1.3 Removable Optical Disks

Removable optical disks use a laser (or some kind of light beam) to read and write information stored on a removable disk. They typically have large capacities and are fairly slow (more than 100 milliseconds as opposed to less than 50 milliseconds for magnetic) access times. The advantage to optical disks is that the capacities start at about 128MB and go up from there (although 650MB is a common size). There are even special optical jukeboxes that have capacities in the hundreds of terabytes (1 tera-byte is 1000 gigabytes). Table 7.3 lists some of the popular optical formats and their capacities.

TABLE 7.3    Popular Removable Optical Disk Capacities

	Medium
	Common Capacities

	CD-ROM, CD-R, CD-RW
	650MB

	Magneto Optical disk
	650MB, 1.3GB, 4.6GB

	DVD
	4.7GB up to 17GB


7.1.1.4 
Magnetic Tape

Magnetic tape is the oldest and most popular backup medium for offline (not readily accessible) data storage. It stores data in the form of magnetically oriented metal particles (either copper oxide or chromium dioxide) on a polyester tape. It is popular because it is simple, inexpensive, and has a high capacity. Most networks use a magnetic tape backup of some kind. Table 9.4 lists a few of the most common magnetic tape backup technologies and their common capacities.

TABLE 7.4    Common Magnetic Tape Capacities

	Technology
	Common Capacities

	QIC
	100MB to gigabytes and up

	DDS Cartridges for DAT drives
	Gigabytes

	DLT
	35GB and up

	AIT
	25GB, 50GB


7.1.2 Backup Types

After you choose your backup medium and backup utility, you must decide what type of backup to run. The types vary by how much data they back up each time and by how many tapes it takes to restore data after a complete system crash. The three backup types are:

1. Full

2. Differential

3. Incremental

7.1.2.1 Full Backup

In a full backup, all network data is backed up. This type of backup is straightforward because you simply tell the software which servers (and, if applicable, workstations) to back up, where to back the data up, and start the backup. If you have to do a restore after a crash, you have only one set of tapes to restore from. Simply insert the most recent full backup into the drive and start the restore.

Normally, full backups take several hours, and most companies can't afford to have a user sit in front of the tape drive and change tapes. So you need a backup drive and medium with enough capacity, or a backup system that can automatically change its own tapes.
7.1.2.2 Differential Backup

In a differential backup strategy, a single, full backup is done typically once a week. Every night for the next six nights, the backup utility backs up all files that have changed since the last full backup (the actual differential backup). After a week's worth of differential backups, another full backup is done, starting the cycle all over again. With differential backups, you use a maximum of two backup sessions to restore a file or group of files.
Here's how it works: The backup utility keeps track of which files have been backed up through the use of the archive bit, which is simply an attribute that indicates a file's status with respect to the current backup type. The archive bit is cleared for each file backed up during the full backup. After that, any time a program opens and changes a file, the Operating System sets the archive bit, indicating that the file has changed and needs to be backed up. Then each night, in a differential backup, the backup program copies every item that has its archive bit set, indicating the file has changed since the last full backup. The archive bit is not touched during each differential backup.
When restoring a server after a complete server failure, you must restore two sets of tapes: the last full backup and the most current differential backup. A full restoration may take longer, but each differential backup takes much less time than a full backup. This type of backup is used when the amount of time each day available to perform a system backup (called the backup window) is smaller during the week and larger on the weekend.
Figure 7.1 shows the amount of data being backed up each day in a differential backup. Notice that the amount of data becomes gradually larger every day as the number of files that need to get backed up increases. Remember that the archive bit isn't cleared each day; so by the end of the week, the files that changed at the beginning of the week may have been backed up several times, even though they haven't changed since the first part of the week.
Figure 7.1    The amount of data backed up in a differential backup 

[image: image1.png]2068

1068

268

=1l

Previous
Friday

Mon  Tues

Wed

Thurs

Fri





7.1.2.3 Incremental Backup

In an incremental backup, a full backup is used in conjunction with daily partial backups to back up the entire server, thus reducing the amount of time it takes for a daily backup. With an incremental backup, the weekly full backup takes place as it does during a differential backup, and the archive bit is cleared during the full backup. The incremental, daily backups back up only the data that has changed since the last backup (not the last full backup). The archive bit is cleared each time a backup occurs. With this method, only files that change since the previous day's backup are backed up. Each day's backup is a different size because a different number of files are modified each day.

This method provides the fastest daily backups for networks whose daily backup window is extremely small. The restores after a server failure take the longest of the three methods. The full backup set is restored plus every tape from the day of the failure backs to the preceding full backup.
Figure 7.2 shows the incremental backup scenario. Note that the amount of data backed up each day is different from day to day, but it is also much smaller than doing a differential or full backup.

Figure 7.2    The amount of data backed up with an incremental backup 
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Each backup type is used for a different purpose. Full backups are used when restore time is at a premium. Incremental backups are used when backup time is at a premium. Differential backups are a compromise between the two methods. 

Differences between the backup types.

	Day 
	File 1
	File 2
	File 3
	Full
	Differential 
	Incremental 

	Monday
	Y
	
	
	1, 2, 3
	1
	1

	Tuesday
	
	Y
	
	1, 2, 3
	1, 2
	2

	Wed
	
	Y
	Y
	1, 2, 3
	1, 2, 3
	2, 3


Table 7.5 summarizes the backup types.

TABLE 7.5    Backup Types

	Type
	What Is 
Backed Up
	Archive Bit 
Cleared?
	Number of Sets to 
Restore after Server Crash

	Full
	All data on the server (network)
	  Y
	Full only

	Differential
	Data since the last full backup
	  N
	Full plus last differential

	Incremental
	Data since the last backup
	  Y
	Full plus every daily incremental since last full backup


7.2 Redundant Servers and Disks

Most network servers include higher levels of backup by duplicating data on redundant hard disks.

There are three levels of protection available:

7.2.1 Server redundancy
Maintains the duplicate files on a completely different system. Links two servers via a high-speed connection. If one server fails, the other keeps the networking running.
7.2.2 Disk redundancy
Maintains the duplicate files on separate disks in the same system, it is more vulnerable than server redundancy, but less expensive. Disk mirroring makes use of same bus adapter; a duplex drive uses a separate adapter and provides more security.
Disk Mirroring: A fault tolerance method that prevents data loss by duplicating data from a main disk to a backup disk. Some operating systems also refer to this as disk shadowing.


Disk duplexing: A fault tolerance method similar to disk mirroring in that it prevents data loss by duplicating data from a main disk to a backup disk; but disk duplexing places the backup disk on a different controller or adapter than is used by the main disk.  

7.2.3 RAID technology

Redundant arrays of inexpensive (independent) disks, includes hard disk mirroring or duplexing.

Duplicate copies of the same data into different surfaces of the disk. Should  the data is corrupted then recovering can be done from the other surfaces
It is widely available standard feature in many file servers and network products.

RAID is a technology that uses an array of less-expensive hard disks instead of one enormous hard disk and that provides several methods for writing to those disks to ensure redundancy. Those methods are described as levels, and each level is designed for a specific purpose:

Striped Disk Array without Fault Tolerance

RAID 0 (Commonly used), this method is the fastest because all read/write heads are constantly being used without the burden of parity or duplicate data being written. A system using this method has multiple disks, and the information to be stored is striped across the disks in blocks without parity. This RAID level only improves performance; it does not provide fault tolerance.
Provides data striping (spreading out blocks of each file across multiple disks)
Mirroring and Duplexing

RAID 1 (Commonly used)     This level uses two hard disks, one mirrored to the other (commonly known as mirroring; duplexing is also an implementation of RAID 1). This is the most basic level of disk fault tolerance. If the first hard disk fails, the second automatically takes over. No parity or error-checking information is stored. Rather, each drive has duplicate information of the other. If both drives fail, a new drive must be installed and configured, and the data must be restored from a backup.

Hamming Code ECC (error checking & correction)
RAID 2     Individual bits are striped across multiple disks. One drive (designated as the parity drive) in this configuration is dedicated to storing parity data. If any data drive (a drive in this configuration that is not the parity drive) fails, the data on that drive can be rebuilt from parity data stored on the parity drive. At least three disk drives are required in this configuration. This is not a commonly used implementation.

ECC-memory - Error-Correcting Code memory, a type of memory that includes special circuitry for testing the accuracy of data  it passes in and out of memory.

Parallel transfer with parity 
RAID 3 (Commonly used)     Data is striped across multiple hard drives using a parity drive (similar to RAID 2). The main difference is that the data is striped in bytes, not bits, as in RAID 2. This configuration is popular because more data is written and read in one operation, increasing overall disk performance.

Any drive fails, data rebuild from parity data from parity drive
Independent Data disks with shared Parity disk

RAID 4     This is similar to RAID 2 and 3 (striping with parity drive), except data is striped in blocks, which facilitates fast reads from one drive. Raid 4 is the same as RAID 0, with the addition of a parity drive. This is not a popular implementation.

Independent Data disks with distributed parity blocks
RAID 5 (Commonly used)  The data and parity are striped across several drives. This allows for fast writes and reads. The parity information for data on one disk is stored with the data on another disk, so if any one disk fails, the drive can be replaced, and its data can be rebuilt from the parity data stored on the other drives. A minimum of three disks is required. Five or more disks are most often used.
7.3 Power Management
7.3.1 Battery Backup Systems

Battery backup systems protect computer systems from power failures. These systems use a battery to power the computer and its assorted peripherals. Generally speaking, when these devices are activated due to a power failure, they permit the user to save data and initiate a graceful shutdown of the system. They normally aren't used to run the system for an extended period (unless the units use a very large capacity battery).

Note: Never plug a laser printer or copier into a battery backup device. These devices draw tremendous amounts of current when they are turned on (much more than any computer or network device would ever draw). If you do this, you may permanently damage or disable your battery backup device.

There are two main types of battery backup systems:

 Standby Power Supply (SPS)

 Uninterruptible Power Supply (UPS)
7.3.1.1 
Standby Power Supply (SPS)

A Standby Power Supply (SPS) contains a battery, a switchover circuit, and an inverter (a device to convert the DC voltage from the battery into AC voltage that the computer and peripherals need). The outlets on the SPS are connected to the switching circuit, which is in turn connected to the incoming AC power (called line voltage). The switching circuit monitors the line voltage. When it drops below a factory preset threshold, the switching circuit switches from line voltage to the battery and inverter. The battery and inverter power the outlets (and, thus, the computers or devices plugged into them) until the switching circuit detects that line voltage is present again at the correct levels. The switching circuit then switches the outlets back to line voltage.

Standby Power Supplies can provide some protection against power. Unfortunately, because the switching circuit must switch between power sources, there is a short period of time when the outlets have no power. Computers and network devices can usually handle this infinitesimally short period of time without power, but they don't always handle it gracefully. Some devices will lock up or experience errors. Others can even reboot (thus negating the reason for having a battery backup system).

For this reason, Standby Power Supplies have never been really popular with computer and electronic equipment users. They are inexpensive, and they can provide a basic level of protection, but this is usually not sufficient for sites that require 100 percent uptime.

7.3.1.2 Uninterruptible Power Supply (UPS)

A UPS is another type of battery backup often found on computers and network devices today. It is similar to an SPS in that it has outlets, a battery, and an inverter. The similarities end there, though. A UPS uses an entirely different method to provide continuous AC voltage to the equipment it supports.

In a UPS, the equipment is always running off the inverter and battery. A UPS contains a charging/monitoring circuit that charges the battery constantly. It also monitors the AC line voltage. When a power failure occurs, the charger just stops charging the battery. The equipment never senses any change in power. The monitoring part of the circuit senses the change and emits a beep to tell the user the power has failed.

A UPS provides a significant amount of protection against many types of power problems because the computer is always running off the battery and inverter. Problems with the input line voltage don't really affect the output voltage. They only affect the efficiency of the charging circuit. A UPS is the most popular form of power protection because it provides significant protection at a fairly low cost.


7.3.2 Line Conditioners

The AC voltage that powers our everyday devices comes from power sources usually located far from where we use it. The power is conducted through wires and stepping stations over many miles on its trip from where it's generated to where it's used. At any point along this trip, erroneous electrical patterns or signals can be introduced into the power that computers may not be able to handle properly. These erroneous signals are known as line noise and can cause many types of problems, including random lockups, random reboots, and system crashes.
All power signals have varying degrees of line noise. In areas that have particularly bad line noise, a device known as a line conditioner is used. This device filters out the erroneous signals in the power, leaving the devices it supplies with clean, 110 Volt, 60Hz power.

Line conditioners are complex (and, thus, expensive) devices that incorporate a number of power correction technologies to provide electronic devices with clean power. Some of these technologies include UPS, surge suppression, and power filtering.
Line conditioners provide the highest level of power protection for electronic devices. Hot sites will have a large line conditioner (or multiple line conditioners) that service every computer in an organization. These conditioners are often wired directly into the electrical system of a company. Special outlets (with markings that indicate they are protected outlets) are wired in each room. Wires from these outlets lead directly back to the line conditioner. These devices are usually cost-prohibitive for smaller companies or for a single computer, although, some small companies will invest in a small line conditioner for their main server, if it is a critical server.

7.3.3 Surge Protectors

Surge protectors (also commonly referred to as surge suppressors) are typically power blocks or power strips with electronics that limit the amount of voltage, current (amps), and noise that can get through to your equipment. They are designed to protect your equipment from long-lasting increases in voltage (surges) and high, short bursts of voltage (spikes). The unit does not provide any power, however. Rather, it blocks harmful electricity from reaching your equipment. The surge protector detects a surge or a spike and clamps down on the incoming voltage, reducing it to safe levels. If the surge is large enough, it can trip the built-in safety mechanism. You may then lose power and have to reset the equipment you are protecting. Common causes of surges and spikes are fluctuations in power from the electricity company, additions of equipment to the power grid by customers, and natural storms.

Unfortunately, surge protectors provide only a limited amount of protection. Surge protectors are simple devices that can only protect against large spikes and surges. Small increases in voltage are allowed to pass. Small increases may not cause immediate damage, but over time, they can damage sensitive computer equipment. It is definitely better to have a surge protector than not have one, but the surge protector must be of high quality 


7.4 Finding Backup Resources (Fault tolerance and backup recovery system)

Before implementing fault tolerance or disaster recovery, you should determine how critical your systems are to daily business operations. Additionally, you should determine how long each system could afford to be nonfunctional (down). Making these determinations will dictate which fault tolerance and disaster recovery methods you implement and to what extent. The more vital the system, the greater lengths (and, thus, greater expense) you should go to to protect it from downtime. Less critical systems may call for simpler measures. For example, banks, insurance companies, the U.S. government, and airlines all run highly critical computer and network systems. Thus, they all have complex and expensive fault tolerance and disaster recovery systems in place.

In terms of how fault tolerance and disaster recovery are implemented, sites can be described as hot, warm, or cold. As the temperature decreases, so does the level of fault tolerance and disaster recovery that are implemented at a site.

7.4.1 Hot Sites

Examples: Banking system, Hospital system, Insurance system, Production system at factory, Airline system – very critical application 

In a hot site, every computer system and piece of information has a redundant copy (possibly multiple redundancies). This level of fault tolerance is used when systems must be up 100 percent of the time. Hot sites are strictly fault-tolerant implementations, not disaster recovery implementations (as no downtime is allowed). Budgets for this type of fault-tolerant implementation are typically large.

In a system that has 100 percent redundancy, the redundant system(s) will take over for the failed system without any downtime. The technology used to implement hot sites is clustering, which is grouping multiple computers to provide increased performance and fault tolerance.
Although servers are commonly clustered, workstations are normally not clustered because they are simple and cheap to replace. Each computer in the cluster is connected to the other computers in the cluster by high-speed, redundant links (usually multiple fiber-optic cable). Each computer runs special clustering software that makes the cluster of computers appear as a single entity to clients.

7.4.2 Warm Site

Examples: Human Resources system – less critical application

In a warm site (also called a nearline site), the network service and data are available most of the time (more than 85 percent of the time). The data and services are less critical than those in a hot site. With hot site technologies, all fault-tolerance procedures are automatic and are controlled by the NOS. Warm site technologies require a little more administrator intervention, but they aren't as expensive.
The most commonly used warm site technology is a duplicate server. A duplicate server, as its name suggests, is currently not being used and is available to replace any server that fails. When a server fails, the administrator installs the new server and restores the data; the network services are available to users with a minimum of downtime. The administrator sends the failed server out to be repaired. Once the repaired server comes back, it is now the spare server and is available when another server fails.

Using a duplicate server is a disaster recovery method because the entire server is replaced, but in a shorter time than if all the components had to be ordered and configured at the time of the system failure. The major advantage of using duplicate servers rather than clustering is that it's less expensive. A single duplicate server costs much less than a comparable cluster solution.

Corporate networks don't often use duplicate servers, and that's because there are some major disadvantages associated with duplicate servers:

· You must keep current backups. Because the duplicate server relies on a current backup, you must back up every day and verify every backup, which is time-consuming. To stay as current as possible, some companies run continuous backups.

· You can lose data. If a server fails in mid-afternoon and the backup was run the evening before, you will lose any data that was placed on the server since the last backup. This may not be a big problem on servers that aren't updated frequently.

7.4.3 Cold Site

Example: small company that doesn’t provide e-commerce services  – non critical application

A cold site cannot guarantee server uptime. Generally speaking, cold sites have little or no fault tolerance and rely completely on efficient disaster recovery methods to ensure data integrity. If a server fails, the IT personnel do their best to recover and fix the problem. If a major component needs to be replaced, the server stays down until the component is replaced. Errors and failures are handled as they occur. Apart from regular system backups, no fault tolerance or disaster recovery methods are implemented.
This type of site has one major advantage: it is the cheapest way to deal with errors and system failures. No extra hardware is required (except hardware required for backing up).

7.5 System Documentation

It is important to keep a full and timely record of LAN configuration.

This information is required to rebuild the network after disaster and also recover from network crash. The instruction should be clear and easy to understand.
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