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Chapter 5 : Systems and operating system security

5.1
System Security

System security is primarily concerned with the security of computer equipment and embraces:

· Hardware

· Software
Each of these is now discussed in turn. The main area to be addressed in each instance is the weaknesses which expose the system to threat or abuse by a person with specialised knowledge

An operating system is the prime provider of security in computing systems. They support many programming concepts, permit multiprogramming and sharing of resources, and enforce restrictions on program behavior. 

In this chapter, we considered system and operating systems from the perspective of users: What security does an operating system provide? Therefore it is important to understand the design of security features in a typical computer system and operating system.

Trapdoor/Backdoor

· Features in a program, online service or an entire computer system that bypass security procedures and allow direct access to computers s/w.
· It’s secret, undocumented entry point into a module

· Inserted during program development by the programmer who creates the code. Only known by the author.

· Originally created for testing and trouble shooting – correction and maintenance

· Allows programmer access into a program once it is placed into production

e.g. An automated bank teller program allows one to enter 990099 on the keypad to process the log of everyone’s transaction at that machine. It’s for 2 purposes:
· For maintenance

· For implementer to wipe out records of crime

e.g. Poor error checking - unacceptable input may be not caught and may be accepted. Anyone who discovers this value by accident can penetrate the system thru this flaw

Causes of trapdoors:
· Forgets to remove them 

· Intentionally leaves them in the program to assist in the rest of testing

· Intentionally leaves them in the program to assist in maintenance of the finished program

· Intentionally leaves them in the program to have covert means of access to the routine after it becomes an accepted production program - outright attack

Concerns of trapdoors:
· Trapdoor becomes vulnerable if it is not noticed and no one acts to prevent or control its use in vulnerable situation

· It exposes the system to modification during execution

· Can be exploited by original programmer or anyone who discover the trapdoor by accident or thru exhaustive trials
TrapDoor

If user id = 313 and pwd = 313 then open Server-Admin Module

Else open User-Checking Module

User-Checking Module

If user-id is valid in database and pwd is valid in database then open Server-Admin Module

Server-Admin Module

Can do anything to manage the network resources

5.1.1
Hardware

Generally hardware trapdoors are only of significance in high security installations. In such installations, it is necessary to identify all the trapdoors and to determine how they can be kept secured. In many instances, this is best achieved with physical catches or covers.

Apart from the specialised needs of high security installations, there are general risks which apply to all installations. An example is the switch which exists on a number of tape desks by means of which priority checking can be evaded. These switches should be removed or suitably secured. Depending on the suppliers of equipment, other trapdoors may exist which should be closed.

Finally, there are malpractices in hardware operations which create risks through negligence. These should all be defined and incorporated in practice manuals for operation personnel. Where applicable, these practices should be monitored through the equipment, by surprise tests or observations.

E.g. Any bank transaction must be approved by supervisor level
E.g. The server room only can be accessed by system admin

5.1.2
Software

The scope for software trapdoors is considerable if not infinite. A completely secure operating system has not yet been derived.  Software trapdoors represent a substantial and fundamental threat to system security. Much of the software today is highly sophisticated and there are only a few people with knowledge of all the intricacies incorporated in design. Consequently, the knowledge needed to counter abuse only rests with a few personnel. Concurrent with this situation, software aids have been developed which in themselves represent security threats. A good example of this is retrieval or interrogation software, which can provide unauthorized information on program or file structures, or access to private information held on files.

Typically, software security is aimed at:

· Restricting access to programs and files
· Ensuring that operators can operate without detailed supervision and not modify programs or files
· Ensuring that the right data, files and programs are being used for processing
In general, significant developments have taken place to enhance security in all the three areas. However, many trapdoors still exist. It is important to identify and define each one of these. This is a lengthy and extensive exercise which can only be undertaken by personnel with detailed knowledge of the system in question. The approach is to:

· Compile an inventory of identified trapdoors
· Compile an inventory of trapdoors which have not yet been identified, but which are postulated
· Test existing and potential trapdoors to validate their existence
· Define any form of monitoring or off-setting controls in each area of weakness
· Compile an action plan for the implementation of such off-setting controls
It is essential to involve key staff from the relevant suppliers in this activity to contribute independence to the exercise. The general level of trapdoor knowledge with supplier organisations is small and it may be necessary to retain an independent consultant to assist with this evaluation. For obvious reasons, the amount of published literature by both suppliers and others in this area is virtually non-existent.
Operating system

The most important program that runs on a computer. Every general-purpose computer must have an operating system to run other programs. Operating systems perform basic tasks, such as recognizing input from the keyboard, sending output to the display screen, keeping track of files and directories on the disk, and controlling peripheral devices such as disk drives and printers. 

For large systems, the operating system has even greater responsibilities and powers. It is like a traffic cop -- it makes sure that different programs and users running at the same time do not interfere with each other. The operating system is also responsible for security, ensuring that unauthorized users do not access the system. 

Operating systems can be classified as follows: 

  multi-user : Allows two or more users to run programs at the same time. Some operating systems permit hundreds or even thousands of concurrent users. 

  multiprocessing : Supports running a program on more than one CPU. 

  multitasking : Allows more than one program to run concurrently. 

  multithreading : Allows different parts of a single program to run concurrently. 

  real time: Responds to input instantly. General-purpose operating systems, such as DOS and UNIX, are not real-time. 

Operating systems provide a software platform on top of which other programs, called application programs, can run. The application programs must be written to run on top of a particular operating system. Your choice of operating system, therefore, determines to a great extent the applications you can run. For PCs, the most popular operating systems are DOS, OS/2, and Windows, but others are available, such as Linux
As a user, you normally interact with the operating system through a set of commands. For example, the DOS operating system contains commands such as COPY and RENAME for copying files and changing the names of files, respectively. The commands are accepted and executed by a part of the operating system called the command processor or command line interpreter. Graphical user interfaces allow you to enter commands by pointing and clicking at objects that appear on the screen.

Distributed Operating System

An operating system which manages a collection of independent computers and make them appear to the users of the system as a single computer
5.2
Design of Secure Operating System

Operating systems by themselves are very difficult to design. They handle many duties, are subject to interruptions and context switches, and must minimize overhead so as not to slow user computations. Transferring the responsibility for security enforcement to the operating system substantially increases the difficulty of designing an operating system.

5.2.1
Basic Multiprogramming Operating System Features

An operating system performs several functions that relate to security, which we list here:

1. authentication of users

System must identify each user who requests access
Ascertain the user is who he/she purports to be

E.g. password comparison

System can block unwanted users at login

2. protection of memory

Each user’s program must run in a portion of memory protected against unauthorised accesses
Prevent outsiders’ access and control a user’s own access to restricted part of the program space

System can separate areas of memory to prevent interference of information overflow

e.g. performed by hardware memory segmentation or paging 

3. file and i/o device access control

I/O device use must be protected from unauthorised user
Restrict access to certain files to a particular system

E.g. r-w-x for protection 

4. allocation and access control to general objects

General objects e.g. constructs to permit concurrency and allow synchronisation must be provided to users
But the use of objects must controlled so that one user doesn’t have negative effect on another user e.g. through table lookup

5. enforcement of sharing

Resources should be available to user when appropriate
Need to guarantee integrity and consistency e.g. through table lookup
6. guarantee of fair service

Make sure no user is prevented from receiving service
e.g. use h/w clocks and scheduling disciplines to provide fairness (time-sharing)

7. inter-process (calling program / subroutine) communication and synchronization

Executing processes sometimes need to communicate with other processes or to synchronise their access to shared resources
Inappropriate information flow can be blocked

E.g. sharing of h/disk from different system, then OS makes sure saving is done properly

Implemented through access table

5.2.2
Separation and Isolation

There are four ways to separate one process from others: physical separation, temporal separation, cryptographic separation, and logical separation.

5.2.2.1
Physical separation
Processes use different hardware facilities.

E.g. sensitive computation done on a reserved system and non-sensitive tasks are run on a public system

Advantages:

•Less complex to implement

•High order of security is provided
5.2.2.2
Temporal separation
Processes are run on different timing to avoid mixing sensitive processes with those non-sensitive ones.

Processes having different requirements are executed at different times
E.g. morning run non-sensitive jobs. Sensitive task is removed and new ones installed when the OS is rebooted

Disadvantages:

•Very complex to implement 

•Can lead to poor utilization

•Low order of security is provided

5.2.2.3 Cryptographic separation
Process conceal their data from other processes
So that unauthorized users cannot access sensitive processes in a readable form.

5.2.2.4
Logical separation
It processes a reference monitor that separates the objects of one user from those of another. 

User operates under illusion that no other processes exist
OS constraints the program’s access so that it can’t access objects outside its permitted domain

e.g. different level of staffs will have their own system authorisation
Most secure computing systems use all these forms of separation.

5.2.3
Kernel

A kernel is the part of an operating system that performs the lowest level functions. In standard operating systems design, the kernel implements operations such as synchronization, inter-process communication, message-passing, and interrupt-handling. The kernel is also called a nucleus or core.

A security kernel is responsible for implementing the security mechanisms of the entire operating system. The security kernel provides the security interfaces among the hardware, the operating system, and the other parts of the computing system.

Typically the security kernel is contained within the operating system kernel.

Security functions may be isolated in a security kernel for several reasons:

1. Separation: By isolating security mechanisms from the rest of the operating system and from the user space, it is easier to protect them from penetration by the operating system or users.

2. Unity: All security functions are performed by a single set of code.

3. Modification: Changes to the security mechanism are easier to make and easier to test.

4. Compactness: Because it performs only security functions, the kernel is likely to be relatively small.

5. Verifiability: Being relatively small, the security kernel may be proven correct in a rigorous, formal sense.

6. Coverage: Every access to protected object must pass through the security kernel. This makes it possible to ensure that every access is checked.

Possible disadvantages of a security kernel:
· Kernel adds in another layer in OS - degrades the system performance (slower) leading to increase in overhead on all operation

· Kernel doesn’t guarantee that it contains all security functions or that it has been implemented correctly

· Lack of modularity - in a large, distributed or modular system, the kernel will become too large and unwieldy

5.3
Penetration of Operating System

Throughout the years, many flaws have been uncovered in many operating systems. Gradually the flaws have been corrected, and the knowledge of likely weak spots has grown.

In this section, we discuss typical flaws that have been uncovered in operating system. We study these flaws to understand the careful analysis necessary in the design and testing of operating systems.

5.3.1
Known Flaws (weaknesses)

The largest single source of flaws has been I/O processing. This is because most I/O processing is outside the operating system using independent devices that may not be adequately understood by the operating system. In addition to these, many I/O activities bypass the operating systems function.

The code to perform I/O is often much more complex
The code is more dependent on specific device hardware; it is harder to review for correctness

I/O performed by independent hardware subsystem, that can take independent action, often falls outside security kernel

Many I/O activities bypass the operating systems function, so it also bypass protection features associated with those functions
I/O operations are often character oriented, not instruction oriented. Sometimes, the instructions eliminated (for faster data transfer) are those that enforce security policies as each character is transferred
The second prominent weakness in operating system security reflects an ambiguity in access policy. The distinction between isolation and sharing is not always clear at the policy level, so the distinction cannot be sharply drawn at implementation.

It is important to separate users and protect their individual resources

However, users need to access shared programs e.g. lib, utility to perform their job

e.g. one user can infect utility program with malicious program to damage other users’ files. 
A third protection weakness is generality, especially among commercial operating systems for large computing systems. Operating system implementers try to provide a means for users to customize their installation of an operating system and to allow installation of software packages written by other companies (3rd party software). Thus, such generality provides opportunities to allow users to penetrate the operating system.

Vulnerable to virus installation 

Some s/w which operate as part of OS, must execute with the same access privileges as OS

The “hooks” by which the packages installed is a trapdoor for users to penetrate OS

5.4
Certification of Secure Operating System

Certification is the process assessing the quality of the testing that has been performed and assigning a measure of confidence in the correctness of the system. The organisation that has done the most for certifying the security of operating system is the US Department of Defense (DoD), working through its National Computer Security Center (NCSC). 

The NCSC first released A Trusted Computer System Evaluation Criteria (TCSEC) in 1983 for stand-alone, non-networked computers. The current DOD Standard release is 5200.28-STD and is commonly referred to as the Orange Book. The Orange Book defines the standard parameters of a trusted computer in several classes, indicated by letter and number: the higher the letter, the higher the certification. For example, class A is the highest class, and class D is the lowest class. The most publicized class is C2, Controlled Access Protection, which indicates that, within the trusted computer guidelines, the computer must have accountability for the data. In other words, each person that uses the computer must have a unique username and password, and the use of a file can be traced to that user. This is the highest NCSC class for local operating systems. 

Generally speaking, a stand-alone computer system can qualify for Trusted Computer certification if it meets the objectives in the DOD document 5200.28-STD and passes the DOD's evaluation process. Several vendors put their operating systems through this process. An example for operating system that gains C2-level certified for Trusted Computer is stand-alone Windows NT server, however if the computer on which Windows NT Server is installed is connected to a network, it loses the C2 Trusted Computer certification.

Currently, several network operating systems are under evaluation for C2 Trusted Network certification. However, the only currently available network operating system that achieved C2 Trusted Network certification is NetWare 4.1 and NetWare 5.
In 1987, the NCSC released enhanced testing criteria based on the Orange Book standard. The new standard, NCSC-TG-005, is called the Red Book and is the Trusted Network Interpretation Environmental Guideline (TNIEG). Trusted computers are addressed in the Orange Book. The Red Book defines the certification criteria for trusted networks.
WIN2K SERVER
· Compatible with C2 US government
· Server houses sensitive data

· Must be protected from intruders accessing thru LAN or via Internet

· Security level provided:

· File and folder protection

· Account and network access passwords

· File, folder and account auditing

· Server access protection on a network

· Server management controls

· The kernel runs in privileged mode – protects it from problems created by a malfunctioning program or process
· The kernel consists of the core programs and computer code of OS

· The privileged mode gives the OS kernel an extra level of security from intruders and prevents system crashes due to out-of-control applications

· Encrypting File System (EFS) enables user to secure NTFS folders and files to guard information so that no one but the user who encrypts it can read it

Examples of OS kernel vulnerability 
Microsoft Windows kernel contains stack overflow

· The kernel is the core or "heart" of any operating system and is responsible for a variety of things, such as managing memory and allocating hardware resources 

· The overflow exists in the portion of the kernel responsible for handling debugging. Specifically, LpcRequestWaitReplyPort(), which is called from the kernel, inappropriately trusts a user space process to correctly report the size of a message passed back to the kernel 

· By exploiting this vulnerability, an attacker may be able to execute code with the privileges of the operating system kernel

· Impact - Exploitation of this vulnerability may allow an attacker to execute code in the context of the kernel. As a result, an attacker could do anything the kernel is capable of doing, such as reading protected areas of system memory, writing to disk, and communicating with the network.  
Linux kernel does not properly validate user input via sysctl for negative value

· A program called sysctl in the Linux kernel allows a privileged local user to read or write runtime system settings. Unprivileged local users are also allowed to use sysctl to read many of these settings 

· The program takes as parameters a buffer location and length. The length parameter is declared as signed and, therefore, allows passing of negative values 

· "by specifying a negative buffer length, a user can read pretty arbitrary memory.“

· –This flaw allows attackers to read privileged Linux kernel memory and, ultimately, gain root access.  

· Impact - Unprivileged local users can read privileged kernel space addresses and, potentially, gain privileged (root) access. 
kernel-utils sets insecure permissions on "uml_net" utility

· The uml_net utility, part of the kernel-utils package in Red Hat Linux 8.0, was shipped with incorrect permissions. 

· User-Mode Linux (UML) is a tool to provide a virtual machine in which to run another copy of Linux. In Red Hat linux 8.0, the kernel-utils package contains the UML utilities. One of the UML utilities, uml_net, was incorrectly shipped setuid root. 

· Impact - Local users could control network interfaces, put interfaces into promiscuous mode, and add and remove arp entries and routes. 
5.5
Securing a System

Secure system is basically about making systems do what is supposed to do. It protects system from lost or modified or read by any unauthorized person. The two basic methods: System Access Control and Data Access Control.

5.5.1 System Access Control

Ensure that unauthorised users do not get access to the system
Identification and Authentication is one process by which system provides security  

Identification is the way you tell the system who you are
Authentication is the way you prove to the system that you are who you say you are

Basically it is about identifying the authorized person, and authenticating the person. You can use what we call as:

1. Something you know, for example password. 

2. Something you have, for example token or badges, keys and smart cards. 

3. Something you are, for example biometrics devices. 

5.5.2 Data  Access Control 

It is about controlling who can access the data and information in the system. The system may support Discretionary Access Control (DAC) and Mandatory Access Control (MAC).

Mandatory access control means that access control policy decision are made beyond the control of the individual owner of an object. 

A central authority determines what information is to be accessible by whom, and the user can not change access rights.

An access policy supported for systems that process especially sensitive data
Example: Military security, where and individual data owner does not decide who has a top-secret clearance, nor can change the classification of an object from top secret to secret. (or any other acceptable example).

Discretionary access control leaves the certain amount of access control to the discretion of the object’s owner, or anyone else who is authorized to control the object’s access.

An access policy that restricts access to files based on the identity of users
Example: Commercial environments, where accounting group allow other person from certain department to access the resources. 

The system determines access rules based on the security levels of the people, the files and the other objects in the system 
If a person wants to access the certain file, which is classified as secret and there are MAC and DAC policies being applied to the system. MAC has to be passed first before DAC
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