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Part 1

1. Introduction to the paper on software agents 

Mobile Agents is a rapidly evolving technology in the domain of distributed systems. Reasons are the problems with more traditionally designed distributed systems, especially client/server systems, might have to handle work-load, the trend to open large numbers customer’s direct access to services and goods, and user mobility.   Mobile Agent technology can help design innovative solutions in this domain by complementing other approaches: by adding mobility of code, machine based intelligence, and improved network-and-data management possibilities.

The goal of this paper is to overview the mobile agent technology, goals, challenges, and state-of-the-art prototypes of various mobile agent technologies currently under research. 

The paper is laid out in three sections.  The first section is an introduction to software agents.  The second section explains the mobile agent concepts and the requirements for mobile agent infrastructure design.  The third section lists a few available mobile agent systems and we finally conclude the paper with our thoughts on the future of Mobile Agent Technology.

2. About software agents 

2.1 What are software agents?   
The agent world today includes a broad range of intelligent programs, which perform specific tasks on behalf of their users. What does an agent do? Consider a travel agent or an estate agent, something we are familiar with. Their role is to act on behalf of others. For the travel agent, it is the hotels or the flight companies and for the estate agent, it’s the actual owners of the property. These agents are autonomous, as an example, the estate agents can make an appointment with out the owners consent for unoccupied properties. Therefore the agent could make self-directed decisions. Following these thoughts, software agents, by definition, are active, independent components. Most agents are designed to act as or for the user to help execute some task or operation. Agents also exhibit attributes such as learning, cooperation and mobility. 

In today’s world there are a variety of software products that provide significant number of services to our community in a collection of domains. But many of these products offer distinctive services to the users, where they cannot interoperate. Interoperation is important, interaction of information and services with other programs are desired to solve complex problems. One of the main problems is that programs are written by different people and by using different languages, which doesn’t contribute much when they need to exchange information and services among each other. This is called heterogeneity. [Genesereth, 1994] Nevertheless, the speculation in this area of study before the early 1990s, agent research has been thrived since the arrival of the Internet, which has created an ideal operating environment. Agent based software engineering was invented to assist interoperability. In this method, applications are written as software agents, where swapping messages completes communication between the agents. Such messages are expressed in an agent communication language. 

The decisive factor of an agent is its behavior. As an example, veracity, autonomy and commitment are some of the general principles of agent behavior. An agent’s status distinguishes it from other types of software. Agents tend to be an independent entity, which is capable of completing complex assignments with out involvement compared to tools that need user manipulation. 

2.1.1 where are software agents being used?

Originally the field bought together aspects of distributed Artificial intelligence, machine learning and autonomous systems to make a stimulating field of research. Software agents are being used in building software applications, mainly in the areas of personal assistance, electronic commerce and work flow management. 

Agents for personal assistance

Personal assistance software agents change the way we interact with computers. From direct manipulation to indirect manipulation, as an example, controlling exactly what will happen all the time compared to we delegate tasks to be performed by the computer. This will only be successful if the tasks are carried out as expected by the user. Agents who carry out these tasks should be able to personalize the task according to what the user usually dose, such as a personal email client, which is in use enormously. MIT media labs constructed an agent that has the capability of distinguishing possible junk mail and important emails that the user receives in the mailbox. Observing the users defaults when using the program carries out this personalization. Another important use of software agents in the personal assistance area, is meeting scheduling agents. 

Agents for information management

In this area, agents help gather information using Internet search engines such as yahoo. Such agents can work together and gather efficient information, since it uses indexing to ease information management. Other agents that are simple but equally effective looks at the current activity and retrieve information that is relevant to the topic.

Agent based commerce

Buying and selling items is an ideal market for software agents. An agent can find prices for a given item or find similar products when a description is given. BargainFinder agent is one of the best examples for this type of agent technology use. [Crabtree, 1996]

2.2 Definitions of software agents

The definition of an agent seems customized according to the exact idea the person has in his or her mind. The discussion below will explain why these definitions of an agent vary from each other from project to project. 

A Software Agent is a computational system which has goals, sensors, and effectors, and decides autonomously which actions to take, and when. [Maes, 1996]

The AIMA Agent "An agent is anything that can be viewed as perceiving its environment through sensors and acting upon that environment through effectors." [Russell, 1995]

The Maes Agent "Autonomous agents are computational systems that inhabit some complex dynamic environment, sense and act autonomously in this environment, and by doing so realize a set of goals or tasks for which they are designed." [Maes 1995, page 108]

The KidSim Agent "Let us define an agent as a persistent software entity dedicated to a specific purpose. 'Persistent' distinguishes agents from subroutines; agents have their own ideas about how to accomplish tasks, their own agendas. 'Special purpose' distinguishes them from entire multifunction applications; agents are typically much smaller." [Smith, 1994]

The Hayes-Roth Agent “Intelligent agents continuously perform three functions: perception of dynamic conditions in the environment; action to affect conditions in the environment; and reasoning to interpret perceptions, solve problems, draw inferences, and determine actions.”  [Hayes-Roth 1995]

The Wooldridge; Jennings Agent "... a hardware or (more usually) software-based computer system that enjoys the following properties: 
Autonomy: agents operate without the direct intervention of humans or others, and have some kind of control over their actions and internal state; 

Social ability: agents interact with other agents (and possibly humans) via some kind of agent-communication language; 

Reactivity: agents perceive their environment, (which may be the physical world, a user via a graphical user interface, a collection of other agents, the INTERNET, or perhaps all of these combined), and respond in a timely fashion to changes that occur in it; 

Pro-activeness: agents do not simply act in response to their environment, they are able to exhibit goal-directed behavior by taking the initiative." [Wooldridge and Jennings 1995, page 2]


The SodaBot Agent "Software agents are programs that engage in dialogs [and] negotiate and coordinate transfer of information." [URL1]

The Brustoloni Agent "Autonomous agents are systems capable of autonomous, purposeful action in the real world." [Brustoloni 1991, Franklin 1995, page 265]


The above definitions point out that there is not a single ideal definition for an agent, but the following attributes are found in agents: autonomous, goal-oriented, collaborative, flexible, self-starting, temporal continuity, character, communicative, adaptive, mobile, [Etzioni, 1994]. 

Now that we have gone though some definitions made by researches in the field, below are descriptions of some attributes of agency that researches have highlighted. [Wooldridge, 1995]

Social ability – A software agent is able to use communication as a basis to signal interest or information to either homogeneous or heterogeneous agents that constitute a part of its environment. The agents may work toward a single global goal or separate individual goals. 

Autonomy – Agents should operate without the intervention of external elements (other agents or humans). They have some kind of control over their actions and internal states.

Reactivity – Agents perceive their environment and respond in a timely fashion to changes that may occur.

Adaptability – Agents are characterized by their flexibility, adaptation, and facility to set up their own goals based on their implicit purpose (interests). One of the major characteristics of agents is their ability to acquire and process information about the situation, both spatially and temporally. 

Agent Granularity Degrees – Agents may have degrees of complexity; most simple agents are characterized by the lack of intelligence regarding their behavior. These agents are called reactive. More complex agents are called cognitive or intelligent agents. They are characterized by their ability to know their environment, to act on themselves and on the environment; their observed behavior is a consequence of their perception, knowledge, and interactions. 

Learning – Either the agency itself may perform some learning ability (as a society) or each individual agent may be embedded with a learning algorithm (e.g. a Neural Network or other re-enforcement algorithm). Learning often allowed the agent to alter its future action sequence and behavior such that future mistakes can be alleviated. Learning is often a factor that provides an agent’s ability to demonstrate adaptive behavior.

Pro-Activity – Agents should exhibit goal directed behavior such that their performed actions cause beneficial changes to the environment. This capability often requires the agent to anticipate future situations (e.g. using prediction) rather than just simply responding to changes within their environment. [Hayzelden, 1999]

2.3 Overview of agents and agent types

Various forms of agents are demanded for various purposes.  The sophistication of the algorithms applied to a software agent system can help when categorizing agent kinds. Such as, simple rules to fully artificial intelligence, knowledge engineered and expert agents that fully embody some domain expertise. Therefore, agent software can be divided in to the following: 1) Fixed agenda or rule based, 2) Learning or adaptive and 3) Intelligent (AI Engineered). [Miller, 1997] These are implementations characteristics of an agent and not definitions of utility. 

One agent could play many roles in a system and the tasks that it does for the user. For instance, assisting the user with a specific operation while guiding the user toward a high level goal. 

Agent roles identified by Maes is as follows: 

1. Eager Assistants 

2. Guides 

3. Memory Aids 

4. Filters & Critics 

5. Matchmakers 

6. Buying & Selling 

7. Entertainment.

We can split agent research into three strands. Distributed Artificial Intelligence (DAI) - Multi-Agent Systems (MAS), much broader notion of "agent" (from the 1990's till now) such as interface, reactive, mobile, information and Agent-based modeling and yet another type of agents (the future). The third strand represents Agent-based modeling (ALife, cas) and new agents species (economic agents).

Nwana's classification of agents is as follows. Mobility is static or mobile. Reasoning model is deliberative or reactive. Ideal attributes of an agent are autonomy, learning and cooperation. The Role of an agent is information; management and Hybrid agents are a combination of the above. [Nwana, 1996]

Nwana lists the following as different types of agents. 

1. Collaborative Agents

2. Interface Agents

3. Mobile Agents

4. Information Agents

5. Reactive Agents

6. Hybrid Agents

7. Heterogeneous Agent Systems

8. Smart Agents

2.3.1 Collaborative Agents

These are strand 1 agents. Agent research took its origins here. They are modular, such as interface, task and information agents. Agents negotiate in order to resolve conflicts, as an example meeting time. Some agents collaborate to integrate information and agents wrap around legacy systems to interconnect them. Provide solutions to inherently distributed problems such as air traffic control and telecommunications network management.  Strong forms of collaborative agents are, Georgeff's BDI (Beliefs-Desires-Intention): dMARS and Shoham's AOP (Agent-Oriented Programming): modal logic. Below is a diagram that represents the concept of collaborative agents. 


Figure 1 Collaborative Agent Architecture

2.3.2 Interface Agents

These are belonging to strand 2 agents. They support and provide assistance. Cooperates with the user in accomplishing some task in an application. Interface agents learn: by observing and imitating the user, through receiving feedback from the user, by receiving explicit instructions and by asking other agents for advice such as from peers.  

One of the examples for interface agents is the Calendar Apprentice (CAP) researched at CMU. It is an interactive assistant that acquires knowledge through routine use by observing users' actions. CAP provides an editing and email interface to an online calendar. It learns users' scheduling preferences through routine use, enabling it to give customized scheduling advice to each user. Each night, CAP automatically runs a learning process based on a method of decision tree induction in order to refine the set of rules it uses to give scheduling advice. One of the advantages of this approach to machine learning is that the rules in CAP are typically understandable to users, which may encourage user editing and evaluation. The diagram below explains the concept of interface agents and how it would interact with the user. 
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Figure 2 Interface Agent Architecture

2.3.3 Mobile Agents

Mobile agents are programs that can migrate from one machine to another. They execute in a platform-independent execution environment and require agent execution environment places. Mobility is not necessary or sufficient condition for agent hood. Some of the practical but non-functional advantages are reduce communication cost and asynchronous computing such when you are not connected. There are two types of mobile agents, One-hop mobile agents, which migrate to one other place only and multi-hop mobile agents, which roam the network from place to place. Mobile agent applications are used in distributed information retrieval and telecommunication network routing. One of the successful commercial applications is Sony’s Magic Link PDA or personal intelligent communicator (PIC). It assists in managing a users email, fax, phone and pager as well as linking the user to Telescript-enabled messaging and communication service. 
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Figure 3 Mobile Agent Architecture

2.3.4 Information Agents

This type of agents manages the explosive growth of information and manipulates or collates information from many distributed sources. Information agents can be mobile or static. One of the examples is Bargain Finder, which does comparison-shopping among Internet stores for CDs. Another is Jasper, which works on behalf of a user or community of users and stores, retrieves and informs other agents of useful information on the WWW. 
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Figure 4 Information Agent Architecture

2.3.5 Reactive Agents

Interactions between reactive agents are provided by signals, as stimuli-reactions. Signals do not bear semantics, and their meaning depends on the interpretative ability of the receiver. Some parameters define the agent's state, and are called state parameters. An agent is assumed to be stable when the values of his state parameters do not hit thresholds that is, critical values. The designer gives thresholds and state parameters before the simulation begins. Each reactive agent is simple and interacts with others in a basic way. Complex patterns of behavior emerge from their interaction. Some of the benefits of reactive agents are robustness and fast response time. Scalability could be an issue in this type of agents. 

Brooks Subsumption architecture is one of the examples for this type of agents. R. A. Brooks defines layers of augmented Finite State Machines (FSMs). FSMs are "augmented" with timers. Sensors feed information into FSMs of all levels. The FSMs of the lowest level control actuator parameters. FSMs of higher levels may inhibit (attenuate the signal of one output wire) or suppress (attenuate the signal on all output wires) output values of the FSMs on the layers below them. In this way, a hierarchy of progressively refining behaviors may be established. A spin-off of Subsumption Architecture that allows limited global state is behavior based programming. Agents designed according to Subsumption Architecture are generally non symbolic. They have no global representation, and are decentralized. 
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Figure 5 Reactive Agent Architecture

They have rapid response for dealing with their dynamic and unpredictable environment. Their lack of symbolism and global representation adversely affects the ability for tasking; they are non-programmable, single-purpose devices. [Hyun]

2.3.6 Hybrid Agents

They represent a combination of deliberative and reactive behavior, where an agent consists of several subsystems. Subsystems that develop plans and make decisions using symbolic reasoning (deliberative component) and reactive subsystems are able to react quickly to events without complex reasoning (reactive component). One of the examples in this category of agents is layers architecture such as InterRaP. It consisting of three control layers: a behavior based layer, a local planning layer, and a cooperative planning layer.

2.3.7 Heterogeneous Agent Systems

A heterogeneous agent consists of at least two agents from different agent types. It branches from demand to interoperate stand-alone applications. It uses a common language for agents to communicate such as ACL, which has a common protocol (KQML), a common interchange format (KIF) (Finn, 1991) and ontologies (Gruber, 1991). As an example, Palo Alto Collaborative Testbed (PACT) experiments show how pre-existing engineering software systems can be combined to constitute a distributed system of integrated design information and services. The PACT architecture encapsulates each component system with an information agent, which serves to bridge the idiosyncrasies of access to that system's knowledge and abilities. Information agents use KQML as their agent communication language, with KIF as the exclusive representation language. Information agents are connected as needed.
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Figure 6 Heterogeneous Agent System Architecture

3. About mobile agents

3.1 Overview of mobile agents  

Mobile agent technology is becoming very useful and is being used to retrieve and access services and information that people need in their day-to-day life. Mobile agents are an effective choice for many applications for several reasons that will be discussed shortly in the next few sections. Not all applications will need mobile agents but will use them to complete a certain task that is requested by a user. 

A mobile agent is a program that can migrate from host to host in a network of heterogeneous computer systems and fulfill a task specified by its owner. It works autonomously and communicates with other agents and host systems. During the self-initiated migration, the agent carries all its code and the complete execution state with it. Mobile agent systems build the environment in which mobile agents can exist. Migration of agents is based on an infrastructure that has to provide the necessary services in the network. The infrastructure is a set of agent servers that run on platforms (nodes) within a possibly heterogeneous network. Each agent server hides the vendor specific aspects of its host platform and offers standardized services to an agent that is docking on to such a server concluding migration. Services include access to local resources and applications, such as traditional web-servers, the local exchange of information between agents via message passing, basic security services, creation of new agents and so forth.

Mobile agents are also known as traveling agents, these programs will shuttle their being, code and state, among resources. This often improves performance by moving the agents to where the data reside instead of moving the data to where the agents reside. The alternative typical operation involves a client-server model. In this case, the agent, in the role of the client, requests that the server transmit volumes of data back to the agent to be analyzed. Oftentimes the agent must return the data to the server in a processed form. Significant bandwidth performance improvements can be achieved by running the agents within the same chassis as the data. Mobile agent frameworks are currently rare, however, due to the high level of trust required to accept a foreign agent onto one's data server. With advances in technologies for accountability and immunity, mobile agent systems are expected to become more popular. [Croft, 1997]

3.2 Definitions of mobile agents 

Here are some of the technical definitions of mobile agents, which were collected at the 2nd International Workshop on Mobile Object Systems ("Agents on the Move"), ECOOP96 Conference, July 1996. 

Kazuhiko Kato/University of Tsukuba
Mobile agents are objects consisting of code, data and execution state that may go beyond protections domains.

Gian Pietro Picco/Politecnico di Torino, and Giovanni Vigna/Politecnico di Milano
A mobile agent is a component containing at least one thread of execution, which is able to autonomously migrate to a different site. A site is a component execution environment inside which inter-component communication is less expensive than communication among components residing on different sites.
Christian Tschudin/University of Zurich
A mobile agent is a thread of control which can trigger the transfer of arbitrary code to a remote computer such that: (i) this code has a chance to be executed remotely and independently, (ii) the resulting remote thread may trigger another code transfer.
Jan Vitek/University of Geneva
A mobile agent is a set of objects performing a computation on behalf of a user. This computation is performed within an agent execution platform which controls the execution of the agent. An agent may request to be moved causing its computation to be interrupted and resumed on another platform.
Jim White/General Magic 
A mobile agent is a program: (i) that a person or organization vests with its authority, (ii) that can run unattended for a long time (e.g., a week), (iii) that can meet and interact with other agents (iv) and that can execute on different computer systems at different times of its life.
Anonymous (in "Aufruf zur Teilnahme am 2. Deutschen Mobile-Agenten-Treffen", July 1996)
Mobile agents are programs that - together with their data resources - can move in a computer network from host to host in order to go after their task
3.3 Benefits/advantages of mobile agents 

In this section we discuss advantages of mobile agent technology and how researches have pointed out certain advantages in the past. 

Efficiency Mobile agents consume fewer network resources since they move the computation to the data rather than the data to the computation, which makes the outcome more efficient. [URL3]. 

Reduction of network traffic Most communication protocols involve several interactions, especially when security measures are enabled. This causes a lot of network traffic. With mobile agents one can package up a conversation and ship it to a destination host where the interactions can take place locally [Chess et al, 1995; Hurst et al, 1997]. 

Asynchronous autonomous interaction Tasks can be encoded into mobile agents and then dispatched. The mobile agent can operate asynchronously and independent of the sending program [Joseph et al, 1995; Hurst et al, 1997]. An example of this would be a mobile device dispatching an autonomous search agent onto the fixed network, disconnecting, then reconnecting some time later to collect the results of the search. 

Interaction with real-time entities Real-time entities such as software controlling an ATM switch or a safety system in a nuclear installation require immediate responses to changes in their environment. Controlling these entities from across a potentially large network will incur significant latencies. For critical situations (nuclear system control) such latencies are intolerable. Mobile agents offer an alternative. They can be dispatched from a central system to control real-time entities at a local level and also process directives from the central controller [Krause, 1997; URL4]. 

Dynamic adaptation Related to the above topic, mobile agents have the ability to autonomously react to changes in their environment. However such changes must be communicated to mobile agents from the mobile agent environment [Krause, 1997; Hurst et al, 1997]. 

Dealing with vast volumes of data When vast volumes of data are stored at remote locations, as in weather information systems, the processing of this data should be performed local to the data, instead of transmitting it over a network [URL3]. 

Robustness and fault tolerance The ability of mobile agents to react dynamically to adverse situations makes it easier to build fault tolerant behavior, especially in a highly distributed system [URL4; Hurst et al, 1997]. 

Support for heterogeneous environments Both the computers and networks on which a mobile agent system is built are heterogeneous in character. As mobile agent systems are generally computer and network independent, they support transparent operation [Chang & Lange, 1996; Kotz et al, 1996; Cardelli, 1995]. 

Personalize server behavior In the Intelligent Network domain mobile agents are proposed as a way to personalize the behavior of network entities (e.g. routers) by dynamically supplying new behavior [URL4]. 

Support for electronic commerce Mobile agents can be used to build electronic markets. Here mobile agents embody the intentions, desires, and resources of the participants in such a market [White, 1995; URL5]. 

Convenient development paradigm The design and construction of distributed systems can be made easier by the use of mobile agents. Mobile agents are inherently distributed in nature and hence are a natural view of a distributed system [Cardelli, 1995; Chang & Lange, 1996]. 

3.4 Why use mobile agents?

Why would you choose a mobile agent solution over more traditional client/server models? Some of the problems with client server systems might be the workload that needs to be handled and the trend to open large number of customer’s direct access to services and goods, and user mobility. Mobile agents can improve this situation by designing innovative solutions in this domain by complementing other approaches such as by adding mobility of code; machine based intelligence and improved network and data management possibilities. Why would you choose mobile agents over mobile code, such as applets or servlets?
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Today proven distributed processing models exists, including mobile code, but what is the point of mobile agents? Below is a short quote from Harrison on their paper.

While none of the individual advantages of mobile agents...is overwhelmingly strong, we believe that the aggregate advantages of mobile agents is overwhelmingly strong, because: 

a. They can provide a pervasive, open, generalized framework for the development and personalization of network services. 

b. While alternatives to mobile agents can be advanced for each of the individual advantages, there is no single alternative to all of the functionality supported by a mobile agent framework. [Harrison, 1997]

In other words, the point of mobile agents may not be any individual potential application, each of which could alternatively be implemented using a more traditional distributed processing scheme. Rather, the point may be that mobile agents have so many potential applications. They give you a single, flexible way to implement and reap the benefits of the traditional distributed processing, client/server, and mobile code models as the diagrams visualize it above. 

Stationary agents cannot move like mobile agents. Compared to stationary agents, mobile agents are much better. Stationary agents are executed only on the system where it begins execution, where as mobile agents are not bound to the system where it begins its execution. It can move from one system to another with in the network and transport both its state and its code with it. In stationary agents, if information is needed from another system, the standard client-server communication mechanism is used for interaction, such as RPC, RMI, DCOM or CORBA. 

Danny Lange defines reasons for Mobile Agents usage. They reduce network load by allowing users to package a conversation and dispatch it to a destination host where interactions take place locally. Mobile agents are also useful when reducing the flow of raw data in the network. They overcome network latency. In real time systems, latencies are not acceptable, mobile agents solve this problem by dispatching from a central controller to act locally and execute the controllers directions directly. They encapsulate protocols, they can move to remote hosts to establish “channels” based on proprietary protocols, if not it’s harder to exchange data through the host protocols which are advanced to accommodate new requirements and security issues. Mobile agents execute asynchronously and autonomously, tasks embedded in the mobile agents, so it could be independent and would not need a continuous connection to the network. The tasks could connect back with the mobile device at a later time. They adapt dynamically and are naturally heterogeneous. They are robust and fault-tolerant because mobile agents react dynamically to unfavorable situations and events, which make it easier to build such systems. [Lange, 1999]
Part 2 

4. Mobile Agent Concepts
4.1 Mobile agent attributes 

The various attributes of mobile agents are described in the following section: 

4.1.1 Agent system
An agent system is a platform that can create, interpret, execute, transfer and terminate agents. An agent system is associated with an authority that identifies the person or organization for which the agent system acts. For example, an agent system with authority Bob implements Bob's security policies in protecting Bob's resources.  An agent system is uniquely identified by its name and address. A host can contain one or more agent systems. Figure 11 describes an Agent System.

4.1.1.1 Agent system type 

An agent system type describes the profile of an agent. For example, if the agent system type is Aglet, the agent system is implemented by IBM, supports Java as the Agent Language, and uses Java Object Serialization for its serialization. This specification recognizes agent system types that support multiple languages, and languages that support multiple serialization methods. Therefore, a client requesting an agent system function must specify the agent profile (agent system type, language, and serialization method) to uniquely identify the desired functionality.

4.1.1.2 Agent system to agent system interconnection

All communication between agent systems is through the Communication Infrastructure (CI). The region administrator defines communication services for intraregion and inter-region communications. Figure 12 describes Agent System to Agent System Interconnection.

4.1.1.3 Agent System Functions

Agent System Functions are explained in detail in Section 4.3. 

4.1.2 Agent State

When an agent travels, its state and code are transported with it. In this context, the agent state can be either it’s execution state, or the agent attribute values that determine what to do when execution is resumed at the destination agent system. The agent attribute values include the agent system state associated with the agent (e.g. time period for staying active).  An agent’s execution state is its runtime state, including program counter and frame stacks.

4.1.3 Agent Authority

An agent’s authority identifies the person or organization for which the agent acts. An authority must be authenticated.

4.1.4 Agent Names

Agents require names that can be identified in management operations, and can be located via a naming service. Agents are named by their authority, identity and agent

system type. An agent’s identity is a unique value within the scope of the authority that identifies a particular agent instance. The combination of an agent’s authority, identity and agent system type is always a globally unique value. Because an agent’s name is globally unique and immutable, the name can be used as a key in operations that refer to a particular agent instance.

4.1.5 Place
When an agent transfers itself, the agent travels between execution environments called places. A place is a context within an agent system in which an agent can execute. This context can provide functions such as access control. The source place and the destination place can reside on the same agent system, or on different agent systems that support the same agent profile.

A place is associated with a location, which consists of the place name and the address of the agent system within which the place resides. An agent system can contain one or more places and a place can contain one or more agents. Even though a place is defined as the environment where an agent executes, if agent system does not implement places, then place is still defined as the default place.  When a client requests the location of an agent, it receives the address of the place where the agent is executing.

4.1.6 Agent Location

The location of an agent is the address of a place.  A place resides within an agent system. Therefore, an agent location should contain the name of the agent system where the agent resides and a place name. If the location does not contain a place name, the destination agent system chooses a default place.

4.1.7 Regions and Region to region interconnection 

A region is a set of agent systems that have the same authority, but are not necessarily of the same agent system type. The concept of region allows more than one agent system to represent the same person or organization. Regions allow scalability because you can distribute the load across multiple agent systems.

A region provides a level of abstraction to clients communicating from other regions.  A client wishing to contact an agent or agent system may not be aware of the agent’s location. Instead, a client has an address for the region (basically, the address of an agent system that is designated as the region access point), and the name of the agent or place. 

It is now possible to contact and communicate with an agent or agent system with only this information.
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Figure 11. Agent System
An agent may also have the same authority as the region in which it is currently residing and executing. This means that the agent represents the same person or organization as the region. Normally, the configuration of the region may grant a richer set of privileges to such an agent than to another resident agent with a different authority. For example, an agent that has the same authority as the region may be granted administrative privileges. 

A region fully interconnects agent systems within its boundaries and enables the point-to-

point transfer of information between them. Each region contains one or more region access points and by these means, regions are interconnected to form a network.  Figure 13 describes region architecture.
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Figure 12. Agent system to agent system Interconnection

Region to region interconnection

Regions are interconnected via one or more networks and may share a Naming Service based on an agreement between region authorities and the specific implementation of these regions. A non-agent system may also communicate with the agent systems within any region as long as the non-agent system has the authorization to do so.  A region contains one or more agent systems. Agent systems and clients outside of the region access the region via agent systems that are exposed to the outside world, similar to a firewall situation. These agent systems are defined as region access points.  Access rights are allocated to agents, based on the same authority as the region in which they are currently running. Using this definition, a region is regarded as a security domain in the context of Mobile Agent Facility. Figure 14 describes region-to-region interconnection.
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Figure 13. Region Architecture

4.1.8 Agent Interaction

Three common types of agent interactions are defined that are related to interoperability:

They are remote agent creation, agent transfer and agent method invocation.

4.1.8.1 Remote Agent Creation

In remote agent creation, a client program interacts with the destination agent system to request that an agent of a particular class be created. A client program is:

• A program in a non-agent system

• An agent in an agent system of a different type than the destination agent system

• An agent in an agent system of the same type as the destination agent system

The client authenticates itself to the destination agent system, establishing the authority and credentials that the new agent will possess. The client supplies initialization arguments and, if necessary, the class needed to instantiate and execute the agent. An agent system can also choose to create agents on its own initiative. The new agent will generally have the same authority as the agent system.
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Figure 14. Region to region interconnection

4.1.8.2 Agent Transfer
When an agent transfers to another agent system, the agent system creates a travel request. As part of the travel request, the agent provides naming and addressing information that identifies the destination place. The agent also specifies a quality of communication service required for agent transfer. The quality of communication service is left open to agent system implementers to specify it.

If the source agent system reaches the destination agent system, the destination agent system must fulfill the travel request, or return a failure indication to the agent. If the source agent system cannot reach the destination agent system, then a failure indication must be returned to the source agent system.

When the destination agent system agrees to the transfer, the source agent’s state, authority, security credentials, and, if necessary, its code are transferred to the destination agent system. The destination agent system reactivates the source agent, and then execution is resumed. 

4.1.8.3 Agent Method Invocation

An agent invokes a method of another agent or object, if authorized and has a reference to the object. The communications infrastructure must invoke the indicated method and return the result of the invocation, or return a failure indication. When an agent invokes a method, the security information supplied to the communications infrastructure executing the method invocation must be the agent’s authority. Most distributed object systems currently support this function. [URL6]
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Figure 15. Agent transfer where both agents systems are of the same type

4.2. Mobile Agent Infrastructure

Mobile Agent Infrastructure refers to the network components as well as services and components used by the run-time layer of a mobile agent system. 

A basic infrastructure of mobile agents systems is composed of “agent servers” and “agent clients”. Agent servers are hosts with fixed network connections, which run agent engines and daemons to create, run, and launch agents onto the network or to receive agents from the network. An agent engine uses a language interpreter and an agent system. An agent system is composed of a security manager, shared resources and run-time services for agents.

The agent clients are software environments that allow clients to create and control agents locally or directly at remote hosts. 

Requirements

There are many technical challenges to implementing mobile agent systems. Most of these problems are in the structure of the computational medium, the environment the agents operate in. Servers must be designed, implemented, and deployed that not only allow mobile agents to run, but allow them to run safely.

4.2.1.Communication

For agent communication, agents should be located by means of various schemes and messages must be routed to agents.  For example, the most convenient way for multiple agents, working in parallel on a specific task or on different tasks, to communicate and locate each other would be by using a shared naming server. Mobile agent applications should benefit from naming services that provide location transparency for agents and use multiple locating schemes, subject to performance and security requirements.

Agent location

Agents can be located using one of the three basic schemes: logging, brute force and registration. 

Logging – An agent is located by following trail information, indicating its next destination, left in every agent server it already visited. Trail information can be garbage collected according to, say, the expired time or explicit notification by agents. The limitation to this scheme is that, if the trail information is lost or if one of the hosts is down, the target agent would no longer be found.  Figure 16 is a representation of the Logging scheme where the rectangles denote hosts and the arrows denotes messaging for locating agents.
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Figure 16. Logging scheme representation

Brute Force- An agent is located by searching for it in multiple destinations. Searching can be done in parallel or in sequence. Figure 17 represents the Brute Force scheme.  The overhead is very unaffordable if the network is large. 
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Figure 17. Brute Force Scheme 

Registration – An agent updates its location in a predefined directory service that allows agents to be registered, unregistered or located. Other agents use this directory to locate the agent.Figure 18 is a representation of  registration scheme.
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Figure 18. Registration Scheme 

Communicating agents need to agree in advance upon a naming server. Such agreement can be simplified by adopting an architecture in which every agent server is associated  with one available naming server.  

Message Routing

The two common methods for message routing are forwarding and locate-and-transfer.   Under the forwarding scheme, also called as path-extension, locating an agent and delivering to it are both done in a single phase.   They are combined into one operation where an agent moved to a new host informs the previous resident host where it moves so that messages can be forwarded along the extended path.  The performance in this case  gets worse when the message is large in  size.

In the locate and transfer method, the target agent is located first and then the message is transferred directly to it.

4.2.2.Mobility 

Mobility of agents is limited if destination hosts are unavailable temporarily, have dynamically assigned network addresses or are protected by firewalls. 

Agent box is an infrastructure component that may be used to overcome the mobility issue when the destination host is unavailable. Hosts that may not be reached by agents can use private queues called “agent boxes”, located at remote sites where incoming agents can be queued and later be pulled by these hosts when they become available or are reconnected to the network. Agent box servers authenticate the incoming agents before they are queued.  Hosts behind firewalls can use agent boxes outside firewalls from which they can pull agents and host them.  Agents inside agent boxes can be saved as streams of code and data and protected against unauthorized clients.

An agent box has also other benefits.  It facilitates the sharing of agents and provides a secured solution for accepting agents inside the firewalls. Figure 19 shows a usage model for mobile agents using agent boxes.

In this model, say, the company provides mobile agent-based services(e.g., e-commerce agents) via home pages.  Once the client downloads these pages and instantiates mobile agents (denoted by circles), an agent box with an expiry date is created at the company’s  servers and the agents are initiated with the address of the box.  The client is notified of its box’s address via HTML pages created dynamically when its agents are created.  The agents will provide the services, after which they will be queued in the client’s box.       

The client, running an “agent client” configured to utilize its box, will pull the agents from the box after being reconnected to the Internet and becoming ready to host them.  The key feature of this is it overcomes the problems of connectivity with client’s machine keeps the addresses of the clients’ machine private. 
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Figure 19. Usage Model for mobile agents using agent box

4.2.3. Management and Control

In order for mobile agents to be successful they need access to many different computer resources.  It should be possible to control agents from thin-client environment or web browsers as well as to integrate support for mobile agents in familiar user interfaces.  There needs to be a widely accepted framework for executing mobile agents deployed on many machines across the Internet.  In practice the requirement of ubiquity means that the execution environment needs to have market acceptability, be freely available, and be unencumbered by restrictive intellectual property requirements.

4.2.4.Portability

Mobile agent code itself must be portable; when an agent arrives at a server, the server needs to be able to execute that agent. Commonly used computer languages such as C and C++ are not very portable. Compiled C code only works on the machine it was compiled for and the source form is notoriously unportable. Portability can be achieved by running computer programs inside virtual machines interpreters, but overhead has limited the use of interpreted languages. Most mobile agent systems under development now rely at least in part on virtual machines to standardize the execution environment. [Aridor, 1998]

4.2.5.Security

Ensuring a Secure Environment for Agent Operations

Because a mobile agent is a computer program that can travel among agent systems, a mobile agent is often compared to a virus. So, it is imperative for agent systems to identify and screen incoming agents. An agent system must protect resources including its operating system, file system, disks, CPU, memory, other agents, and access to local programs.

To ensure the safety of system resources, an agent system must identify and verify the authority that sent the agent. The agent system must also know what access the authority is allowed. The ability to identify the authority of an agent enables access control and agent authentication within an agent system. 

Another aspect of security is confidentiality. For example, one agent traveling to meet another agent might want to keep both the occurrence of the meeting and the substance of the interaction confidential.

Threats and Attacks

Agent systems may be vulnerable to security threats due to weaknesses in the communications infrastructure and programming languages. 

The communications security threats are:

• Denial of service, which is a reduction of the availability of an agent or agent system to legitimate users.

• Unauthorized access or use that occurs when an unauthorized person or computer program invokes operations of an agent or agent system.

• Unauthorized modification or corruption of data that occurs when an agent’s or agent system’s data are altered or destroyed, or false data is added.

An attacker can use a number of techniques to attack agent and agent system communications. Some possible attack techniques are:

• Spamming, which is flooding a service with illegitimate (or even legitimate) requests.

• Spoofing or masquerade, where an attacker or an agent or an agent system may falsify one’s identity to get access to information and services.

• Trojan horse, which is an agent or agent system posing as a legitimate agent or agent system that can potentially receive private information from unsuspecting clients.

• Replay, which is recording and replaying a communications session. If a replay attack is not detected, and the repeated operations are cumulative, the attack can have a disastrous effect on the provided service.

• Eavesdropping, which is monitoring communications to obtain private information. 

Strategies for Countering Threats and Attacks

To ensure that agents act responsibly, sets of rules are created and defined as security policies. These rules govern an agent’s activities. The security and safety services that the underlying communications infrastructure and the programming language provide enforce the rules.

Both agents and agent systems can have security policies. The authority that the agent or agent system represents sets the policies. An agent or agent system can have multiple security policies. The particular policy to enforce is determined based on the authenticity of the communicating party’s credentials, agent class, agent authority,  and/or other factors.

Security policies contain rules for various purposes, including:

• Restricting or granting agent capabilities - The affected capabilities could include creating new agents, traveling, or spending digital money (for example, Cybercash). Enforcing these rules is generally done using capability checks that are built into the agent programming language or runtime environment.

• Setting agent resource consumption limits -The region administrator can limit resources, including CPU usage, memory and disk consumption, the number of new agents created, and the number of network connections allowed. Generally, resource metering is built into the agent programming language or runtime environment to enforce resource limits.

• Restricting or granting access -The region administrator can control access to travel destinations, operations that an agent can invoke, and data that an agent can view, alter, or provide. Communications security mechanisms (for example, access control lists) or agent programming language features enforce access control.

Specifying the Level of Network Communications Security

When an agent invokes an operation or wishes to travel, the agent specifies its requirements for the quality of network communication security. These requirements include:

• Confidentiality -The agent may require the communications channel be secure from eavesdropping. The agent may also specify the strength of the encryption.

• Integrity -The agent may require integrity checks to detect any corruption or unauthorized modification of data during network communications.

• Authentication - The agent may require authentication of the destination agent system before it begins transmission. Communicating only with agent systems that it can authenticate helps an agent prevent unauthorized access to the information that it is carrying.

• Replay detection -The agent may require an agent system to use a replay detection algorithm to prevent duplication of the agent during a communications session.

Authentication

Usually, agent systems are easily authenticated where the agent system is co-located with the information that their authority uses to authenticate itself. Authentication services normally available in secure communications infrastructures include this functionality.

Agent systems use communication transport calls (e.g.RPC) to transfer agents between systems. To satisfy the destination agent system’s security policies, mutual authentication of agent systems may be required. Agent systems operate without human supervision. Therefore, both agent systems involved in the agent transfer must participate in the authentication process without human intervention (for example, without entering a password).

Agent authentication differs from agent system authentication. Agents cannot carry their encryption key with them when they travel (for example, private keys). Instead, agent authentication uses authenticators. An authenticator is an algorithm that determines an agent’s authenticity. An authenticator uses information such as the authenticity of the source agent system or launching client, the authorities of the agent and agent system involved, and possibly information about which authorities are trusted in order to authenticate an agent.

Authenticators, like agent systems, have types. Furthermore, authenticator types must be registered with a naming authority.

Authenticators are divided into two types: one-hop and multi-hop. It is currently possible to specify the behavior of and requirements for a one-hop authenticator. However, due to the limits of current security technology, specifying a multi-hop authenticator must be postponed.

A one-hop authenticator can authenticate an agent traveling one hop from its source agent system. For example, an agent of authority A is executing on a source agent system of Authority A, then migrates to a destination agent system of authority B. If destination agent system B can successfully authenticate source agent system A, the agent retains its source agent system A authenticity on destination agent system B. If destination agent system B cannot authenticate source agent system A, the agent is not defined as authenticated.

If an agent has a different authority than the source agent system, the agent transfer is considered a multi-hop operation. This specification does not address multi-hop authentication.

Countering Threats

This section presents several examples of how to use security policies to counter threats to the integrity of agent communications. The two general problems covered in these scenarios are denial of service and unauthorized access of data and services.  Suppose an agent executes code that attempts to consume all system resources. When resources are not available, services are denied to other agents and possibly to code running on the agent system host. To resist an attack like this, the region administrator can impose resource constraints on agents or code originating from untrusted sources.

In most cases, the level of trust assigned to an agent is partially a function of the agent’s authority and whether that authority was authenticated. The trust level may also depend on digital signatures (generated strings or numbers that identify the author), or other techniques.

If a security method such as digital signatures is used, an agent can be trusted even if it arrives from an untrusted node. In such cases, the signed pieces can be trusted and only the pieces the untrusted node modified are suspect.

The communications infrastructure is responsible for authenticating the agent’s authority. The agent system can supply any other safety services used in this scenario.  In addition, the agent language can supply safety features that further enhance security.

Another possible attack on system resources can occur when an agent system is flooded with communications traffic. Usually, the lower-level communications equipment deals with this type of attack. An agent system might have no inherent defense against such an attack.

In an agent-based application, there may be an infinite number of techniques for gaining unauthorized access to data or services. The remainder of this section presents two possible threats to data and service integrity, and the defenses against them.

Suppose an attacker can monitor communications traffic that transports agents and decodes their state data. Once the state data is decoded, the attacker has access to any private information that the agent is carrying.

To counter this attack, an agent carrying sensitive information may demand confidentiality services as a condition for transport. If the level of protection required is not available, the agent transport should fail.

Suppose an attacker establishes an agent system that claims to operate on behalf of some trusted authority. Faking the identity of a trusted authority allows the attacker to receive agents that may be carrying information meant for only trusted parties. To counter this type of attack, an agent may demand that it only be transferred to agent systems that are authenticated.

Security Service Requirements
To summarize it all, the requirements for secure mobile agent communications, which are [URL6]:

• Client authentication for remote agent creation

• Mutual authentication of agent systems

• Agent system access to authentication results and credentials

• Agent authentication and delegation

• Agent and agent system security policies

• Integrity, confidentiality, replay detection, and authentication 

Authentication of Clients for Remote Agent Creation
Security services must provide for the authentication of non-agent system client applications. This authentication might be done using passwords or smart cards.  Authenticating a client establishes the credentials of agents that the client launches. Client credentials also determine which security policy is used.

Mutual Authentication of Agent Systems

Agent systems, operating without human intervention, must be capable of authenticating each other. This authentication is accomplished by proving that the agent system is in possession of some secret information such as a private key. It may be acceptable for a human to enter a password at the time of the agent system’s

initialization to authorize the agent system to have access to the secret information.

Agent System Access to Authentication Results and Credentials

When agent communication takes place, the destination agent system must sample the credentials of both the agent and the source agent system, and verify their authenticity. An agent authenticator can use this information to authenticate an agent. The result of the authentication process determines which security policy to apply to the

communications between the agent and the hosting agent system.

Agent Authentication and Delegation

If an agent is migrating to destination agent system, the agent’s credentials must be transferred with the agent if the migration succeeds. The credentials may be weakened depending on the results of the authentication.

If the communication taking place is a remote method invocation, the client agent’s credentials are passed along to the server agent for charging or auditing. When a client agent makes an RPC call, the client agent’s credentials are made available to the serveragent. If the server agent makes an RPC call on behalf of the client agent, the server agent should be able to pass the client agent’s credentials. An agent uses its thread of execution to take actions (such as making RPC calls) on its own initiative. When an agent takes such an action, the credentials associated with that action must be those of the agent so that the correct security policy is applied.

Integrity, Confidentiality, Authentication

For any communication, the requestor must be able to specify its integrity, confidentiality, replay detection, and authentication requirements. The communications infrastructure must honor these requirements, or return a failure indication to the requestor.

4.3. Mobile agent standardization

MASIF (Mobile Agent System Interoperability Facility) is a standard for mobile agent systems, which has been adopted as an OMG (Object Management Group) technology.  There are a number of projects pursuing MASIF reference implementation.  MASIF addresses the interfaces between agent systems, not between agent applications and the agent system. Even though the former seems to be more relevant for application developers, it is the latter that impact interoperability between different agent systems.

MASIF is a collection of definitions and interfaces that provides an interoperable interface for mobile agent systems. It is as simple and generic as possible to allow for future advances in mobile agent systems. MASIF specifies two interfaces: MAFAgentSystem (for agent transfer and management) and MAFFinder (for naming and locating).

The original intent for MASIF was to keep it simple for the first phase and only deal with the minimal features needed for interoperability. For example, MASIF defines parameters in the agent profile to specify the requirements the agent has on the receiving agent system. This allows an agent system to support as many agent profiles as its implementation allows. Language interoperability is just one of the parameters in the agent profile. This is not a big limitation because Java is becoming the de facto standard.   MASIF is about interoperability between agent systems written in the same language expected to go through revisions. Language interoperability is not addressed by MASIF. Furthermore, MASIF does not standardize local agent operations such as agent interpretation, serialization/deserialization, and execution. Serialization is the process of storing an agent in a serialized form, sufficient to reconstruct the agent.   Deserialization is the reverse process. The serialized form must be able to identify and verify the classes from which the fields were saved.  Codebase specifies the location of the classes used by an agent. It can be an agent system or non-CORBA object such as Web servers. In remote agent creation, a client program interacts with the destination agent system to request that an agent of a particular class be created. A client can be an agent or another program. The client authenticates itself to the destination agent system, thereby establishing the authority and credentials that the new agent will possess. Then it supplies initialization arguments and, if necessary, the class needed to instantiate the agent.

In order to address interoperability concerns, the interfaces have been defined at the agent system rather than at the agent level. 

Functions of an Agent System

Transferring an Agent - The mobile agent requests the source agent system for a transfer to the destination agent system, as a part of an internal API. When the destination agent system receives the transfer request, it executes the algorithm described in Figure 20a. Before an agent is received into a destination agent system, the destination agent system must determine whether it can support the agent profile. If it does, it accepts the agent, and executes the algorithm presented in Figure 20b. There are three cases when class transfer is necessary:

1.Agent instantiation (remote agent creation). When an agent is created remotely, the Agent class is needed to instantiate the agent. If the class does not exist there, then it must be transferred from the source agent system.

2. Agent instantiation (agent transfer). After an agent travels to another agent system, the Agent class is needed to instantiate the agent. If it does not exist there, then it is transferred from the source.

3. Agent execution after instantiation. After an agent is instantiated due to 1) or 2), the agent often creates other objects. If these objects’ classes are not available at the destination, then they are transferred from the source or from a server.

a) Initiating agent transfer (sender side).

1. Suspend the agent (halt the agent’s thread).

2. Identify transferable agent’s state.

3. Serialize the Agent class and state.

4. Encode it for the chosen transport protocol.

5. Provide authentication information to the server.

6. Transfer the agent.

       Figure 20a.

b) Receiving an agent (receiver side).

1. Authenticate client.

2. Decode the agent.

3. Deserialize the Agent class and state.

4. Instantiate the agent.

5. Restore the agent state.

6. Resume agent execution.
       Figure 20b.

An agent system is uniquely identified by its name and address. A host can contain one or more agent systems. An agent system type describes the profile of an agent. For example, if the agent system type is Aglet, the agent system is implemented by IBM, supports Java as the Agent Language, uses Itinerary for travel, and uses Java Object Serialization. MASIF recognizes agent system types, which support multiple languages and serialization methods. A client requesting an agent system function must specify the agent profile (agent system type, language, and serialization method) to uniquely identify the requested functionality. 

Class Transfer - The common conceptual model is flexible enough to support variations of class transfer so that implementers have more than one method available.

Specifically, the model supports:

1. Automatic transfer of classes - The source agent system (the class provider or the agent sender) sends all classes needed to execute the agent with each remote agent creation or transfer request. This transfer eliminates the need for the destination agent system to request classes. However, it consumes unnecessary bandwidth if the classes are already cached at the destination.

2. Automatic transfer of the Agent class, transfer on demand of other classes - The source agent system sends the class needed to instantiate the agent with each remote agent creation or transfer request. If more classes are needed after instantiation the agent, the destination makes requests to the class provider. If the class provider is not accessible from the destination, the destination agent system issues the request to the sender agent system by calling fetch_class method with the codebase as parameter. The sender locates the requested classes either by using the codebase information, or by sending a further request to another agent system associated with the codebase. The sender may have cached the classes. This approach does not require the source to determine all possible classes necessary before creating or transferring an agent, and it is more efficient as more classes are cached at the destination. However, the agent creation or transfer request fails if the destination agent system cannot access the source agent system to transfer the necessary classes, e.g. if the source agent system is a portable computer that disconnected since the agent creation or transfer.

3. Variations of the previous two: a) Case 2) when transferring an agent and case 1) when creating an agent remotely. When a remote agent creation is launched by a client that is not always connected, all classes are automatically transferred for remote agent creation operations. b) The source sends a list of class names that includes all the classes necessary to perform the specific agent operation. The destination requests only the classes that have not been cached. This approach is efficient, but it still requires the source agent system to know which classes the agent needs before making the agent creation or transfer request.

4. Creating an Agent. To create an agent, an agent system creates an instance of the Agent class within a default place or a place the client specifies. The Agent class specifies the interface and the implementation of the agent. It executes on its own thread. An agent system must generate a unique name for itself, and the agents and places it creates. When an agent wants to communicate with another agent, it must be able to find the destination agent system to establish communication. The ability to locate a particular mobile agent is also important for agent management.

MASIF standardizes:

• Agent Management. One can envision a system administrator managing agent systems of different types via standard operations in a standard way: create an agent, suspend it, resume, and terminate.

• Agent Transfer. It is desirable that agent applications can freely move among agent systems of different types, resulting in a common infrastructure, and a larger base of available system agents can visit.

• Agent and Agent System Names. Standardized syntax and semantics of agent and agent system names allow agent systems and agents to identify each other, as well as clients to identify agents and agent systems.

• Agent System Type and Location Syntax. The agent transfer cannot happen unless the agent system type can support the agent. The location syntax is standardized so that the agent systems can locate each other.

The MASIF, in its current form, provides the features required for the first level of interoperability, which is the transport of agent information where the information format is standardized. Once the information is transferred from one agent system to another, how the agent system deals with the parameters internally is an implementation matter and not addressed by the MASIF standard. Such information includes agent profile, which describes the language, serialization, and other requirements the agent has on the current agent system. MASIF makes it possible for an agent system to understand the requirements the agent has on its system because we believe that it is the first step in end-to-end interoperability.

Table 1 describes the types of interoperability MASIF addresses, and estimates the complexity of agent systems required to support it. Agent management allows agent systems to control agents of another agent system. Management is addressed by interfaces for suspending, resuming, and terminating agents. This is straightforward to implement. Agent tracking supports locating agents registered with MAFFinders (naming service) of different agent systems. This is also straightforward to implement. Agent communication is outside the scope of MASIF, and it is extensively addressed by CORBA. Agent transport defines methods for receiving agents and fetching their classes. This requires cooperation between different agent systems, and it is complex to achieve.

There are other aspects that should be standardized when the industry is more mature.  The security issues become complex when an agent makes a multi-hop between security domains. Most security systems today deal only with single-hop transfer. Standardizing multi-hop security should be delayed until security systems can handle the problem. Today’s mobile agent systems use different languages (e.g. Tcl and Java). The effort to convert between encodings is too complex. When the code and serialization formats are similar, it should be possible to build standard bridges between different agent system types.

	Function


	Addressed

by MASIF

	Complexity



	Agent Management

	Yes

	Straightforward


	Agent Tracking

	Yes
	Straightforward


	Agent Communication

	No
	N/A

	Agent Transport

	Yes
	Complex



Table 1. Interoperability addressed by MASIF and implementation complexity.

CORBA Services

CORBA provides naming service, life cycle service, externalization service and security service.  The CORBA Naming Service binds names to CORBA objects. The resulting name-to-object association is called a name binding, which is related to a naming context. A naming context is an object containing a set of name bindings in which each name is unique. Naming contexts can be combined into a naming graph.  The CORBA Life Cycle Service defines services and conventions for managing CORBA objects. The CORBA objects can be created, deleted, copied and moved using the Life Cycle Service. Since it is necessary to transfer the agent state, the Life Cycle Service must be combined with the Externalization Service.  The CORBA Externalization Service provides a standardized mechanism for recording an object’s state onto (and for restoring it from) a data stream. However, the implementer is free to choose other methods, e.g. Java Object Serialization.

CORBA also provides security services in conformance to the requirements outlined in section 2 of this document. 

                               [image: image20.png]ORB

Other Facili





                                                    Figure 21. CORBA Services

MASIF Naming and Locating

The CORBA services are designed for static objects; CORBA naming services applied to mobile agents may not handle all cases well. Therefore, MASIF defines a MAFFinder interface as a naming service. A client can obtain the object reference to the MAFFinder using either the CORBA Naming Service or the method Agent- System.get_MAFFinder(). The MAFFinder interface provides methods for maintaining a database of agents, places, and agent systems, and it defines operations to register, unregistered, and locates these objects. The interface does not dictate the method that a client must use to find an agent. Instead, it provides a range of location techniques that was already discussed in section 2 of this document.  These are the brute force, logging and registration schemes. One additional location scheme is the Agent Advertisement scheme, where an agent’s location is registered only when the agent advertises itself. To find a non-advertised agent, the agent system can use a brute force search or logging.

In the MASIF module, Name is defined as a structure that consists of three attributes: authority, identity, and agent_system_type. These attributes represent a globally unique name for an agent or agent system. When Name is an agent name, the agent_system_type is the type of agent system that generated the identity of the agent. Authority defines the person or organization the agent or agent system represents.   The authority of the agent must be equivalent to the principal of the agent’s credentials if CORBA security is used. Agent systems of different types may use different mechanisms to generate identities. Therefore, it is possible that two agent systems of different types might generate the same authority and identifier. The responsibility for naming an agent may also differ for each agent system type. The client may be responsible for naming in some agent system, while the agent system generates a name for the agent in others.

The ClassName structure defines the syntax for a class name. A class name has a human-readable name and an octet string that ensures uniqueness within the scope. MASIF does not specify mechanisms to make class names globally unique. MASIF implementers are responsible for ensuring that class names are unique within the scope of the source agent system.

Figure 22 illustrates the minimum requirement for class name uniqueness, (uniqueness

within an agent system). When Agent System C requests ClassOne from Agent System A, it should be unique within the scope of A. Similarly, when C requests ClassOne from B, it should be unique within the scope of B. C must distinguish between the two versions. This is necessary, for example, if D needs ClassOne to create an instance of an A type of agent. Suppose C wants to create an agent on D. If a ClassOne is involved in this creation, C uses the class_names parameter in Create_Agent to specify which ClassOne is necessary. Once D receives the class, it can rename it.

The difference between names for the same version on the two systems can cause an unnecessary class transfer. For example, if Agent System D later attempts to transfer an agent that uses the A version of ClassOne to C, C might not recognize that the ClassOne specified in the class list for the call is the same as the class A:ClassOne that it already has. If the region administrators of the communicating agent systems agree on a globally unique class-naming scheme, the problem of duplicate names for the same class can be avoided. For example, if class names were globally unique in Figure 22, Agent System C would not encounter two classes with the same name. 

In the MAFFinder interface, Location specifies the path to an agent system based on the name of the system, agent, or place. For example, when MAFFinder.lookup_agent() is called using an agent name, a Location specifying the agent system that contains the agent is returned. Once the client gets the Location (a String) of an agent system, it must convert it to the object reference of the agent system to invoke the operations offered. The Location is in one of two forms: a) a URI containing a CORBA name; b) a URL containing an Internet address. The advantage of using the CORBA Naming Service is that it is protocol independent. The advantage of using an internet address is that it is better suited to mobile agents and the Internet. To determine the format of the Location, the client parses the string up to the first colon (:). If the characters preceding the colon are “CosNaming”, the string is a CORBA name; if they are “mafiiop”, the string is an

Internet address.

Agents and agent systems provide application specific properties. A client may specify the properties in order to restrict the scope of a search operation while looking for a specific agent or agent system using the corresponding lookup method of the MAFFinder interface. In order to specify a property, a client must support the application specific format of the value component of the property. The semantics and syntax of the value are identified by the name component of the property. The MASIF goals are to accelerate the industry and promote a higher level of interoperability between different agent systems. It is a result of the significant effort of a team comprised of experienced agent developers.

[URL6]
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Figure 22. Class name uniqueness 

Part 3

5. Example of Mobile Agent System

5.1 Aglet

Aglets where developed by the IBM research labs in Japan to facilitate the construction of mobile agents with the Java language, which inherently supports some of the requirements of these systems.  Currently only JDK1.1 release of the Java API is supported for aglets and the ASDK (Aglet Software Development Kit), but with growth of the Internet marketplace advancements and updates are sure to be forthcoming.  The term “aglet “ was derived from combining both “agent” and “applet”.  

Aglets are Java objects that can move from one host on the Internet to another. That is, an aglet that executes on one host can suddenly halt execution, dispatch to a remote host, and resume execution there. When the aglet moves, it brings along its program code as well as its state (data). A build-in security mechanism makes it safe to host untrusted aglets. 

Basic Elements  

The key abstractions of the model underlying the aglet API are aglet, proxy, context, message, future reply, and identifier:

Aglet- An aglet is a mobile Java object that visits aglet-enabled hosts in a computer network. It is autonomous, since it runs in its own thread of execution after arriving at a host, and reactive, because of its ability to respond to incoming messages.

Proxy- A proxy is a representative of an aglet. It serves as a shield for the aglet that protects the aglet from direct access to its public methods. The proxy also provides location transparency for the aglet; that is, it can hide the aglet’s real location of the aglet.

Context- A context is an aglet's workplace. It is a stationary object that provides a means for maintaining and managing running aglets in a uniform execution environment where the host system is secured against malicious aglets. One node in a computer network may run multiple servers and each server may host multiple contexts. Contexts are named and can thus be located by the combination of their server's address and their name.

Message - A message is an object exchanged between aglets. It allows for synchronous as well as asynchronous message passing between aglets. Message passing can be used by aglets to collaborate and exchange information in a loosely coupled fashion.

Future reply - A future reply is used in asynchronous message-sending as a handler to receive a result later asynchronously.

Identifier - An identifier is bound to each aglet. This identifier is globally unique and immutable throughout the lifetime of the aglet.

Behavior supported by the aglet object model is based on a careful analysis of the "life and death" of mobile agents. There are basically only two ways to bring an aglet to life: either it is instantiated from scratch (creation) or it is copied from an existing aglet (cloning). To control the population of aglets one can of course destroy aglets (disposal). Aglets are mobile in two different ways: active and passive. The first is characterized by an aglet pushing itself from its current host to a remote host (dispatching). A remote host pulling an aglet away from its current host (retracting) characterizes the passive type of aglet mobility. When aglets are well and running they take up resources. To reduce their resource consumption, aglets can go to sleep temporarily, releasing their resources (deactivation), and later be brought back into running mode (activation). Finally, multiple aglets may exchange information to accomplish a given task (messaging).

The aglets' fundamental operations, namely, creation, cloning, dispatching, retraction, deactivation, activation, disposal, and messaging (see also Figure 23):

Creation - The creation of an aglet takes place in a context. The new aglet is assigned an identifier, inserted into the context, and initialized. The aglet starts executing as soon as it has been successfully initialized.

Cloning - The cloning of an aglet produces an almost identical copy of the original aglet in the same context. The only differences are the assigned identifier and the fact that execution restarts in the new aglet. Note that execution threads are not cloned.

Dispatching - Dispatching an aglet from one context to another will remove it from its current context and insert it into the destination context, where it will restart execution (execution threads do not migrate). We say that the aglet has been “pushed” to its new context.

Retraction - The retraction of an aglet will pull (remove) it from its current context and insert it into the context from which the retraction was requested.

Activation and deactivation - The deactivation of an aglet is the ability to temporarily halt its execution and store its state in secondary storage. Activation of an aglet will restore it in a context.

Disposal - The disposal of an aglet will halt its current execution and remove it from its current context.

Messaging - Messaging between aglets involves sending, receiving, and handling messages synchronously as well as asynchronously.

The Aglet Event Model

The Aglet programming model is event-based. The model allows the programmer to "plug in" customized listeners into an aglet. Listeners will catch particular events in the lifecycle of an aglet and allow the programmer to take action when the aglet is being dispatched, for instance.

Three kinds of listener exist:

Clone Listener - Listens for cloning events. One can customize this listener to take specific actions when an aglet is about to be cloned, when the clone is actually created, and after the cloning has taken place.

Mobility Listener - Listens for mobility events. One can use this listener to take action when an aglet is about to be dispatched to another context, when it is about to be retracted from a context, and when it actually arrives in a new context.

Persistence Listener - Listens for persistent events. This listener allows the programmer to take action when an aglet is about to be deactivated and after it has been activated.

The Aglet API is used by the programmer to create and operate aglets. It contains methods for initializing an aglet, message handling, and dispatching, retracting, deactivating/activating, cloning, and disposing of the aglet.  The aglet API is a Java package (aglet) consisting of classes and interfaces, most notably: Aglet, AgletProxy, AgletContext, and Message.  The Aglet class defines methods for controlling its own life cycle, namely, methods for cloning, dispatching,deactivating, and disposing of itself.

The AgletProxy interface acts as a handle of an aglet and provides a common way of accessing the aglet behind it.  The aglet proxy acts as a shield object that protects an aglet from malicious aglets.  An aglet spends most of its life in an aglet context. It is created in the context.  The AgletContext interface is used by an aglet to get information about its environment and to send messages to the environment, including other aglets currently active in that environment. It provides means for maintaining and managing running aglets in an environment where the host system is secured against malicious aglets.
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Figure 23. Aglet Life Cycle Model

IBM's Aglets Workbench comes with a graphical user interface for the context. It is called Tahiti and enables the user to create, clone, deactivate/activate, dispose of, dispatch, and retract aglets.  Tahiti allows the user to monitor aglets running in the local context. Tahiti is basically an application built on top of the Aglet API. Developers can build proprietary versions of Tahiti that serve specific purposes. 

Aglets communicate by exchanging objects of the Message class. Aglets are used in ecommerce applications [URL7]. 

5.2 Other available Mobile Agent Systems 


An agent model is a conceptual view that Mobile Agents system architects embed in their designs. In the following sections, descriptions of the Mobile Agents models of Agent Tcl, ARA, Concordia, Mole, Odyssey, TACOMA, Voyager, and SHIP-MAI will be presented. [Pham, 1998]

5.2.1 Agent Tcl 

The designers of Agent Tcl do not formally specify an MA model. Instead, MA is understood as a program that can be written in any language and that accesses feature that support mobility via a common service package implemented as a server. This server provides MA-specific services such as state capture, transfer facility, and group communication, as well as more traditional services such as disk access, screen access, and CPU cycle. The philosophy was that all functionalities an agent ever wants are available in the server. Agent mobility then only concerns closure, which is the Tcl script (or scripts). There are no additional codes to load as and example, no external references. In Agent Tcl, the state capture of an agent is handled automatically and transparently to the programmer. However, it was unclear what this state capture includes. Since Tcl is a script language, a frequent example given was that the executing script resumes after the instruction for mobility has been executed. There is also a plan to introduce process-migration-like behavior such that the states of the agent would continue to evolve as it moves from place to place. However, this trend could have adverse effects in areas such as the complexity of the transfer mechanism and cost, adverse effects that are still being dealt with in the more traditional process migration. 

5.2.2 ARA 

The Agent for Remote Action (ARA) system is similar in concept to Agent Tcl in that it has a core service layer supporting multiple languages through interpreters. ARA aims for seamless incorporation of "mobile programming" to the existing world of programming practice. In ARA, "the mobile agent is a program that is able to move at its own choice and without interfering with its execution, utilizing various established programming languages." The ARA agent moves between and stays at places where it uses services provided by the host or other agents. ARA agents are considered normal programs in all other aspects, working with file system, user interface, network interface, and other well-known computing facilities. In addition, ARA also formulates the concept of server agents, the services with which the MA would interact, as static compiled objects located at network nodes. ARA agents run within an interpreter, interfacing with a core language-independent set of services. The core services include resource management, mobility, and security, to name a few. The language-dependent features, such as how state capture is handled and correctness checking, are the responsibility of the interpreter, whereas providing access to the underlying OS services and other MA-specific services is the responsibility of the core. ARA agents are executed in parallel threads, while some of the internal ARA core functions can be executed as separate processes for performance reasons. 

5.2.3 Concordia 

Concordia is another MA framework built on Java. In Concordia an agent is regarded as a collection of Java objects. A Concordia agent is modeled as a Java program that uses services provided by a collection of server components, which would take care of mobility, persistence, security, communication, administration, and resources. These server components would communicate among themselves and can run in one or several Java virtual machines; the collection of these components forms the AEE at a given network node. Once arriving at a node, the Concordia agent accesses regular services available to all Java-based programs such as database access, file system, and graphics, as in Aglet. Like ARA, Concordia specifies a service bridge to provide access to legacy services. 


A Concordia agent is considered to have internal states as well as external task states. The internal states are values of the objects' variables, and the external task states are the states of an itinerary object that would be kept external to the agent's code. This itinerary object encapsulates the destination addresses of each Concordia agent and the method that each would have to execute when arriving there. The designers of Concordia claim that this approach allows greater flexibility by offering multiple points of entry to agent execution, as compared to always executing an "after-move" method as in Agent Tcl, Aglet, or ARA. This concept of an externally located itinerary is similarly supported in Odyssey via Odyssey's task object. However, the infrastructure for management of these itinerary objects was not clear from the publicly available literature on Concordia. 

5.2.4 Mole 

In Mole, the agent is modeled as a cluster of Java objects, a closure without external references except with the host system. The agent is thus a transitive closure over all the objects to which the main agent object contains a reference. This island concept was chosen by the designers of Mole to allow simple transfer of agent without worrying about dangling references. Each Mole agent has a unique name provided by the agent system, which is used to identify the agent. Also, a Mole agent can only communicate with other agents via defined communication mechanisms, which offer the ability to use different agent programming languages to convert the information transparently when needed. 
A Mole agent can only exist in a host environment call location that serves as the intermediate layer between the agent and the OS. Mole also supports the concept of abstract location to represent the collection of distributed physical machines. One machine can contain several locations, and locations may be moved among machines. Mole limits the abstract location to denote a configuration that would minimize cost due to communication. Thus, a collection of machines in a subnet is an acceptable abstract location, whereas a collection of machines that spans cities is not. As in ARA, Mole directly proposed the concept of a system agent (server agent in ARA), which has full access to the host facilities. It is through interacting with these system agents that a given Mole agent (mobile) achieves tasks. A Mole MA can only communicate with other agents (systems and MAs) and has no direct access to resources. 
The uniqueness of the Mole agent model is its requirement for closure of objects, whereas other facilities such as static agent and communication are similar conceptually to other systems. What is unclear is how the Mole system enforces the closure requirement, and whether there are mechanisms to handle closure management automatically. The concept of closure is technically convenient, but without helping tools it can be error-prone and limiting. 

5.2.5 Odyssey 

The Odyssey project shares (or rather inherits) many features from a previous General Magic product: Telescript. However, the amount of open documentation on the Odyssey system is rather terse; therefore, its description will be limited. The Odyssey MA model also centers on a collection of Java objects, more similar in concept to Aglet than to Concordia or Mole. The top-level classes of the Odyssey system are Agent, Worker, and Place. Worker is a subclass of Agent and represents an example of what a developer can do with the Agent class. An Odyssey Place class is an abstraction of where an Odyssey agent exists and performs work. A special facility such as directory service is associated with Place. 


Odyssey agents communicate using simple method calls, and Odyssey does not support high-level communication. However, Odyssey agents can form and destroy meeting places to exchange messages. There is also an undocumented feature regarding global communication to a "published" object, but this feature is not officially supported. The distinctive feature of Odyssey is its design to accommodate multiple transport mechanisms. Currently, Odyssey supports Java Remote Method Invocation (RMI), Microsoft Distributed Component Object Model (DCOM), and CORBA Internet Inter-ORB Protocol (IIOP). However, the current release of Odyssey does not add new or distinctive features from its Telescript predecessor, and the MA model is not yet stable. 

5.2.6 TACOMA 

The TACOMA (Tromsø and Cornell Moving Agents) project represents an early attempt to build an MA system. In TACOMA the agent is modeled as a migrating process that moves through the network to satisfy client requests. The TACOMA project focuses on OS support for MA and how MA can help solve problems traditionally addressed by operating systems. 


TACOMA proposes abstractions such as briefcase, folder, and file cabinet as extensions to the OS to provide mechanisms for data transfer and broker agent for scheduling agents. Brokers are expected to communicate among themselves and with service providers; they also serve as matchmakers between agents and service providers. TACOMA also proposes the concept of a rear guard agent that serves as a checkpoint in case of failure. 


In the first prototype Tcl was used as the implementation language and Hours, a lightweight group communication system, for interagent communication. The first TACOMA agent was a Tcl procedure (script) that used data available in briefcase and folder. The TACOMA MA model suffers from a number of weaknesses, including a weak execution model (no arbitrary entry point), OS specificity, and a weak security mechanism. At the current stage, the runtime system consists of interpreters for Tcl and C that provide access to TACOMA features (similar to fundamental features of ARA and Agent Tcl but much weaker). The programmer also has to take care of state. Overall, it is unclear how far this approach can progress, since TACOMA is the only project that conducts investigation on implementing MA at the OS level. 

5.2.7 Voyager 

It would seem that the general acceptance of Java as the de facto Internet programming language gives rise to accelerated research in MA. Thus far four projects have taken advantage of Java language features to implement MA systems (Aglet, Concordia, Mole, and Odyssey), and more are coming [Johansen, 1995, URL2, Sapaty, 1995]. However, none has yet represented a state of tight integration with Java like Voyager. Proclaimed as an agent-enhanced object request broker (ORB) in Java, Voyager offers several advanced mechanisms that could be used to implement MA systems. The Voyager agent model is also based on the concept of a collection of Java objects; it does have an Agent class that developers can subclass to implement Voyager-style MA. However, the product goes one step beyond to provide arbitrary remote object construction, a facility for moving objects (not just agents), and a host of other communication and infrastructure services that can be used to implement arbitrary MA systems. 


The Voyager agent is designed to take advantage of the Voyager ORB features, which make extensive use of Java's reflection mechanism. A Voyager agent can communicate by calling methods or using Voyager Space™ technology, a group event and message multicast facility that ObjectSpace claims to be more scalable than simple communication mechanisms in Aglet or Concordia. Like Aglet, Concordia, and Odyssey, the Agent class in Voyager also encapsulates a control model. However, Voyager supports a more extensive set of control mechanisms, such as more flexible instructions on how the agent should terminate itself than the fixed or explicit instructions on termination as in Aglet, Concordia, or Odyssey. As in Agent Tcl or ARA, interagent and high-level communication is reserved as application-level features indirectly supported with more primitive mechanisms provided. 


The Voyager agent model is essentially the same in concept as in Mole, Aglet, Concordia, and Odyssey systems, which is a collection of Java objects. The designers of Voyager also leave the decision on the complexity of an agent to users, as do other systems that have been discussed. There are no metrics to suggest how the complexity of a mobile program would break the system; instead, the user is led to believe that arbitrary complexity of any degree can be achieved. This is a point worth noting since the user of a system should not have to experiment to find out what the system's limits are. 

5.2.8 SHIP-MAI 

Work on SHIP-MAI began from using existing MA technology for the transport and distribution of multimedia documents [Falchuk, 1997]. However, as research and experimentation progressed, it was realized that a number of enhancement requirements to MA systems in terms of high-bandwidth data transport, performance, and security began to emerge [Karmouch, 1998]. At completion, SHIP-MAI will include framework support for agents and agent task generation, agent task management, agent system management, and deployment. As in Aglet, Voyager, Mole, and Concordia, a SHIP-MAI agent is also modeled as a collection of related Java objects; hence, the SHIP-MAI system also uses Java for portability. However, SHIP-MAI includes two distinct and complementary parts in support system: an agent execution control server (AEC) and an agent execution server (AE) [Karmouch, 1998]. The AEC focuses on security aspects of establishing a security policy for incoming agents, while the AE focuses on enforcing this security policy and the actual resource allocation for agent execution. The AEC also acts as a command and control center for a collection of related AEs, where it manages the lifecycles of the agents running in this AE collection and provides external agent transport. The designers claim that this partition strategy allows more efficient use of resources and more flexibility in security configuration. Ongoing work focuses on efficient management of mobile agents to increase agent share ability, system scalability, and manageable fault tolerance. The work is motivated by the lack of an adequate solution for high load transfer of an agent's data; safeguarding an agent's data against possible loss due to system failure or a hostile host; application of MA in a high availability situation; and system features to deal with the issues in MA system management. Concurrent experiments to collect requirements needed to validate SHIP-MAI design are discussed in [Hooda, 1998].

6. Future of Mobile Agents

Internet technology and activity has been affected due to the amount of bandwidth, mobile computing devices, mobile users, information overload, customization and proxies that are used by proxy sites to reduce information overload and customize service access. The above-mentioned trends lead to the conclusion that mobile code; mobile agents will be a great deal in the future of the Internet world. 

There are some technical hurdles that need to be cleared out before mobile agents could solve problems. Security is an important issue where the agent needs to be secure from malicious code and other means. Also some of the other technical hurdles addressed are portability, standardization, performance and scalability. The lack of a killer application for mobile agents is yet to be found in the future. It is suggested that researches should present a set of applications that could be implemented by groups of programmers instead of a particular application in isolation. 

A final important hurdle is the problem of revenue flow and commercial image. For example, although it is not yet clear whether advertising is a viable economic foundation for Web sites, many Web sites earn money solely from advertisements. If these sites allow mobile agents to easily access the content of the site, the number of human visits to the Web pages will presumably decrease, and the advertisements will not be seen. How, then, will the site earn revenue? Similarly, when users are accessing a service with a front-end backed by mobile agents, the distinction between the service and the front-end agents starts to blur. Since middleware developers will likely provide the agents, the Internet service will no longer have complete control over its image. A poorly implemented agent may lead to a negative view of the service, even though the service is blameless. We believe, however, that mobile agents can be deployed in the near-term in many applications where the existing services do not rely on advertising; in the long-term, both the Internet and mobile-agent communities will need to explore different revenue models. [Kotz, 1999]

Researches such as Dag Johansen, Dave Kotz, Danny Lange, Charles Petrie and Chris Rygaard share their thoughts on the future regarding mobile agent applications and system. One of the questions addressed was regarding the application domains in which MAs have potential deployment. Primarily in distributed systems because mobile agents have a number of key features that allow them to reduce the network load and overcome network latency. They can encapsulate protocols, and they can work remotely, even asynchronously and disconnected from a network. Data intensive applications, is also an important domain, where the data is remotely located, is owned by the remote service provider, and the user has specialized needs. Here, the user sends an agent to the server storing the data. Another domain is where an appliance, for example, launches agents shipping an agent from a cellular phone to a remote server. Another domain is extensible servers, where a user can ship and install an agent representing him more permanently on a remote server. The agent is now a personalized, autonomous piece of code that runs remotely and only contacts the user whenever events of interest to the user occur. Another domain mentioned is in disconnected computing, such as laptops and PDAs. 
Another issue that is addressed is regarding problems that prevent wider mobile agent deployment. Most of the researches mentioned security problems that are not been solved yet. Every mobile agent system will not have all perspectives of security covered; this problem keeps mobile agent deployment at a lower spread. Also people are facing the question, “why should I let an unknown agent access my computer?” This is also regarding agents that carry malicious code that could hard your computer. This question has not been answered yet in the mobile agent community. [Milojicic, 1999]

Where is the future?

Mobile agents will have great potential in the large scale Internet with applications that cross multiple administrative domains. One of the issues will be perception of security or insecurity, and there will be motivational issues that have little to do with the technology and feasibility that will drive whether people actually deploy this stuff widely or not.  

7. Conclusion

With agent mobility being the focus of this paper, we defined a mobile agent as an agent that is not bound to the system where it begins execution. It has the unique ability to transport itself from one system in a network to another. The ability to travel, allows a mobile agent to move to a system that contains an object with which the agent wants to interact, and then to take advantage of being in the same host or network as the object. We presented several reasons on why one should start using mobile agents. Some of the application domains that benefits from mobile agent technology are: electronic commerce, personal assistance, secure brokering, distributed information retrieval, telecommunication networks services, workflow applications and groupware, monitoring and notification, information dissemination, and parallel processing. The above list shows how agent technology is important in today’s technology world. We discussed several mobile agent systems that exist. In conclusion, there is a clear evolution path that will take us from current technology to widespread use of mobile code and agents with in the next few years. Once several technical challenges have been met as pointed out before in section 6, and a few pioneering sites install mobile agent technology, the use of mobile agents will expand rapidly. 
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