WinSock Overview

The Windows Sockets Application Programming Interface (WinSock API) is a library of functions that implements the socket interface as popularized by the Berkeley Software Distribution of UNIX. WinSock augments the Berkeley socket implementation by adding Windows-specific extensions to support the message-driven nature of the Windows operating system. WinSock version 1.1 is bound to the TCP/IP protocol suite.

The WinSock specification allows TCP/IP stack vendors to provide a consistent interface to their stacks so that application developers can write an application to the WinSock specification and have that application run on any vendor’s WinSock-compatible TCP/IP protocol stack. This is contrast to the days before the WinSock standard when software developers had to link their applications with libraries specific to each TCP/IP vendor’s implementation. This limited the number of stacks that most applications ran on because of the difficulty in maintaining an application that used several different implementations of Berkeley sockets. WinSock has removed that barrier. Application programmers write to the WinSock API and link their applications with the WINSOCK.LIB import library (or WSOCK32.LIB in the case of Win32). The application can then be installed on a computer that has a WinSock TCP/IP stack, from any number of vendors, and dynamically link to the WINSOCK.DLL (or WSOCK32.DLL) provided by the vendor. Figure 1 is a block diagram of WSOCK32.DLL interaction in a 32-bit program on Windows NT. Although the actual WINSOCK.DLL is specific to each TCP/IP stack vendor, the interface into that dynamic link library remains consistent, hence any program linked with the WinSock import library should work.
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Figure 1: WinSock Layering
Compatibility of Winsock
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Berkeley Sockets versus WinSock

Those familiar with Berkeley sockets may want to examine the following list, which describes some differences between the Berkeley socket implementation and WinSock. ( WinSock Version 1.1 supports the TCP/IP domain for interprocess communication on the same computer as well as network communication. In addition to the TCP/IP domain, sockets in most UNIX implementations support the UNIX domain for interprocess communication on the same computer and the Xerox XNS domain.

( The return values of certain Berkeley functions are different. For example, the socket() function returns –1 on failure in the UNIX environment; the WinSock implementation returns INVALID_SOCKET.
( Certain Berkeley functions have different names in WinSock. For example, in UNIX the close() system call is used to close the socket connection. In WinSock, the function is called closesocket(). See the next item for the reason.

( WinSock socket handles may not be UNIX-style file descriptors. In a UNIX environment, a socket handle can be operated on in much the same way as any other file handle (that is, an actual disk file). In most WinSock implementations, with the possible exception of the Win32 environment of Windows NT, socket handles can’t be operated on in the same fashion as generic file descriptors.

( Several new functions were added to WinSock to support the message-driven architecture of Windows. These are discussed in the following section.
WinSock Extensions to Berkeley Sockets

WinSock has several extensions to Berkeley sockets. Most of these extensions are due to the message-driven architecture of Microsoft Windows. Some extensions are also required to support the non-preemptive nature of the 16-bit Windows operating environment. Windows NT and the 32-bit follow-up operating system to Windows 3.11 remove the nonpreemptive limitations.

Windows Message-Driven Architecture

At the heart of every Windows program is a message loop and one or more window procedures. The message loop retrieves messages from the program’s message queue and dispatches them to the appropriate window procedure for execution. Windows is considered to be a message-driven or event-driven system because no part of the program runs unless a message or event triggers it. Messages are generated by user actions such as typing on the keyboard or moving the mouse and by internal operating system activity. The two major components of a Windows program are its message loop and its windows. As described previously, the message loop retrieves messages and calls the window procedure appropriate for the window. The message that is retrieved from the message queue contains a handle to the window to which the message should be routed.
The window procedure to call is dependent on the window class of the destination window. Some window classes are declared by the application programmer, and other predefined window classes are supplied by the Windows operating system. These predefined window classes are called controls. A few of the predefined controls are listed here:

EDIT 

Used to view and edit text

LISTBOX 
Used to display a list from which the user can select one or more items

STATIC 
Used to display static text that is often used as labels for other controls
To better explain the message-driven nature of Windows, you can examine the following contrived sample application with a sizable main window, an edit control, and a static text label to the left of the edit control. The program’s display is shown in Figure 2.
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Figure 2: Sample Application with Three Windows
The sizable main window has a user-defined window class. The most important properties, or styles, of the main window are 

WS_CAPTION 

Gives the window its title bar 

WS_MINIMIZEBOX 
Adds the minimize button to the top right of the title bar allowing the window to be minimized into an icon 

WS_MAXIMIZEBOX 
Adds the maximize button to the top right of the title bar allowing the window to be maximized to fill the entire screen

WS_SYSMENU 

Adds the system menu to the top left of the title bar

WS_THICKFRAME 
Gives the window its sizing capabilities

The static text label is another window of the application. To the programmer new to Windows, it may seem strange that a static text label is a window. A lot of what the user thinks of as simple screen elements, such as buttons, list boxes, and edit boxes, are really just specialized windows. This static-text label is known as a child window because it is anchored to the main window; the main window is the parent to the static-text label.

This window has the predefined window class of STATIC and its functionality is limited. The static control can respond to messages that tell it to change its text or return its textual contents to the caller. Notice I said “respond to messages.” The static control acts just like any other window in that it lies dormant until it receives a message. When a message comes in destined for the static control, the window procedure for the static control is called with parameters that specify the action that should be taken. One such message might be WM_SETTEXT, which tells the control to change the text it’s displaying on the screen.

The last window of the application is the edit box. It has the predefined window class of EDIT. The edit control designates a rectangular child window in which the user can type text from the keyboard. The user selects the control and gives it the keyboard focus by clicking in it or moving to it by pressing the Tab key. The user can type text when the control displays a flashing caret. The mouse can be used to move the cursor, select characters to be replaced, or position the cursor for inserting characters. The Backspace key can be used to delete characters. You can tell from this description of the EDIT control, taken from the Windows Software Development Kit documentation that this type of window knows about a lot more messages than the static control.

Now that you’ve read about the three windows that make up this sample application, look at the program flow once it is up and running. The heart of the program is its message loop. A message loop commonly used looks like this:
while (GetMessage(&msg, NULL, 0, 0))

{


TranslateMessage(&msg);


DispatchMessage(&msg);

}

This code fragment retrieves messages from the application’s message queue and dispatches the messages to the destination window by calling its window procedure. If the user positions the mouse cursor over the edit box and presses the left mouse button, the edit control receives the input focus. The edit control knows it has focus when the WM_SETFOCUS message is dispatched to it. When this happens, the edit control displays the blinking caret to show where the next key pressed will be displayed. Figure 3 shows the message flow for the following WM_CHAR event. When the user types a key on the keyboard, a WM_CHAR message is generated. One of the qualifiers to this message is the actual key pressed. The edit control receives this notification and paints the newly typed character in the box. If the user then positions the mouse cursor outside the edit box but still inside the main application window, the edit box will receive a WM_KILLFOCUS message telling it to remove the blinking caret, and the main window then receives a WM_SETFOCUS message.
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Figure 3: Message Flow
The 16-bit Windows environment is cooperatively multitasked. This means that the applications running must cooperate with one another so that multiple tasks or programs can run simultaneously. They do this by continuously running the message loop described previously. If an application calls the GetMessage() function and there are no messages waiting for that application, Windows switches tasks and allows another program to run. That newly running program runs through its message loop until it has no

more messages to process, and the procedure continues through all the programs running on the computer. In this environment, it’s very easy for a single program to prevent all others from running. For example, if the edit box in the previously described example took 10 seconds to process the WM_CHAR message, no other tasks on the computer would run for at least 10 seconds. Not only would other tasks not run but if the user rapidly typed several keys in succession, it would take 10 seconds for each keystroke to be reflected on the screen. It is imperative in the non-preemptive multitasking Windows environment to process a message swiftly and return to the message loop. If a program doesn’t follow this rule, the performance of the entire computer system will suffer.

Windows NT is a preemptive multitasking operating system. This means that the operating system itself determines when a new task should run. It doesn’t depend on an application checking for messages in order for a task switch to occur. If, as described previously, an application took 10 seconds to process a WM_CHAR message, other applications could still run before that 10 seconds elapsed. That particular application would experience poor performance, but it wouldn’t degrade the performance of any other program running on the computer at that time. It’s generally considered bad practice for a program to have poor response time to a user’s commands. Users won’t be happy if they have to wait 10 seconds for a character to appear on the screen. If an operation that was executed in response to a message takes a long time to run, the user interface of the program should remain responsive to the user. That is why it’s advisable for an application to check its message queue often, even in the preemptive environment of Windows NT.

WinSock Asynchronous Functions

WinSock was originally designed for the non-preemptive Windows architecture. For this

reason, several extensions were added to traditional Berkeley sockets.
Blocking Versus Nonblocking

Many of the Berkeley socket functions take an indeterminate amount of time to execute. When a function exhibits this behavior, it is said to block; calling the function blocks the further execution of the calling program. In the Berkeley UNIX environment, for which sockets were originally developed, this didn’t pose a serious problem because the UNIX operating system would simply preempt the blocking program and begin running another program. Windows (unlike Windows NT) can’t preempt a task, so all other programs are put on hold until the blocking call returns. The designers of WinSock knew this posed a serious problem, so they added special code in the blocking functions to force the message loop of other applications to be checked. But this was still not the most efficient technique.

Berkeley sockets already have the notion of blocking versus nonblocking for some operations.

For example, the send() function used to send data to a remote host may not return immediately, so the programmer is given the option of creating the socket with blocking or nonblocking sends. If the socket is created in blocking mode, it won’t return until the data has been delivered. If it’s created in nonblocking mode, the call to the send() function returns immediately and the program must call another function called select() to determine the status of the send. Windows and Windows NT can use the select() method of nonblocking calls, but the best thing to do in a Windows program is to use the special Windows asynchronous functions.

The special Windows asynchronous functions begin with the prefix WSAAsync. These functions were added to WinSock to make Berkeley sockets better fit the message-driven paradigm of Windows. The most common events to use the asynchronous functions for are the sending and receiving of data. Sending data might not happen instantly, and receiving data most certainly will cause a program to wait unless it is receiving a constant

stream of bytes. By creating a socket for nonblocking sends and receives and using the WSAAsyncSelect() function call, an application will receive event notification messages to inform it when it can send data or when data has arrived and needs to be read.

In the mean time, when there is no data communications occurring, the rest of the program remains fully responsive to the user’s actions. 

WinSock even extends Berkeley’s nonblocking support to functions that could still cause a Berkeley UNIX program to block. The name server’s job is to take as input the plain text representation of a computer’s name and return that computer’s IP address. The name server is usually a networked computer distinct from the one running WinSock programs that you develop. The services of a name server require that a message be sent over the network from the computer using the WinSock program to the computer running the name server. This network communication could take an indeterminate amount of time. WinSock has compensated for that fact by extending the functions that utilize the services of a name server. These functions are among those grouped into a category of functions called the database functions or the getXbyY functions. GetXbyY is used to refer to these database functions because the function names take the form of get X by Y, or put another way: “Given Y, what is the corresponding X?” In the name server example, the function used is called gethostbyname(); given the computer’s name, what is its host information? In Berkeley UNIX, the getXbyY functions may block. WinSock adds asynchronous versions of the getXbyY functions called WSAAsyncGetXbyY. The gethostbyname() function is complimented by the nonblocking WinSock function called WSAAsyncGetHostByName(), for example. A call to a WSAAsyncGetXbyY function returns immediately with an identifying handle. When the actual work performed by the function has completed, a message is sent to the application notifying completion of the function with the specified handle. 
The WinSock asynchronous functions were added primarily for the benefit of the nonpreemptive Windows environment. You may be questioning their worth in the truly preemptive multitasking Windows NT environment. The WSAAsync functions have an important use even in Windows NT. They allow your applications to remain responsive to the user. Users won’t enjoy working with your program if it forces them to wait for completion of a long event. Most users expect a way to cancel operations that take a long time. For example, suppose that you have a program that takes as input a computer’s plain-text name. The user enters the name and then presses a button labeled Look Up, which causes the gethostbyname() function to be called. Using gethostbyname() will cause the program to hang for an indeterminate amount of time until the request is carried out. Under Windows NT other programs would still run, but under Windows the performance of all programs would be degraded. This program could be modified to use WSAAsyncGetHostByName() instead of gethostbyname(). As soon as users press the Look Up button, the WSAAsyncGetHostByName() function is called and returns an identifying handle. If users wish to cancel the search, they can press the Cancel button, which terminates the request with that identifying handle. Users would maintain full control instead of being at the mercy of the program.

Support Files for Building WinSock Applications

To compile an application that uses the WinSock API, you need the WinSock header file WINSOCK.H, which contains all the function prototypes and structure definitions. The WinSock functions your application needs are located in the dynamic link library named WINSOCK.DLL or WSOCK32.DLL depending on whether the 16-bit or 32-bit version of Windows is being targeted. Linking the application requires either WINSOCK.LIB or WSOCK32.LIB depending on whether you’re targeting the 16-bit or 32-bit Windows platform. WINSOCK.H and WSOCK32.LIB are included with Visual C++ 1.1 for Windows NT. WINSOCK.H and WINSOCK.LIB are available from your TCP/IP stack provider.
WSAStartup

The WSAStartup() function initializes the underlying Windows Sockets Dynamic Link Library (WinSock DLL). You will remember that the WinSock API is independent of the specific TCP/IP stack vendor. This is what gives WinSock-compliant applications the capability of running on any number of TCP/IP stacks. The WSAStartup() function gives the TCP/IP stack vendor a chance to do any application-specific initialization that may be necessary. WSAStartup() is also used to confirm that the version of the WinSock DLL is compatible with the requirements of the application.

The prototype of the WSAStartup( ) function follows:

int PASCAL FAR WSAStartup(WORD wVersionRequired, LPWSADATA lpWSAData);
The wVersionRequired parameter is the highest version of the WinSock API the calling application can use. The high-order byte specifies the minor version number and the low-order byte specifies the major version number. The lpWSAData parameter is a pointer to a WSADATA data structure that receives details of the WinSock implementation.

Version Checking

One objective of the WSAStartup() function is to confirm that the WinSock implementation meets the requirements of the application. As of the summer of 1994, Versions 1.0 and 1.1 of WinSock have been released. Most WinSock compliant TCP/IP stacks in use today, including the stacks supplied by Microsoft, implement Version 1.1 of the WinSock specification.

The wVersionRequired parameter in the call to WSAStartup() has a high-order byte that specifies the minor version number and a low-order byte that specifies the major version

number. The following code shows how a wVersionRequired parameter is constructed that has a requirement of WinSock Version 1.0:

wVersionRequired = MAKEWORD(0, 1);

The second parameter to the WSAStartup() function is a pointer to a WSADATA data structure. After the call to the initialization function, this structure contains information detailing the WinSock implementation. The WSADATA structure has the following format:

typedef struct WSAData {


WORD wVersion;


WORD wHighVersion;


char szDescription[WSADESCRIPTION_LEN+1];


char szSystemStatus[WSASYS_STATUS_LEN+1];


unsigned short iMaxSockets;


unsigned short iMaxUdpDg;


char FAR * lpVendorInfo;

} WSADATA;

WSACleanup

The WSACleanup() function is used to terminate an application’s use of WinSock. For every call to WSAStartup() there has to be a matching call to WSACleanup(). WSACleanup() is usually called after your application’s message loop has terminated. In an MFC application, the ExitInstance() member function of the CWinApp class provides a convenient location to call WSACleanup(). The prototype follows:

int PASCAL FAR WSACleanup(void);

WSAGetLastError

The WSAGetLastError() function doesn’t deal exclusively with startup or shutdown procedures, but it needs to be addressed early. Its function prototype looks like 
int PASCAL FAR WSAGetLastError(void);

WSAGetLastError() returns the last WinSock error that occurred. In the MS-DOS or UNIX programming worlds, you’re probably used to examining the errno variable, which is an application-specific global variable available in all programs. Because WinSock isn’t really part of the operating system but is instead a later add-on, errno couldn’t be used.

As soon as a WinSock API call fails, you should call WSAGetLastError() to retrieve specific details of the error. As an example, if WSAStartup() is called with a wVersionRequested, which is earlier than any WinSock API supported by the WinSock DLL, WSAStartup() returns an error indicator.

Calling WSAGetLastError() immediately after the failed call to WSAStartup() reveals the WSAVERNTSUPPORTED error. The other possible error values generated by WSAStartup() are WSASYSNOTREADY, if the network subsystem is failing, and WSAEINVAL, if an invalid argument is passed.

Possible error values for WSACleanup() include WSANOTINITIALIZED if WSAStartup() wasn’t called successfully, WSAENETDOWN if the network subsystem is failing, and WSAEINPROGRESS if a blocking WinSock operation is currently in progress.

Hardware Event


User presses the A key after the edit control has received focus








Hardware event is translated into a Windows message








Message Queue





Message


Window Handle: 1002


Message: WM_CHAR


Message Qualifier: 'A'








Message Loop


Pull the WM_CHAR message from the message queue and check its destination window handle. Find out the window class for that destination window handle and call the window procedure for that window class.








Dispatch the message








Edit Control Window Procedure Provided by the Windows Operating System


Decode the message. If the message is WM_CHAR look at the message qualifier to determine the actual character being received.  Print that character in the edit control window. 





Edit Control Window Procedure


Remains idle until a message comes in for window handle 1000.








Static Control Window Procedure Provided by the Windows Operating System


Remains idle until a message comes in for window handle 1001.








