Internet Protocols
Background
The Internet protocols are the world’s most popular open-system (nonproprietary) protocol suite because they can be used to communicate across any set of interconnected networks and are equally well suited for LAN and WAN communications. The Internet protocols consist of a suite of communication protocols, of which the two best known are the Transmission-Control Protocol (TCP) and the Internet Protocol (IP). The Internet protocol suite not only includes lower-layer protocols (such as TCP and IP), but it also specifies common applications such as electronic mail, terminal emulation, and file transfer. This chapter provides a broad introduction to specifications that comprise the Internet protocols. Discussions include IP addressing and key upper-layer protocols used in the Internet. Specific routing protocols are addressed individually in Part 6, “Routing Protocols.”

Internet protocols were first developed in the mid-1970s, when the Defense Advanced Research Projects Agency (DARPA) became interested in establishing a packet-switched network that would facilitate communication between dissimilar computer systems at research institutions. With the goal of heterogeneous connectivity in mind, DARPA funded research by Stanford University and Bolt, Beranek, and Newman (BBN). The result of this development effort was the Internet protocol suite, completed in the late 1970s.

TCP/IP later was included with Berkeley Software Distribution (BSD) UNIX and has since become the foundation on which the Internet and the World Wide Web (WWW) are based.

Documentation of the Internet protocols (including new or revised protocols) and policies are specified in technical reports called Request For Comments (RFCs), which are published and then reviewed and analyzed by the Internet community. Protocol refinements are published in the new RFCs. To illustrate the scope of the Internet protocols, Figure 27-1 maps many of the protocols of the Internet protocol suite and their corresponding OSI layers. This chapter addresses the basic elements and operations of these and other key Internet protocols.

Figure 1: Internet protocols span the complete range of OSI model layers.
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Network Layer
IP is the primary Layer 3 protocol in the Internet suite. In addition to internetwork routing, IP provides fragmentation and reassembly of datagrams and error reporting. Along with TCP, IP represents the heart of the Internet Protocol suite. The IP packet format is shown in Figure 2.
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Figure 2: IP Packet Format
The fields of the IP packet are as follows:

• Version—Indicates the version of IP currently used.

• IP header length (IHL)—Indicates the datagram header length in 32-bit words.

• Type-of-service—Specifies how a particular upper-layer protocol would like the current datagram to be handled. Datagrams can be assigned various levels of importance through this field.

• Total length—Specifies the length of the entire IP packet, including data and header, in bytes.

• Identification—Contains an integer that identifies the current datagram. This field is used to help piece together datagram fragments.

• Flags—A 3-bit field of which the low-order 2 bits control fragmentation. One bit specifies whether the packet can be fragmented; the second bit specifies whether the packet is the last fragment in a series of fragmented packets.

• Time-to-live—Maintains a counter that gradually decrements down to zero, at which point the datagram is discarded. This keeps packets from looping endlessly.

• Protocol—Indicates which upper-layer protocol receives incoming packets after IP processing is complete.

• Header checksum—Helps ensure IP header integrity.

• Source address—Specifies the sending node.

• Destination address—Specifies the receiving node.

• Options—Allows IP to support various options, such as security.

• Data—Contains upper-layer information.

ICMP

ICMP performs a number of tasks within an IP internetwork. The principal reason it was created was for reporting routing failures back to the source. In addition, ICMP provides helpful messages such as the following:

• Echo and reply messages to test node reachability across an internetwork

• Redirect messages to stimulate more efficient routing

• Time exceeded messages to inform sources that a datagram has exceeded its allocated time to exist within the internetwork

• Router advertisement and router solicitation messages to determine the addresses of routers on directly attached subnetworks

A more recent addition to ICMP provides a way for new nodes to discover the subnet mask currently used in an internetwork. All in all, ICMP is an integral part of any IP implementation, particularly those that run in routers.
Popular ICMP messages 

 Echo (8) and Echo Reply (0) : Used by ping 

 Destination Unreachable (3) : Code shows what is unreachable 

 Source Quench (4) : Buffer overflow forcing sender to slow down transmission rate 

 Redirect (5) : Indicates alternate routers to routers 

 Time Exceeded (11) : Used by trace routing 

IRDP
The ICMP Router Discovery Protocol (IRDP) uses router advertisement and router solicitation messages to discover addresses of routers on directly attached subnets.

The way IRDP works is that each router periodically multicasts router advertisement messages from each of its interfaces. Hosts discover the addresses of routers on the directly attached subnet by listening for these messages. Hosts can use router solicitation messages to request immediate advertisements, rather than waiting for unsolicited messages.

IRDP offers several advantages over other methods of discovering addresses of neighboring routers.

Primarily, it does not require hosts to recognize routing protocols, nor does not it require manual configuration by an administrator.

Router advertisement messages allow hosts to discover the existence of neighboring routers, but not which router is best to reach a particular destination. If a host uses a poor first-hop router to reach a particular destination, it receives a redirect message identifying a better choice.

Transport Layer
The Internet transport layer is implemented by TCP and the User Datagram Protocol (UDP). TCP provides connection-oriented data transport, while UDP operation is connectionless.

Transmission Control Protocol (TCP)

TCP provides full-duplex, acknowledged, and flow-controlled service to upper-layer protocols. It moves data in a continuous, unstructured byte stream where bytes are identified by sequence numbers. TCP can also support numerous simultaneous upper-layer conversations. The TCP packet format is shown in Figure 3.
[image: image3.png]Destiation port

Sequence number

Acknowl

sclgment number

Data offsel

Flags

Window

Checksum

Urgent pointer

Options (+ padding)

Data (variab





Figure 3: TCP Packet Format
The fields of the TCP packet are as follows:

• Source port and destination port—Identify the points at which upper-layer source and destination processes receive TCP services.
• Sequence number—Usually specifies the number assigned to the first byte of data in the current message. Under certain circumstances, it can also be used to identify an initial sequence number to be used in the upcoming transmission.

• Acknowledgment number—Contains the sequence number of the next byte of data the sender of the packet expects to receive.

• Data offset—Indicates the number of 32-bit words in the TCP header.

• Reserved—Reserved for future use.

• Flags—Carries a variety of control information.

• Window—Specifies the size of the sender’s receive window (that is, buffer space available for incoming data).

• Checksum—Indicates whether the header was damaged in transit.

• Urgent pointer—Points to the first urgent data byte in the packet.

• Options—Specifies various TCP options.

• Data—Contains upper-layer information.

User Datagram Protocol (UDP)

UDP is a much simpler protocol than TCP and is useful in situations where the reliability mechanisms of TCP are not necessary. The UDP header has only four fields: source port, destination port, length, and UDP checksum. The source and destination port fields serve the same functions as they do in the TCP header. The length field specifies the length of the UDP header and data, and the checksum field allows packet integrity checking. The UDP checksum is optional.

Upper-Layer Protocols

The Internet Protocol suite includes many upper-layer protocols representing a wide variety of applications, including network management, file transfer, distributed file services, terminal emulation, and electronic mail. Table 27-1 maps the best-known Internet upper-layer protocols to the applications they support.
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Table 1: Internet Protocol/Application Mapping
Internet Protocols Application-Layer Protocols
The Internet protocol suite includes many application-layer protocols that represent a wide variety of applications, including the following:

• File Transfer Protocol (FTP)—Moves files between devices
• Simple Network-Management Protocol (SNMP)—Primarily reports anomalous network conditions and sets network threshold values 

• Telnet—Serves as a terminal emulation protocol

• X Windows—Serves as a distributed windowing and graphics system used for communication between X terminals and UNIX workstations

• Network File System (NFS), External Data Representation (XDR), and Remote Procedure Call (RPC)—Work together to enable transparent access to remote network resources
• Simple Mail Transfer Protocol (SMTP)—Provides electronic mail services

• Domain Name System (DNS)—Translates the names of network nodes into network addresses

Internet Group Membership Protocol
Internet Group Membership Protocol (IGMP), defined in RFC 1112, relies on Class D IP addresses for the creation of multicast groups. By using a specific Class D address, an individual host dynamically registers itself in a multicast group. Hosts identify their group memberships by sending IGMP messages. Traffic is then sent to all members of that multicast group.

Routers listen to IGMP messages and periodically send out queries to discover which groups are active on which LANs. To build multicast routes for each group, routers communicate with each other using one or more of the following routing protocols:

• Distance Vector Multicast Routing Protocol

• Multicast Open Shortest Path First

• Protocol Independent Multicast
ARP 

Whenever an IP datagram needs to be sent, the destination physical network address needs to be acquired. 

The Address Resolution Protocol (ARP) performs this task. ARP lies both at layer 2 and layer 1 of the TCP/IP model. 

ARP builds the ARP table that allows it to translate an IP address to a physical network address. 

When an IP address is not found, the original IP datagram is discarded and an ARP request is sent out as a physical network broadcast 

Routers will not forward physical network broadcast messages. 

Destination will recognise the IP address and will reply using an ARP reply Destination will also learn ARP table entry for sender. 

Read about Proxy ARP that allows transparent subnetting to subnet-less hosts (default gateway is normally used). 

RARP 

Reverse ARP is used by hosts that require an IP address when booted. 

An RARP request is sent to a known network address. The RARP reply fills in the details of the sender’s and receiver’s IP address. 

A server must exist on the network that contains mappings between all MAC addresses and IP addresses. 

The use of DHCP or at least BOOTP is more common nowadays for such hosts. 

