Assignment # 2:

Due Tuesday, Oct. 21, 2003

1. Given a set of n values, 
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 and an associative binary operator 
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, reduction is the process of computing 
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. Addition is an example of an associative binary operator. Hence finding the sum 
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 is an example of reduction. The problem is how quickly can we perform a reduction on a parallel computer. We will assume the reduction operator to be +. Let’s look at the design phase. We can partition the problem into n primitive tasks. We assume n is a power of 2. The brute force approach is all the tasks communicate to the root task. Assume 
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is the time taken to communicate the value to another task and 
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is the time to perform an addition,

a. Is the brute approach a good method? What is the time required to execute this algorithm?

b. What if two tasks co-operate to perform the reduction? That is, we have 2 semi-root tasks, and each is responsible for n/2 elements. One semi-root task sends its subtotal to the other to calculate the grand total. What is the expected execution time of this algorithm?

c. Why not continue this process? That is, let four semi-root tasks be  responsible for n/4 elements. We have increased the communication and concurrency by 4. After 4 subtotals have been computed, two remaining communication/computation steps yield the grand total.  Two message passing steps are sufficient to combine four values into two. What is the expected execution time of this algorithm for 4 semi-root  tasks?

d. Let’s generalize this for p semi-root tasks. What is the expected execution time for this  parallel algorithm?

e. What is the execution time for the sequential algorithm?

2. We have looked at a parallel algorithm for Dikstra’s shortest path problem in class. In that problem we problem we partition the adjacency matrix column-wise. 

a. Suppose we partitioned the adjacency matrix row-wise. Write a pseudo code of the parallel algorithm as we did in class.

b. What do you think are someone of the advantages (if any) or disadvantages (if any) of this version of the partitioning strategy on  the performance of the algorithm. 

3. Write a manager/worker style program to perform matrix-vector multiplication and implement in MPI. The manager process should read the vector from a file and distribute a copy of it to all the workers. Next, the manager should read the matrix from a file and distribute rows of the matrix to the worker process on demand. For each row the manager sends a worker, it should receive in return an element of the solution vector. After all the results have been received, the manager should print the product vector to standard output. Create a matrix of size 100x100 and a vector of size 100. You may use a random generator to do this. Create 10 workers (11 processes, including the manager in total). 

4. A sample program of the non-blocking send and receive calls of MPI are given (called nonblock.c).  Run the program and output the result. What is the program doing? 

Hand In Instructions:

1. Please hand in a hard copy of all the solutions of the assignment. The programs (code and output) should be placed in a floppy also.

2. This time, make sure, you have attached the hardcopy and the floppy together with a clip and place it in a folder. (Otherwise I may lose them).  
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