Ans to the question no 1(a)
No, Brute force approach is not a good one because all processes send data to root process then only root process works other processes/processors are idle so we are wasting processor capability. It takes O (N) time to compute the sum like the sequential algorithm where N=no of data. Also there is communication overhead.

Timing Complexity:

No of process = N, root is included

No of data = N, root has 1 data

So Time to send data to root = (N-1) λ
As root has now N data, Time to compute = (N-1) χ
So total time = Communication + Computation

          = (N-1) λ+ (N-1) χ


= (N-1) (λ + χ)




Ans. to the question no 1(b)

No of process=N including 2 semi root

One semi root handles N/2-1 child 
N/2-1 child sends data to 1st root serially so time = (N/2-1) λ
[Groups are parallel in communication]
Again then semi roots send data to root, one semi root works as root time = λ
So Total communication time = (N/2-1) λ + λ = (N/2-1) λ + λ log (2)

Semi roots calculate parallelly and send data to root then root calculates

So Total computation time = (N/2-1) χ + χ = (N/2-1) χ + χ log (2)
So total time = Communication + computation


      = (N/2-1) λ + λ + (N/2-1) χ + χ


      = N/2λ+N/2χ


       = N/2 (λ + χ)



= (N/2-1) (λ + χ) + (λ + χ) log (2)

 So this is about 2 times improvement over brute force approach.

 



Ans. to the question no 1(c)

Root = 4

Each N/4-1 process sends data to a semi root, Communication time = (N/4-1) λ

4 semi root sends to 2 semi roots Communication time = λ

Again one send to root Time = λ

Hence total communication time = (N/4-1) λ + λ + λ





= (N/4-1) λ + λ log (4)

Each semi root calculates for N/4 data so Computation time = (N/4-1) χ

Then each semi root calculates Computation time = χ

Then root calculates time = χ

So total computation time = (N/4-1) χ + χ + χ




 = (N/4-1) χ + χ log (4)

Hence total time = Communication time + computation time



= (N/4-1) λ + λ log (4) + (N/4-1) χ + χ log (4)

This is also a performance improvement.

If we continue this process performance becomes higher. At no of semi roots = N/2

Then performance is best. Then it becomes a perfect binary tree. Both communication and computation takes log (N) times. Then total time = 2log (N), N = no of processes.

Ans. to the question no 1(d)

When there are P semi roots then 
Communication time = (N/P-1) λ + λ log 
Communication time = (N/P-1) χ + χ log P

Total Time = Communication + Computation = (N/P-1) λ + λ log P + (N/P-1) χ + χ log P

Ans. to the question no 1(e)

 For sequential algorithm total time = (N-1) = O (N), where N= no of Data




Ans. to the question no 2 (a)
 Parallel Dijkstra Algorithm. Row wise partition of Adjacency Matrix:

Let

• Graph G (V, E)

• Each edge vi to vj [(vi, vj)] has a cost cij stored in an adjacency matrix, AdjacencyM. So that AdjacencyM[i] [j] = cij
Step 1:

Let 

N=No of Vertex

P=No of Process

Assumed 1 process/processor

Hence 

• No of local vertices = N/P

• We make a row wise partition of the adjacency matrix

   And assign N/P rows per process. Hence Matrix Size/Process=N/P of original matrix  

• Create 3 arrays of size N/P for each processor:

- Dist: stores the shortest path from source to local vertexes

- Pred: stores the predecessor of a local vertex

- Marker: indicates if the local vertices have been permanently labeled or not. 1 indicates not   marked while 0 indicates marked

Step 2:

• Initialize the distance (Dist array) from the source, s, to all its adjacent vertices

And make Dist[s] =0 by the related process 

- The processor related to source vertex looks at the row wise to all other vertexes where row indicates the outgoing edges

- If AadjacencyM[s] [j]! = 0 then there is an edge s to j and dist[j] needs to be updated

• Send AdjacencyM[s] [j] to the processor working with vertex j that sets 

Dist[j] = AdjacencyM[s] [j]

Alternatively

Source process can broadcast the row AdjacencyM[s] [] to all and every process using this row

Can determine whether there is an edge between source and him.

Alternatively

Each process communicate with source vertex to see is there any edge between source and his vertices if so the process updates dist array

Step 3:


The process working with source vertex, s, marks the source as permanently labeled

-Indicate this in the marker array by setting the corresponding index position of the source to 0.

Step 4:

• Iterate N-1 times

•Iter 1. 

Go to Step 5.

Step 5:

• Find the local minimum.

- Look at all the local vertices serially and get the minimum shortest distance from source seeing distance array “Dist”

- Also find the vertex that produced the minimum distance

- This is local minimum

Step 6:

• Compute the global minimum

- One way, each process broadcast local minimum and let the processes individually compute the

  Global minimum.

• Now every process has

- The global minimum vertex, u.

- The global minimum distance, udist.

• The process that works with u marks it as permanently labeled
Step 7:


Update distance of adjacent vertices of u

-This is mainly done by the process working with u It looks at row wise if AdjacencyM[u] [j]! =0 then there is an edge from u to j

-Sends AdjacencyM[u] [j] to the process working with j that updates dist array of j if needed.

If Dist[j]> udist+AdjacencyM[u] [j] then Dist[j] =udist+AdjacencyM[u] [j]

Alternatively

Each process communicates with the u vertex process and can know if there is an edge between u and his vertices (j) if so he updates dist array

If Dist[j]> udist+AdjacencyM[u] [j] then Dist[j] =udist+AdjacencyM[u] [j]

Alternatively

The u process vertex broadcast the row AdjacencyM[u] [] to all other process.

Then all processes are able to find if there is an edge between u and his vertices (j)

And updates dist array as necessary. 

If Dist[j]> udist+AdjacencyM[u] [j] then Dist[j] =udist+AdjacencyM[u] [j]

Step 8:

• Increment iteration number

- iter = iter+1.

• If iter < N, go to step 5.

Ans to the question no 2(b)

Advantages:

Computation time equal. There is no special advantage of row partition over column partition.
Disadvantage:


Inter process communication is much increased.


At first when initialize dist array with the distance from source then each process has to get data from source vertex process so extra communication


When updating dist array after knowing global minimum and minimum vertex then also each process has to get data from the global minimum vertex process so again extra communication






Ans to the question no 3
Program

#include <malloc.h>

#include <stdio.h>

#include "mpi.h"

#define MAXSIZE 100

#define VECTORTAG 1

#define MATRIXTAG 2

#define DIETAG    0

#define RESULTTAG 3

//the manager process

static void manager(int dim)

{


int output[MAXSIZE][2];//output vector is stored here


int size,rank;// group size and individual rank


int k=0; 


int i,j;

MPI_Comm_size(MPI_COMM_WORLD,&size);//determine total no of processes


int matrix[100][100];//input matrix filled from file


int vector[100];//input vector filled from file


int result;//stores individual output vector item

 
MPI_Status status;


int flag;


int ind;


FILE *in;


int rowSentLast;// keep track which row should be sent next


if ( (in=fopen("vector.dat","r"))==NULL)


{



printf("Can not open vector input file\n");



exit(0);


}


ind=0;

//read vector from file


while(!feof(in))


{




fscanf(in,"%d",&vector[ind]);



ind++;


}




fclose(in);


printf("Manager:The Vector:\n");


for(i=0;i<dim;i++)


{



printf("%d\t",vector[i]);


}


printf("\n");


if ((in=fopen("matrix.dat","r"))==NULL)


{



printf("Can not open matrix input file");



exit(0);


}


i=0;


j=0;


printf("\n");


//read matrix from file to matrix[][] array


while(!feof(in))


{



fscanf(in,"%d",&matrix[i][j]);





j++;



if (j==dim)



{




i=i+1;




j=0;




printf("\n");



}


}


fclose(in);


printf("\nManager: The matrix:\n");


i=0;


j=0;


for(i=0;i<dim;i++)




{



for(j=0;j<dim;j++)



{




printf("%d\t",matrix[i][j]);



}



printf("\n");


}


//send the vector to all worker


//send one row serially to the workers


for(i=1;i<size;i++)


{

flag=MPI_Send(&vector,dim,MPI_INT,i,VECTORTAG,MPI_COMM_WORLD);



if (flag==MPI_SUCCESS) printf ("Manager:Vector sent to %d\n",i);



else printf ("Manager:Vector sent to %d is failed\n",i);

flag=MPI_Send(&matrix[i-1],dim, MPI_INT, i, MATRIXTAG,   MPI_COMM_WORLD );



if (flag==MPI_SUCCESS)



{



 printf ("Manager:%d TH row sent to %d \n",i-1,i);



 output[k][0]=i;



 output[k][1]=0;



 k++;



}



else printf ("Manager:%d th row sent to %d is failed\n",i-1,i);


}


rowSentLast=i-2;

//wait upto a worker finishes, collect result,send the next row of matrix to that worker 


while(rowSentLast<dim-1)


{

flag=MPI_Recv(&result,1,MPI_INT,MPI_ANY_SOURCE,RESULTTAG,MPI_COMM_WORLD,&status);



if (flag==MPI_SUCCESS){

printf("Manager:result from %d\t=%d\n", status.MPI_SOURCE, result );




int l;




for(l=0;l<dim;l++)




{

if ((output[l][0]==status.MPI_SOURCE) && (output[l][1]==0))





{






output[l][1]=result;





}




}



}



else 



{

printf("Manager:Problem in receiving result from %d \n",status.MPI_SOURCE);



}

flag=MPI_Send(&matrix[++rowSentLast],dim,MPI_INT,status.MPI_SOURCE, MATRIXTAG, MPI_COMM_WORLD);



if (flag==MPI_SUCCESS)



{

printf("Manager:On request %d th row is sent to %d\n", rowSentLast, status.MPI_SOURCE);




output[k][0]=status.MPI_SOURCE;



 
output[k][1]=0;



 
k++;



}


}


//receiving the last cycle of result


printf("Manager:receiving finishing results\n");


for(i=1;i<size;i++)


{

flag=MPI_Recv(&result,1,MPI_INT,MPI_ANY_SOURCE,RESULTTAG,MPI_COMM_WORLD,




&status);






if (flag==MPI_SUCCESS) 



{

printf("Manager: result received from %d=%d\n",status.MPI_SOURCE,result);




int l;




for(l=0;l<dim;l++)




{

if ((output[l][0]==status.MPI_SOURCE) && (output[l][1]==0))





{






output[l][1]=result;





}




}



}



else{




printf("Manager:Error receiving finishing result\n");



}


}


//sending die tags to the workers


printf("Manager:Sending Die Tag\n");


for(i=1;i<size;i++)


{



MPI_Send(0,0,MPI_INT,i,DIETAG,MPI_COMM_WORLD);



}


printf("Manager:Finished sending rows\n");


int kk;


//print output vector


for(kk=0;kk<dim;kk++)


{



if (kk==0)




printf("Output Vector\n");



printf("%d\n",output[kk][1]);


}

}

//the worker processes

static void worker(int dim)

{


int result=0,i;


int vector[MAXSIZE];


int lr[MAXSIZE];//to store row sent by manager


MPI_Status status;


int flag;


int rank;


MPI_Comm_rank(MPI_COMM_WORLD,&rank);


//receive vector from manager

flag=MPI_Recv(&vector,dim,MPI_INT,0,VECTORTAG,MPI_COMM_WORLD,&status);


if (flag==MPI_SUCCESS)


{



printf("worker%d: received vector\n",rank);


}


//receive a row from manager, calculate result, send result to manager


for(;;)


{

flag=MPI_Recv(&lr,dim,MPI_INT,0,MPI_ANY_TAG,MPI_COMM_WORLD,&status);



if (flag==MPI_SUCCESS)



{




printf("worker%d: received a row:\n ",rank);




for(i=0;i<dim;i++) printf("%d\t",lr[i]); printf("\n");



}



if (status.MPI_TAG==DIETAG)



{




printf("worker%d:died\n",rank);




return;



}



result=0;



for(i=0;i<dim;i++)



{




result+=vector[i]*lr[i];



}

flag=MPI_Send(&result,1,MPI_INT,0,RESULTTAG,MPI_COMM_WORLD);



if (flag==MPI_SUCCESS)



{




printf("worker%d: sends a result %d\n",rank,result);



}



else



{




printf("worker%d:result send failed",rank);



}


}

}

int main(int argc, char **argv)

{


int dim=0;


int size,rank;


MPI_Init(&argc,&argv);

MPI_Comm_size(MPI_COMM_WORLD,&size);

MPI_Comm_rank(MPI_COMM_WORLD,&rank);


dim =atoi(argv[1]);


if (rank==0)


{



manager(dim); //manager process


}


else{



worker(dim);//worker processes


}


MPI_Finalize();

}

Command:

mpirun -np 3 manager.o 4 //4 indicates dimension of matrix/vector

THE OUTPUT FOR 100*100 MATRIX PLEASE SEE APPENDIX OR FILE  3.OUTPUT.100_100.TXT

Output:

Manager:The Vector:

5
10
15
20


Manager: The matrix:

1
1
1
1


2
2
2
2


3
3
3
3


4
4
4
4


Manager:Vector sent to 1

Manager:0 TH row sent to 1 

Manager:Vector sent to 2

Manager:1 TH row sent to 2 

Manager:result from 1
=50

Manager:On request 2 th row is sent to 1

Manager:result from 2
=100

Manager:On request 3 th row is sent to 2

Manager:receiving finishing results

Manager: result received from 1=150

Manager: result received from 2=200

Manager:Sending Die Tag

Manager:Finished sending rows

worker2: received vector

worker2: received a row:

 2
2
2
2


worker2: sends a result 100

worker2: received a row:

 4
4
4
4


worker2: sends a result 200

worker2: received a row:

 4
4
4
4


worker1: received vector

worker1: received a row:

 1
1
1
1


worker1: sends a result 50

worker1: received a row:

 3
3
3
3


worker1: sends a result 150

worker1: received a row:

 3
3
3
3

worker2:died


worker1:died

Output Vector:

50

100

150

200

Ans to the question no 4

Command: 

mpirun  -np  4  nonblock.o

Output:

No Message is received from rank 1

Rank 2 says Hello

Rank 3 says Hello

Rank 4 says Hello

Rank 5 says Hello

Rank 6 says Hello

No Message is received from rank 7

No Message is received from rank 8

No Message is received from rank 9

Command:

mpirun -np 20 nonblock.o

Output:

No Message is received from rank 1

Rank 2 says Hello

Rank 3 says Hello

Rank 4 says Hello

Rank 5 says Hello

Rank 6 says Hello

No Message is received from rank 7

No Message is received from rank 8

No Message is received from rank 9

No Message is received from rank 10

No Message is received from rank 11

No Message is received from rank 12

No Message is received from rank 13

No Message is received from rank 14

No Message is received from rank 15

No Message is received from rank 16

No Message is received from rank 17

No Message is received from rank 18

No Message is received from rank 19

Command: 

mpirun -np 50 nonblock.o

Output:

No Message is received from rank 1

Rank 2 says Hello

Rank 3 says Hello

Rank 4 says Hello

Rank 5 says Hello

Rank 6 says Hello

No Message is received from rank 7

No Message is received from rank 8

No Message is received from rank 9

No Message is received from rank 10

No Message is received from rank 11

No Message is received from rank 12

No Message is received from rank 13

No Message is received from rank 14

No Message is received from rank 15

No Message is received from rank 16

No Message is received from rank 17

No Message is received from rank 18

No Message is received from rank 19

No Message is received from rank 20

No Message is received from rank 21

No Message is received from rank 22

No Message is received from rank 23

No Message is received from rank 24

No Message is received from rank 25

No Message is received from rank 26

No Message is received from rank 27

No Message is received from rank 28

No Message is received from rank 29

No Message is received from rank 30

No Message is received from rank 31

No Message is received from rank 32

No Message is received from rank 33

No Message is received from rank 34

No Message is received from rank 35

No Message is received from rank 36

No Message is received from rank 37

No Message is received from rank 38

No Message is received from rank 39

No Message is received from rank 40

No Message is received from rank 41

No Message is received from rank 42

No Message is received from rank 43

No Message is received from rank 44

No Message is received from rank 45

No Message is received from rank 46

No Message is received from rank 47

No Message is received from rank 48

No Message is received from rank 49

Observations:


All processes except 0 send a message to process 0


Process 0 tries to receive messages from all other processes


If it can receive message i.e. from process 5 it prints “rank 5 says hello”


Otherwise it prints “no message received from process 5”


If no of process increases then missing rate also increases


Here it is used MPI_ISend i.e. non-blocking send. Non blocking send operation just initiates send but does not wait to be complete the send operation but travels to next instruction. 


After MPI_ISend, MPI_Wait is used which is a blocking operation and waits until 

MPI_ISend completes the send operation. Therefore MPI_ISend + MPI_Wait together   work as blocking send.


It is more or less gives same output if did not use MPI_Wait but theoretically some send may be in problem depending on communication overhead, No of send and communication channel and communication strategy


In the receive operation MPI_IRecv is used to receive and MPI_Test is used to see if it is received or not but MPI_Test does not wait but travels to next instruction. Both of them are nonblocking operation. So we see rank 0 does not receive all messages.


If we just replace MPI_IRecv and MPI_Test with only MPI_Recv i.e. making receiving  blocking then each message is caught by process 0. Please see the appendix file 4.output.s1.txt for data  nonblocks1.c for code


If we just replace MPI_Test with MPI_Wait then also process 0 can receive all the messages from all other processes. Please see the appendix file 4.output.s2.txt for output and nonblocks2.c for code.

