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Distributed Scheduler



The exisiting PVM system scheduled jobs across the virtual machine described in

 the following algorithm

ScheduleTasks

Inputs :  Task parameters, Flags

// Flags indicate the set of host which could be used for schedulin the jobs.

Begin 


Create host table  HT with hosts which satisfy the “flags” conditions.


// Host table described in section PVM design


assign tasks to each host in a circular round robin manner

for each host in HT

do

 send message indicating no. taaks, parameters of tasks to be spawned

 create wait context on the host for the task

done

  End ScheduleTasks

When all the remote hosts acknowlege the task spawn request, send message to the tasks signalling success of operation and tids of tasks created.

Clearly this method of scheduling tasks would result in sub-optimal performance of the virtual machine. Especially in cases where the nodes of the virtual machine experience high loads at intermittent intervals.

Eg. When a graphics workstation is active on one of the nodes of the virtual machine.

It is often the case that the slowest task determines the turnaround time of the

 application. A more intelligent scheduler would avoid loading already heavily

 loaded nodes resulting in both, better resource utlization and speed-up.

Enhanced PVM scheduler

We intend to implement a scheduler which considers the static and dynamic factors which could effect the scheduling decision.

The key components of the scheduler as described in chapter 2 have been implemented as follows.

· Participation Policy

All nodes which satisfy the task requirements as indicated by the flags parameter are  selected. Apart from this the nodes whose load exceed a threshold value are excluded from the scheduling algorithm.

· Location Selection Policy
This is ignored as the existing PVM system has well defined mechanisms to handle heterogenuity, and explicit loacation selection. 

· Candidate Selection Policy
This policy is also present in the exixting system. All task-spawn requests which do not  have explicit choices as of the host on which they have to be spawned, become “candidates” for distribution in the load distribution algorithm.

· Load Metric Mechanism
The load metric mechanism will be discussed in detail in the following section.
· Load Communication Mechanism 

Load communication is achieved in the following manner. Load information collected at a node as determined by the “load metric policy” is to be distributed to every other node in the system. On receiving load from a remote node, a node may choose to update its estimate of the load on the remote machine in one of the 3 folowing ways.

i) Use a history factor to update the average load info about the remote node.

ii) Accept the load information as it is, ( same as (i) with history factor 0 )

iii) Reject load information as reciever has better estimate. ( e.g. immediately after spawning a tasks to a remote node, the load info received from that node could be inconsistent. )

The value to be assigned to the “history factor” of a node would depend on the kind of  activities the node is utilized for. 

· Transfer Mechanism
The existing mechanism is used with slight modifications to include additional task parameters.

The Load Metric Mechanism

The aim of the load metric mechanism is to find an workload descriptor which is representative of the processing power of a given node. It should be noted that the objective of the scheduling algorithm is to minimize the turn around time of an application using the PVM system and not to achieve load balancing across the system. However it could well turnout that load balacing would result out of such an

The following assumptions are made in this mechanism.

· No priori knowledge about the resource requirement of incoming tasks.

· Turnaround time of the task as the performance criteria. 

A goodness value is assigned to each node which is refelects the number of tasks that can be scheduled on the node to minimize the turnaround time of the application. This goodness value is infact a combination of the static processing power of the load as well as the dynamic workload on it.

The effects of the following factors which could infulence this ‘goodness’ value on a load were analysed.

· Static factors

· CPU clock speed

· Size of Random Acesess Memory (RAM)

· MIPs Rating of the node ( Performance of  FPU)

· Number of CPUs per node.

· Dynamic Factors

· Number of running processes.

· Priorities of running processes

· Amount of free RAM

· However, effects of some important factors which were ignored are.

· Speed of various I/O channels

· Cache size, and processor cache coupling.

CPU clock speed 

The effect of this factor on the turnaround time of an representative application was measured under similar load conditions. In order to nullify the effects of static factors such as RAM and cache sizes the benchmarking program code as well as data were kept small, designed to fit entirely in L1 cache of the node with the smallest L1 cache.

The results obtained below indicate that CPU clock speed could be used as a measure of system performance provided all other factors are similar. 

However even in homogenous systems ( with similar achitectures ) the effect of scalability of RAM, I/O channels with the CPU speed also needs to be considered.

CPU Speed vs turn-around time
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Size of RAM, Free RAM

Most modern systems have RAM sizes in excess of 128MB. This is much larger than the expected memory requirements of most jobs in the HPC realm. 

However when the free RAM of the system falls below a certain threshold value the system experiences high sapping activity which effects the turn around time of the benchmark. 

Hence we consider the effect of RAM only when the free RAM in the system fall below a certain threshold value, anticipating that addition of new processes would result in swapping there by decrease increasing the turn around time.

This approach has been adopted successfully in the design of the MOSIX Operating System, with the threshold value set to a value in the order of 1MB of free RAM.

Number of running processes

The effect of number of processes in run state (run queue length) having same priority as the benchmarking program is found is shown below. This parameter has traditionally been the most important criterion for load estimation, considering the ease with which it can be obtain and the direct impact it has on the system performance. 
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Our results show that run-queue length linearly effects the turn around time of an application on the node.

Effect of static process priority

The effect of nice priority of a process, relative to other running process in the system is studied here. The results of the study indicate that this often-ignored factor could have a profound impact on the turn around time of an application. 

This result gains importance from the fact that PVM system is often used on network of workstations and hence it is important that PVM applications do not abuse the processing power of remote hosts by affecting the turnaround time of local processes on the remote host.

We plan to modify the design of PVM to allow the user to vary the priority of processes spawned by PVM. With such a facility it becomes necessary to estimate effects of the relative priority with respect to other running processes to estimate the node ‘goodness’

Given bellow is the effect of having processes with different priorities in the run-queue on the turnaround time of the application.
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We find that the there is exponential increase in the turnaround time of the process with respect to nice priorities of other running processes.

MIPS rating of the node

This value calculated using the standard Whetstone benchmark program (refer Appendix) is a measure of performance of the floating-point unit of the system. This benchmark also does not give any indication on the effects of cache sizes and speeds. However variants of this benchmark are often used to determine the raw computation power of processors. All in all, this benchmark gives a better estimate than factors such as CPU speed, on the ‘goodness’ of the system.

Number of CPUs per node

This factor needs to be considered considering PVM ports to multiprocessor SMP based systems. The best case would be that the number of CPUs result in a linear speed up on the performance of the system. We shall assume such behavior because we expect CPU bound processes with very limited I/O to form the bulk of the job mix input to the scheduler.

Conclusion

As a result of our study we boil down to CPU MIPS rating, number of processor on the node, run queue length, priorities of the processes in the run queue as factors, which determine the goodness value of the node.

Each of the factors would be assigned weights in order to predict the turn around time of the node at given load conditions.

The threshold value for free RAM would be assumed to be 1MB, considering the success of this approach in the MOSIX system. 

 Design and implementation
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Load information mechanism 
-
Data Structures used

LoadInfo 

integer FreeRam

//  Free RAM on the node

integer MIPSrating
//  Mips rating determined by whetstone test

integer AvgLoad

//  1 min load maintained by Linux kernel

integer noCPUs

//  No. of CPUs on the node

integer  RunQueueLength
//  No if running processes on the node

integer Priorities[ ] 
//  Prorities of running processes

Load information mechanism 
-
Operations

GetLoadInfo

Called by( PVM Daemon work( ) loop, at every DDLOADTIME interval


INPUT 
: None
 

OUPUT
: LoadInfo

BEGIN

Execute the sysinfo call to get free ram

Scan /proc file system

FOR every process in /proc

DO

Check /proc/pid/stat file for status

If status = = Running

IF
process marked “found once”

Add process info to load

ELSE

Mark process as “found once”.

ENDIF

Else



Sleeping process, ignore

Endif

Done //loop ends

Unmark all processes marked “found once” in previous invocation to get load info.

Return Load Info

End 

Remarks

The algorithm is invoked every 5 seconds in the work loop of the PVM daemon. Hence the algorithm ensures that transient process which execute for periods less than 5 seconds are not considered as load by the system.

However if short processes form the bulk of the system load the “found once” approach should be discarded and a learning component be used at the load receiver.

DistributeLoadInfo


Called by( PVM Daemon work( ) loop, after getloadinfo( ) is called.

INPUT

: 
Load Info

// Returned by GetLoadInfo operation 

BEGIN


FOR every host in the HostTable


DO



Create DM_LOAD packet



Pack Load info into packet



Pack static values

// MIPS rating etc.



Send load info

DONE

END

AcceptLoadInfo

Called by( PVM Daemon netinpkt( ), when a message with tag DM_LOAD is received.

INPUT

: 
Message

// Containing load info

:
Host Descriptor
// of sender 

BEGIN




Recieve DM_LOAD packet




IF ( load received in window interval )




Discard load information




ELSE




Unpack message into Host Descrptor -- > Load info 




ENDIF

END

Scheduling mechanism

-
Data Structures used

HostDescriptor 

String 

Host-name

//  Free RAM on the node

Integrer 
Host-idenifier

Integer

Host digital signature

Sockaddr
hOSTsocket address

Packet 

*SendQueue

Packet 

*RecvQueue

Flaot 

alpha


// learning factor

Integer 
freeRAM

Integer 
MIPSrating


integer 
AvgLoad


integer 
noCPUs


integer  
RunQueueLength
// these field same as loadinfo

integer 
Priorities[ ] 


Host Table



integer 
host_count

// count of hosts in VM



integer

master


// id of master host



integer

local


// id of local host



// constants used for goodness determination



float

a1, a2, a3, a 4, a5, a6, a7




integer 
ramthresh

// threshold value of free ram



float 

loadthresh

// threshold value for excess load



float

avgload

// avg per host load in system



integer

RAMfactor



// goodness inhibitor when RAM threshold reached



struct host descriptor ** hosts



// doubly linked list of host descriptor

Scheduling mechanism

-
Operations 
ht_new( ) 


//
create new host table

ht_addhost(ht, hp)

// 
add host to host table

ht_delhost(ht,hp)

// 
delete host from host table

ht_gethost( int id)

// 
retrieve host from host table

ht_bestnode

Called by( The function myassigntasks( ) when a user task requests a pvm_spawn.

input

:
ht
host table with valid hosts




prio 
priority of process to be spawned

output

:
index 
to best host in host-table

BEGIN

bestgoodness ( low ;



FOR every host hp in host-table ht



DO




x  ( hd_goodness(ht,hp,prio)




IF (x > bestgoodness )





Bestgoodness 
(  x




Best index 
(  current host index;

ENDIF


DONE

Return bestindex;

END

Remarks


The procedure calculates the average load in the system and calls the function hd_goodness for every node, which evaluates the goodness of the node with the current load information in the host descriptor of the node and return the values.

hd_goodness

Called by( The function ht_bestnode( ), for every node in the host-table.

input

:
ht
host table which has set of participating hosts

hp
pointer  to host descriptor whose goodness needs to be evaluated



prio 
priority of process to be spawned

output

:
goodness of given host 

BEGIN

Float goodness

//
Initialization

goodness 
(
hp.ncpu * hp.mips


factor 

(
1.0

// 
Initialization ends



FOR every running process in host-descriptor hp



DO





temp 
( 
priority of running process





factor  ( 
factor 
 +
weight( prio, temp ) 




DONE




goodness = goodness / factor ;

 

IF( hp.freeram < ht.ramthresh )
// Free ram less than threshold ?








goodness ( goodness / ht.ramfactor 


// decrement goodness by factor



ENDIF



IF 
( hp.NoRunningProcs > ht.avgload + ht.thresh )



//
host exceed average system load by threshold




goodness ( 0

// exclude host from participation


ENDIF


return goodness;

END

Remarks

The above function implements the load metric and participation policies of the scheduler. The function weight (priority , x ) makes use of the constants in the host table to returns the factor by which the goodness of the node has to be decremented for each running process of priority x.

Node threshold value

Indicates how the maximum number of processes that are allowed to run on a node more than the average system load. Each node has its own threshold value. This value has no significance for the slower nodes of the system. But for the most powerful nodes should have values which indicate their relative superiority ( in turnaround time) with respect to the average load in the system.

A low value of threshold  ~1.0 ensures load balancing in the system.

A high threshold value has to be used for nodes whose processing power exceeds the average processing power of the system by a large margin.

The value threshold is set at 2.75 for the node cseibm.

myassign_tasks

Called by( The function tm_spawn in two cases, firstly when a spawn request is received from a user-task and when a wait-context for the request are cleared with numtasks set to zero.

input

:
WaitContext
//
wait context containing task parameters






//
filename of executable






//
command line arguments






//
host-table of hosts satisfying where options






//
wait context id






//
no of copies






//
nice priority to be spawned with

output

:
none

BEGIN



IF( WaitContext.HostTable is empty )




Mark failure status ans PvmNoHost




Create response message to task spawn request




Pack wait context result




Send message



ENDIF



If( WaitCiontext .NumTasks = = 0 )




// called when wait context is cleared




Create response message to task spawn request




Pack wait context result




Send message



ENDIF


FOR every task in task vector


DO



temp 
(
ht_bestnode(ht, spawn priority)



increment tasks assigned to host_table[ temp ];



IF ( task is UserTask )




Increment load info for host




Set timer interval to reject load info from that host

ENDIF

 
DONE


FOR every host in host-table


DO



IF host is assigned task




Create wait context on the host.




Creat DM_EXEC request message




Pack task paramenter into message




Send message



ENDIF


DONE


Return;

END

Remarks



myassign_tasks( ) is the function which implements the scheduling policy. It uses a greedy algorithm to assign nodes to tasks. For each task to be spawned it determines the best possible node and completes the assignment. If the task is marked as a user task it increments its estimate of the load at the remote host to which the task is assigned, and in turn rejects load information from the host  for a window interval.

A sequence diagram describing the above is shown below

Sequence diagram for the task spawn operation




pvm_spawn











































































































































































User Interface to the Scheduler

The pvm_spwanprocs( ) function 

Parameters

pvm_spawnprocs

( char *task, char **argv, int flag, char* where , int ntask, int * tids, int priority)

where 

task:

name of executable file

argv:

pointer to command line arguments

flag:

destination options

where:

allowed hosts

ntask:

number of copies to be spawned

tids:

tids of tasks spawned

priority:
nice priority of spawned task]

flag is to be set to PvmTaskIsUser if the spawned task is expected to be load consuming.

Testing and Results




Distributed Scheduler




The enhanced distributed scheduler was tested using a parallel matrix multiplication program developed for the purpose.

Speedup achieved by using PVM

Firstly, the speedup obtained by using the PVM system consisting of the four nodes is shown below. The experiment involved varying the order of the matrix over a range of 50 to 800, for one to four processors. Matrix multiplication being an embarrassingly parallel problem, shows near linear speed up with the number of nodes in the cluster and hence can be termed as an “ideal” job for the PVM system.
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The term speedup being calculated as follows  

Speedup =  T(serial execution) / T( parallel execution)

Conclusions

The  graph clearly indicates that the speed up is evident when the order of the matrix is greater than 100. For smaller sizes the communication overhead inhibits any performance benefit achieved due to parallelism.

Performance of enhanced scheduler

To measure the performance of the enhanced scheduler the following method was used. Background processes of varying priorities were made to run on the nodes of the cluster, following which the matrix multiplication program was run with 4 sub tasks to be spawned.

The turnaround time of the application while running on top of the modified and unmodified scheduler are illustrated below. 
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Notation

H1  
cseibm




H2  
cslinux


H3
rhlinux



H4
oulniux


Columns 1-4 indicate the number of running process on each of the hosts.

Columns 6-9 indicate the number of tasks scheduled at each node.

T(WS) is the turn around time obtained using the weighted scheduling.

T(RR) is the turnaround time obtained using the round robin scheduler.


Speed up is measured as T(RR)/T(ss)

Analysis





inter daemon communication



Inter daemon communication is achieved by using UDP datagrams.  High level PVM system messages are converted into packets which are exchanged between daemons.

A packet is of the following format
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· TIDs are the task identifiers of the source and destination taks of the message.

· Sequence field is the identifier of the packet.

· Ack numbers are acknowledgements to packets received by the daemon. 

· The bit fields have the following meaning

· SOM(EOM) - start (end) of message, cleared for intervening fragments 

· DAT - packet contains data - must be delivered (sequence number is valid) 

· ACK - ack field is valid 

· FIN - closing connection 

The PVM daemon creates a new packet for every data packet received to acknowledge the successful reception of the packet.

An estimate of the round trip time, for every destination host, is maintained by the daemon. If the acknowledgement for a sent packet is not received with the round trip interval the packet is re-sent. This is repeated for a certain number of time before the daemon assumes that the remote node is dead.

implementation




inter daemon communication

The data structures and algorithm involved in implementing piggybacking over inter daemon communication  is described below.

Data structures

Per host output queue 


// for each destination host

Global output queue


// packets sent and awaiting acknowledgements

Last valid sequence number per host

Unordered global receive queue.

Algorithm

Poll socket descriptor for input.

If packet is received then
Check for errors,
Verify digital signature
If no error then

Check flags


IF 

FFACK is set remove packet waiting for the acknowledgement from global output queue

ENDIF

IF FFDAT is set then

// packet requires acknowledgement 

Check global output queue for packets to the destination.

IF packet destined for that host is present

Set flags FFACK, and ack number to required value.

ENDIF

IF packet present in per host output queue

Set acknowledgement number to received packet sequence number

Move packet to global output queue, and set flag, ack number.

ENDIF


IF no packet found

Create explicit acknowledgement.

ENDIF

ENDIF

Testing and results



inter daemon communication



Implementing piggy backing on top of the PVM inter daemon communication mechanism resulted in negligible improvement in performance. This could be attributed to the fact that the LAN is fast enough to handle the load generated by PVM system in most cases. Hence there are very few pending packets present in the global output queue which could be selected for piggybacking.

However on slower networks ( relative to processing speeds of hosts ) there is scope for improved performance by using this feature.      
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