Connection Pooling 

in Java

What is Connection Pooling?

Connection pooling is a technique of creating and managing a pool of connections that are ready for use by any thread that needs them.

This technique of "pooling" connections is based on the fact that most applications only need a thread to have access to a JDBC connection when they are actively processing a transaction, which usually take only milliseconds to complete. When not processing a transaction, the connection would otherwise sit idle. Instead, connection pooling allows the idle connection to be used by some other thread to do useful work.

In practice, when a thread needs to do work against a MySQL or other database with JDBC, it requests a connection from the pool. When the thread is finished using the connection, it returns it to the pool, so that it may be used by any other threads that want to use it.

When the connection is "loaned out" from the pool, it is used exclusively by the thread that requested it. From a programming point of view, it is the same as if your thread called DriverManager.getConnection() every time it needed a JDBC connection, however with connection pooling, your thread may end up using either a new, or already-existing connection.

What Benefits are there to Connection Pooling?

Connection pooling can greatly increase the performance of your Java application, while reducing overall resource usage. The main benefits to connection pooling are:

Reduced connection creation time 

While this is not usually an issue with the quick connection setup that MySQL offers compared to other databases, creating connections still has networking and JDBC driver overhead that will be avoided if connections are "recycled."

Simplified programming model 

When using connection pooling, each individual thread can act as though it has created its own JDBC connection, allowing you to use straight-forward JDBC programming techniques.

Controlled resource usage 

If you don't use connection pooling, and instead create a new connection every time a thread needs one, your application's resource usage can be quite wasteful and lead to unpredictable behavior under load.

Remember that each connection to MySQL has overhead (memory, CPU, context switches, etc) on both the client and server side. Every connection limits how many resources there are available to your application as well as the MySQL server. Many of these resources will be used whether or not the connection is actually doing any useful work!

Connection pools can be tuned to maximize performance, while keeping resource utilization below the point where your application will start to fail rather than just run slower.

Connection Pooling 



Note: Connection pooling is supported only on the Java 2 SDK, v 1.4.1, and later releases. 



The Connection Creation section described when connections are created. It described how several Context instances can share the same connection. In this type of sharing, operations from the different Context instances are multiplexed onto the same connection. You can control the degree of sharing by deciding when to create a new initial context and when to obtain a derived Context instance from an existing Context instance. This type of connection sharing satisfies most applications. 

Another type of connection sharing supported by the LDAP service provider is called connection pooling. In this type of sharing, the LDAP service provider maintains a pool of (possibly) previously used connections and assigns them to a Context instance as needed. When a Context instance is done with a connection (closed or garbage collected), the connection is returned to the pool for future use. Note that this form of sharing is sequential: a connection is retrieved from the pool, used, returned to the pool, and then, retrieved again from the pool for another Context instance. 

The pool of connections is maintained per Java runtime system. As such, it can be used by all of the ways in which a connection can be created, as described in the Connection Creation section. For example, a connection required for processing a referral can use a pooled connection, as can a connection required for constructing an InitialContext. For some situations, this can improve performance significantly. For example, only one connection is required for processing a search response that contains four referral references to the same LDAP server if connection pooling is used. Without connection pooling, such a scenario would require four separate connections. 

A pooled connection can be shared by multiple Context instances, using the same model described in the Connection Creation section. The only difference is that the underlying connection might have come from a pool instead of being created fresh. 

The rest of this lesson describes in more detail how to use connection pooling. 

How to Use Connection Pooling

You request connection pooling by adding the property, "com.sun.jndi.ldap.connect.pool" to the environment properties passed to the initial context constructor. Here is an example. 

// Set up environment for creating initial context

Hashtable env = new Hashtable(11);

env.put(Context.INITIAL_CONTEXT_FACTORY, 

    "com.sun.jndi.ldap.LdapCtxFactory");

env.put(Context.PROVIDER_URL, "ldap://localhost:389/o=JNDITutorial");

// Enable connection pooling

env.put("com.sun.jndi.ldap.connect.pool", "true");

// Create one initial context (Get connection from pool)

DirContext ctx = new InitialDirContext(env);

// do something useful with ctx

// Close the context when we're done

ctx.close();   // Return connection to pool

// Create another initial context (Get connection from pool)

DirContext ctx2 = new InitialDirContext(env);

// do something useful with ctx2

// Close the context when we're done

ctx2.close();   // Return connection to pool

This example creates two initial contexts in succession. The second initial context will reuse the connection used by the first. To run this program and observe how the connections are retrieved and returned to the pool, use the following command line. 

#java -Dcom.sun.jndi.ldap.connect.pool.debug=fine UsePool

This should produce output that looks as follows. 

Create com.sun.jndi.ldap.LdapClient@5d173[localhost:389]

Use com.sun.jndi.ldap.LdapClient@5d173

{ou=ou: NewHires, objectclass=objectClass: top, organizationalUnit}

Release com.sun.jndi.ldap.LdapClient@5d173

Use com.sun.jndi.ldap.LdapClient@5d173

{ou=ou: People, objectclass=objectClass: top, organizationalunit}

Release com.sun.jndi.ldap.LdapClient@5d173

You can decide when and where to use pooling by including or omitting the "com.sun.jndi.ldap.connect.pool" property, and thus control pooling on a per-context basis. In the previous example, if you removed this property from the environment properties before creating the second initial context, the second initial context would not use a pooled connection. The presence of this property in the environment also determines whether pooled connections are used for referral handling and processing of LDAP URLs passed to the initial context. For example, when this property is present in the environment when the provider is processing a referral, the provider will use a pooled connection for the referral. 

The LDAP provider keeps track of whether a connection is being used through indications from the application. It assumes that an application that is maintaining an open context handle is using the connection. Therefore, in order for the LDAP provider to properly manage the pooled connections, you must be diligent about invoking Context.close() on contexts that you no longer need. 

Bad connections are automatically detected and removed from the pool by the LDAP provider. The probability of a context ending up with a bad connection is the same regardless of whether connection pooling is used. 

Creation Timeout

The pool of connections maintained by the LDAP service provider may be limited in size; this is described in detail in the Connection Pooling Configuration section. When connection pooling has been enabled and no pooled connection is available, the client application will block, waiting for an available connection. You can use the "com.sun.jndi.ldap.connect.timeout" environment property to specify how long to wait for a pooled connection. If you omit this property, the application will wait indefinitely. 

This same property is also used to specify a timeout period for establishment of the LDAP connection, as described in the Connection Creation section. 

When Not to Use Pooling

Pooled connections are intended to be reused. Therefore, if you plan to perform operations on a Context instance that might alter the underlying connection's state, then you should not use connection pooling for that Context instance. For example, if you plan to invoke the Start TLS extended operation on a Context instance, or plan to change security-related properties (such as "java.naming.security.principal" or "java.naming.security.protocol") after the initial context has been created, you should not use connection pooling for that Context instance because the LDAP provider does not track any such state changes. If you use connection pooling in such situations, you might be compromising the security of your application. 

Code For use Pool

/* 

 * "@(#)UsePool.java
1.2
02/11/01 SMI"

 * 

 * Copyright 2002 Sun Microsystems, Inc. All Rights Reserved.

 * 

 * Sun grants you ("Licensee") a non-exclusive, royalty free,

 * license to use, modify and redistribute this software in source and

 * binary code form, provided that i) this copyright notice and license

 * appear on all copies of the software; and ii) Licensee does not 

 * utilize the software in a manner which is disparaging to Sun.

 *

 * This software is provided "AS IS," without a warranty of any

 * kind. ALL EXPRESS OR IMPLIED CONDITIONS, REPRESENTATIONS AND

 * WARRANTIES, INCLUDING ANY IMPLIED WARRANTY OF MERCHANTABILITY, 

 * FITNESS FOR A PARTICULAR PURPOSE OR NON-INFRINGEMENT, ARE 

 * HEREBY EXCLUDED.  SUN AND ITS LICENSORS SHALL NOT BE LIABLE 

 * FOR ANY DAMAGES SUFFERED BY LICENSEE AS A RESULT OF USING, 

 * MODIFYING OR DISTRIBUTING THE SOFTWARE OR ITS DERIVATIVES. IN 

 * NO EVENT WILL SUN OR ITS LICENSORS BE LIABLE FOR ANY LOST 

 * REVENUE, PROFIT OR DATA, OR FOR DIRECT, INDIRECT, SPECIAL,

 * CONSEQUENTIAL, INCIDENTAL OR PUNITIVE DAMAGES, HOWEVER 

 * CAUSED AND REGARDLESS OF THE THEORY OF LIABILITY, ARISING OUT 

 * OF THE USE OF OR INABILITY TO USE SOFTWARE, EVEN IF SUN HAS 

 * BEEN ADVISED OF THE POSSIBILITY OF SUCH DAMAGES.

 * 

 * This software is not designed or intended for use in on-line

 * control of aircraft, air traffic, aircraft navigation or aircraft

 * communications; or in the design, construction, operation or

 * maintenance of any nuclear facility. Licensee represents and warrants

 * that it will not use or redistribute the Software for such purposes.  

 */

import javax.naming.*;

import javax.naming.directory.*;

import java.util.Hashtable;

/**

 * Demonstrates how to enable connection pooling. Use debug option

 * to observe connection usage.

 *

 * usage: java -Dcom.sun.jndi.ldap.connect.pool.debug=fine UsePool

 */

class UsePool {

    public static void main(String[] args) {


// Set up environment for creating initial context


Hashtable env = new Hashtable(11);


env.put(Context.INITIAL_CONTEXT_FACTORY, 


    "com.sun.jndi.ldap.LdapCtxFactory");


env.put(Context.PROVIDER_URL, "ldap://localhost:389/o=JNDITutorial");


// Enable connection pooling


env.put("com.sun.jndi.ldap.connect.pool", "true");


try {


    // Create one initial context (Get connection from pool)


    DirContext ctx = new InitialDirContext(env);


    System.out.println(ctx.getAttributes("ou=NewHires"));


    // do something useful with ctx


    // Close the context when we're done


    ctx.close();   // Return connection to pool


    // Create another initial context (Get connection from pool)


    DirContext ctx2 = new InitialDirContext(env);


    System.out.println(ctx2.getAttributes("ou=People"));


    // do something useful with ctx2


    // Close the context when we're done


    ctx2.close();   // Return connection to pool


} catch (NamingException e) {


    e.printStackTrace();


}

    }

}

Connection Pooling Configuration 

Connection pooling is configured and maintained per Java runtime. Connections are not shared across different runtimes. To use connection pooling, no configuration is required. Configuration is necessary only if you want to customize how pooling is done, such as to control the size of the pools and which types of connections are pooled. 

You configure connection pooling by using a number of system properties at program startup time. Note that these are system properties, not environment properties and that they affect all connection pooling requests. 

Here is an example of a command line that sets the maximum pool size to 20, the preferred pool size to 10, and the idle timeout to 5 minutes for pooled connections. 

# java -Dcom.sun.jndi.ldap.connect.pool.maxsize=20 \

       -Dcom.sun.jndi.ldap.connect.pool.prefsize=10 \

       -Dcom.sun.jndi.ldap.connect.pool.timeout=300000 \

    UsePool

The following table lists the system properties for configuring connection pooling. They are described in more detail in the rest of this section. 

	System Property Name
	Description
	Default

	com.sun.jndi.ldap.connect.pool.authentication
	A list of space-separated authentication types of connections that may be pooled. Valid types are "none", "simple", and "DIGEST-MD5". 
	"none simple"

	com.sun.jndi.ldap.connect.pool.debug
	A string that indicates the level of debug output to produce. Valid values are "fine" (trace connection creation and removal) and "all" (all debugging information). 
	 

	com.sun.jndi.ldap.connect.pool.initsize
	The string representation of an integer that represents the number of connections per connection identity to create when initially creating a connection for the identity. 
	1

	com.sun.jndi.ldap.connect.pool.maxsize
	The string representation of an integer that represents the maximum number of connections per connection identity that can be maintained concurrently.
	no maximum size

	com.sun.jndi.ldap.connect.pool.prefsize
	The string representation of an integer that represents the preferred number of connections per connection identity that should be maintained concurrently.
	no preferred size

	com.sun.jndi.ldap.connect.pool.protocol
	A list of space-separated protocol types of connections that may be pooled. Valid types are "plain" and "ssl". 
	"plain"

	com.sun.jndi.ldap.connect.pool.timeout
	The string representation of an integer that represents the number of milliseconds that an idle connection may remain in the pool without being closed and removed from the pool. 
	no timeout


What Gets Pooled

When you request that a Context instance use connection pooling by using the "com.sun.jndi.ldap.connect.pool" environment property, the connection that is used might or might not be pooled. The default rule is that plain (non-SSL) connections that use simple or no authentication are allowed to be pooled. You can change this default to include SSL connections and the DIGEST-MD5 authentication type by using system properties. To allow both plain and SSL connections to be pooled, set the "com.sun.jndi.ldap.connect.pool.protocol" system property to the string "plain ssl". To allow connections of anonymous (none), simple and DIGEST-MD5 authentication types to be pooled, set the com.sun.jndi.ldap.connect.pool.authentication system property to the string "none simple DIGEST-MD5". 

There are a couple of environment properties that automatically disqualify a Context instance from using a pooled connection. A Context instance cannot use a pooled connection if it has its "java.naming.ldap.factory.socket" property set to a custom socket factory class, or its "java.naming.security.sasl.callback" property set to a custom callback handler class, or its "com.sun.jndi.ldap.trace.ber" property set to enable protocol tracing. 

How Connections are Pooled

When a Context instance requests to use a pooled connection, the LDAP provider needs to determine whether the request can be satisfied by an existing pooled connection. It does this by assigning a connection identity to each pooled connection and checking whether the incoming request has the same connection identity as that of one of its pooled connections. 

A connection identity is the set of the parameters required to create a possibly authenticated LDAP connection. Its composition depends on the authentication type of the request, as shown in the following table. 

	Authentication Type 
	Connection Identity Contents

	none
	· connection controls 

· host name, port number as specified in the "java.naming.provider.url" property, referral, or URL supplied to the initial context 

· the contents of the following properties: 

· java.naming.security.protocol

· java.naming.ldap.version

	simple
	· all of the information listed for none 

· the contents of following properties: 

· java.naming.security.principal

· java.naming.security.credentials

	DIGEST-MD5
	· all of the information listed for simple 

· the contents of following properties: 

· java.naming.security.sasl.authorizationId

· java.naming.security.sasl.realm

· javax.security.sasl.qop

· javax.security.sasl.strength

· javax.security.sasl.server.authentication

· javax.security.sasl.maxbuffer

· javax.security.sasl.policy.noplaintext

· javax.security.sasl.policy.noactive

· javax.security.sasl.policy.nodictionary

· javax.security.sasl.policy.noanonymous

· javax.security.sasl.policy.forward

· javax.security.sasl.policy.credentials


Pool Sizes

The LDAP provider maintains pools of connections; each pool holds connections (either in-use or idle) that have the same connection identity. There are three sizes that affect the management of each pool. These sizes are global and affect all pools. 

The initial pool size is the number of connections per connection identity that the LDAP service provider creates when first creating the pool (which corresponds to when the application first requests a pooled connection for that connection identity). Authentication of each connection in the pool is performed on demand, as the connection gets used. By default, the initial pool size is 1 and can be changed by using the system property "com.sun.jndi.ldap.connect.pool.initsize". It is typically used at application start-up time to prime the pool with a certain number of connections to a server. 

The maximum pool size is the maximum number of connections per connection identity that can be maintained concurrently by the LDAP service provider. Both in-use and idle connections contribute to this number. When the pool size reaches this number, no new connection for the corresponding connection identity may be created until a connection in the pool has been removed (i.e., the physical connection is closed). When the pool size reaches the maximum and all of the connections in the pool are in use, the application's request for a connection from that pool is blocked until a connection in the pool either becomes idle or is removed. A maximum pool size of 0 means that there is no maximum size: A request for a pooled connection will use an existing pooled idle connection or a newly created pooled connection. 

The preferred pool size is the preferred number of connections per connection identity that the LDAP service provider should maintain. Both in-use and idle connections contribute to this number. When an application requests the use of a pooled connection and the pool size is less than the preferred size, the LDAP provider will create and use a new pooled connection regardless of whether an idle connection is available. When an application is finished with a pooled connection (by invoking Context.close() on all contexts that share the connection) and the pool size is greater than the preferred size, the LDAP provider will close and remove the pooled connection from the pool. A preferred pool size of 0 means that there is no preferred size: A request for a pooled connection will result in a newly created connection only if no idle ones are available. 

Note that the maximum pool size overrides both the initial and preferred pool sizes. For example, setting the preferred pool size greater than the maximum pool size is effectively setting it to the maximum pool size. 

Idle Connections

When the application is finished with a pooled connection (by invoking Context.close() on all contexts that share the connection), the underlying pooled connection is marked as idle, waiting to be reused. By default, idle connections remain in the pool indefinitely until they are garbage-collected. If the "com.sun.jndi.ldap.connect.pool.timeout" system property has been set, the LDAP provider will automatically close and remove pooled connections that have been idle for more than the specified period. 
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