Lecture 12

Operator Overloading

Let us continue using the Student class we have been laboring over. To refresh your memory, here is its' latest incarnation:


Suppose for some reason I wanted to write the following code:


This would NOT compile. The greater than operator ( > ) does NOT know how to handle Student objects. As it is, the greater than operator, indeed all the relational operators, only know how to handle the primitive type objects (char, int, float etc.). Actually, the true reason is a little subtler than that but we will explore that in a little while. For the time being, this explanation is true enough; the greater than operator ( > ) does NOT know how to handle Student objects.

So what can I do about this lamentable state of affairs?

What we can do is in effect teach the greater than operator how to handle Student objects. When we are finished, the greater than operator, in addition to being able to handle primitive objects, will be able to handle Student objects. We are in effect, going to add a new capability to the greater than operator. In C++ parlance, we are going to overload the operator.

To do this, we must insert the following declaration into the Student class specification:


Let's talk about this statement for a bit. 

The return type is bool. bool as you know is a C++ object type that has only two possible values, true and false. Indeed in C++, the words true and false are keywords expressing bool values.

The function name is:


You must remember that operators are actually functions. We cannot stress this enough. Those little signs are actually functions. Special functions called operator functions. Every time we want to overload an operator, in our declaration we must precede it with the keyword operator . By putting that function name in our class specification, we are telling the compiler:

1. The Student class has a greater than ( > ) function

2. The greater than function can now be used with Student objects

The parameter list is interesting.


We have see this once before when we discussed the copy constructor. In general when we overload operators we use this parameter list. If we were overloading for a class named Employee it would be:


Our Parameter list, however, declares that the argument to this function must be a Student object.

The greater than function ( > ) is what is termed a binary operator. This means that it takes two operands. In C++, a binary operator is used as follows:


The controlling operand is ALWAYS the object on the left, in the example above s1. If s1 is a Student object, then the greater than operator ( > ) belonging to the student class is called. If s1 is an Employee object, the operator belonging to the Employee object is called. Remember this point; s2 is the ARGUMENT to the function.

Let's think about the definition of this function. First, however, we have to consider the meaning of the expression s1 > s2. Let us for a moment consider that s1 and s2 are both Student objects. What does it mean when you say one Student object is greater than another. Does it mean that one object's name is greater than the other's? Does it mean that one object's gpa is greater than the other?

The answer to that question lies squarely with you. You must decide what the decision criteria will be. This decision will be based on the type of data you are evaluating and the needs of your program. Make sure that your decision is a sound one.

For the purpose of this exercise, let us say that our decision criterion is based on the name variables in the objects. One object will be deemed to be greater than another if its' name variable contains a string greater than the string in the name variable of the other object. The definition of our function, therefore, will be based on a comparison of the name variable of the controlling object to the name variable of the argument object.

Here it is:


Lines 1 & 2 are self-explanatory but let's look at line 3. Here we use the strcmp function to compare two char arrays, one referred to by the pointer name and another referred to by the pointer rhs.name.

Consider. There are two Student object in use here. Each of them has a greater than operator ( > ) but we are only using one operator. To which object does it belong? 

As we have pointed out before, in the usage of a binary operand, the object on the left is the controlling object. We are in effect using its function. Therefore, in the function body, if we refer to the data-member name with no qualification, we are referring to the name variable of the controlling object. If we wish to refer to the name variable of the argument object, we must preface it with the parameter name, rhs in this example. 

Bearing this in mind, we see that in the strcmp() function call we have the following situation:

                             belongs to  Controlling Object

                strcmp(name, rhs.name)

                                     belongs to  Argument Object

If the strcmp() function call returns a value > 0, then we know that the string represented by the first argument (name) is greater than the string represented by the second argument (rhs.name).  In that case we return true, saying in effect that the controlling object is greater than the argument object. Otherwise we return false.

In main therefore we can now write the following code:


Can I now write (s1 < s2)?

No, the less than operator ( < ) is a separate operator from greater than (>). To do this we will have overload the less than operator ( > ) in the same manner. The declaration would be:


The matching definition would be:


All the other relational operators ( ==, >=,  <= ) can be overloaded as well as the arithmetic operators. 

Anything else?

Quite a bit, actually. Remember we said that there were four functions included in every class. They were:

1. The default constructor

2. The copy constructor

3. The destructor

4. The assignment operator

Let's talk about the Assignment Operator ( = ).  The assignment operator is what allows us to do this:


In line 2 we assign s2 to s1. We can always do this. Once two objects are of like type, i.e. of the same class, we can always assign one to the other. This ability comes to us courtesy of the Assignment Operator. As we said, every class has one. If we do not include it, the compiler will include it for us. The compiler supplied assignment operator will copy all the values of s2 into s1.

If the default assignment operator works, why re-write it?

The problem is that the default assignment operator sometimes does too much. Sometimes we may not want all the data copied from one object to another. In that case we must override the default assignment operator by writing our own.

Here is the declaration for the Student class:


Observe the return type. It is Student&. We will return a Student object by reference. Why a Student object you may ask? Well consider this:


At the end of that bit of code, all the objects ( a, b, c, d & e) should have the value 9.

Analysis of the bit of code indicates that in the statement:


the operation   [  d = e  ]  is performed first, then the result of that operation ( d) is returned into the next operation [ c = d ]. In order for this to work, each operation must return the object on the left, the controlling object. In a very real sense, the controlling object must return itself from the function. Therefore if the objects in that equation were float objects, the assignment must return a float. If the objects are Student objects, the assignment must return Student. Indeed, we want to be able to execute the following code:


The above code should be obvious except for [   e = "harry" ]. Remember that the Student class has a one parameter constructor that accepts a char array:


As a one parameter constructor it is also a conversion constructor. The system will use this constructor to create a temporary Student object out of "harry" then send that temporary object to the copy constructor of the object "e" . That object ( e) will therefore have the string "harry" in its' name variable.

Let us decide that in our assignment function, we shall only copy the name variable from assignor to assignee. The definition of our function will  be:


The function header has already been explained. Line 3, however should excite some curiosity. Before we get into it, let us talk about one of its components, "this".

What is "this"?

Every object created has in it a pointer supplied by the system. The programmer has nothing to do with the creation of this pointer; it is entirely supplied by the system. This pointer contains the address of the object of which it is part. In other words, every object contains a pointer with its' address. Every object "knows" its' own address. This pointer, in a most unfortunate bit of nomenclature, is called "this".

In line 3, we compare the contents of this to the address of rhs.   this,since it is preceded by no qualification, contains the address of the controlling object. rhs represents the argument object. We are therefore comparing the address of the controlling object to the address of the argument object.

Why do that?

Well we want to make sure that the two operands do not represent the same object. Bad things happen when we try to assign an object to itself. To ensure that we do not do this we first check to make sure the operands do not represent the same object. If the two objects have the same address, if  this is indeed the same as the address of rhs (the argument object) then they are the same. In other words, if two objects occupy the same space, then they must be the same object. 

It may seem ridiculous to make an error like that in a program, but when we are using pointers to represent objects, it becomes all too possible.

If they are indeed the same object, we wish to go no further. We simply return the controlling object. 

How do we do that?

Consider. this contains the address of the controlling object (the argument object's address would be in rhs.this). If we were to return this we would be returning the address of the controlling object. We do not want to do that. We don't want to return a pointer so we de-reference the pointer. We return * this. In other words, we return the "object referenced by this". We return the controlling object itself. In a very real sense, *this is an object's way of saying "me".  

If the operands are not the same, in line 6, we copy the name variable of the argument object (rhs.name), into the name variable of the controlling object (name) and in line 8, we return the now changed object.

Any other interesting examples of overloading?

We can overload a lot of other operators. The arithmetic operators ( +, - *, /) spring to mind. But one piece of over-loading should be covered. The overloading of the copy constructor. This constructor has the form:


The copy constructor suffers from the same problem as the Assignment operator. It tends to do too much. Sometimes when we copy an object, we do not want to copy all the data-members. In these cases, we have to write our own copy constructor. 

Suppose we decide that in our student class, the copy constructor will only copy the name variable. In other words, in the following example:


s2 is created using the copy constructor. It is created as a copy of s1, but we only want s2 to copy the name data-member in s1 NOT the gpa. We would define the constructor as follows:


As you can see, in our copy constructor the only thing we do is copy the name, therefore that is the only data-member that will be copied.

With these new functions, our Student class now looks like this:


1. Student s1, s2;


2. s1.read();


3. s2.read();


4. 


5. if(s1 > s2)


6.   cout << “\ns1 is greater.”;


7. else


8.   cout << “\ns2 is greater.”


9. 











bool operator > (const Student& rhs);





operator >





(const Employee& rhs) 





(const Student& rhs) 





              (controlling operand )   operator    (argument operand)


Example:            s1                            >                       s2





1. bool Student::operator > (const Student& rhs)


2.  {


3.    if(strcmp(name, rhs.name) > 0)


4.          return true;


5.    else


6.          return false;     


7.  }








class Student


{


	char name[20];


	float gpa;


	static int studCount;


public:


	Student();


	Student(char n[]);


   ~Student();


	void setName(char n[]);


	void setGpa(float g);





	char* getName() { return name;}


	float getGpa();





	void display();


	void read();


    static int getStudCount();





};











1. Student s1, s2;


2. s1.read();


3. s2.read();


4. 


5. if(s1 > s2)


6.   cout << “\ns1 is greater.”;


7. else


8.   cout << “\ns2 is greater.”


9. 











bool operator < (const Student& rhs);





1. bool Student::operator < (const Student& rhs)


2.  {


3.    if(strcmp(name, rhs.name) <0)


4.          return true;


5.    else


6.          return false;     


7.  }








1.  Student s1, s2;


2.   s1 = s2;





Student& operator = (const Student& rhs);








  int a, b, c, d, e = 9;


   a = b = c = d = e;





   a = b = c = d = e;





Student a, b, c, d, e = "harry";


	a = b = c = d = e;





Student(char n[]);








  1. Student& Student::operator = (const Student& rhs)


  2. {


if(this == &rhs)


    return * this


   


strcpy(name, rhs.name);


  


return *this;  


}


    





Student(const Student& rhs);





Student s1("Peter Pan");


Student s2(s1);








Student::Student(const Student& rhs)


 {


     strcpy(name, rhs.name);


 }











class Student


{


	char name[20];


	float gpa;


	static int studCount;


public:


	Student();


	Student(char n[]);


     Student(const Student& rhs);  


               // copy constructor


   ~Student();


	void setName(char n[]);


	void setGpa(float g);





	char* getName() { return name;}


	float getGpa();





	void display();


	void read();


    static int getStudCount();





    bool operator > (const Student& rhs);


    bool operator < (const Student& rhs);


    bool operator == (const Student& rhs);


    Student& operator = (const Student& rhs);


};














