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CIS 4100 Lecture 1

This course is intended to be the second of a series of introductory courses to Object Oriented Programming. Instead of explicitly reviewing the basic concepts outlined in the first course, CIS3100, we will start with a review of objects, arrays and strings. In the course of reviewing these topics, we will touch on many of the fundamentals of the language and programming in general. Wherever necessary, we will stop and review topics in depth. We will start with objects.

Objects

So what is an object?

Definition: An object is the encapsulation or joining together of data and functions that operate on that data.

Note: This definition will be the first question on your exam. It will be a two (2) point question. If you get it wrong, I will take 5 points.

In the physical world, an object has certain characteristics.

· It takes up space and is the only occupant of that space. For example, while you, an object of type human (I hope), are occupying a certain space, no other object can occupy that same space.

· It has a type, i.e., it "is a" something whether it be book, shovel or something else. Every object has a type. We may not be familiar with the type but we know that it has one.

· Each object type has:

1. Attributes, i.e., things that it has. For example an object of type dog has 4 legs and a tail. An object of type book has a cover and pages.

2. Behavior. Every type of object has a behavior. A dog barks; a TV shows moving pictures; a chair just sits there.

As a programmer, you operate not in the space-time continuum of physical existence but in a universe called Random Access Memory or RAM. In that universe, (where you, by the way, have the rank of Demi-god), we have objects roughly analogous to objects in the physical world. Just like physical objects, RAM objects take up space, have attributes and exhibit behavior.

In C/C++, we are given seven (7) different types of objects to accomplish our programming tasks. These object types are primarily used for the storage and manipulation of information so they are referred to as data-types. 

It is important to realize that even though programming is essentially the manipulation of data, the machine is incapable of manipulating the data directly. Instead, the data is stored in objects and the machine commands the objects to manipulate the data. Different types of data require different types of data for their storage and manipulation hence the seven types of objects native to C/C++.

A list of these basic types follows. They are also referred to as primitive, scalar or atomic types. Their characteristics are those expected on a 32 bit system.

	DATA-TYPE
	DATA STORED
	SIZE 

(Bytes)
	STORAGE LIMITS

	char
	Alphanumeric
	1
	1 Character (-128 to 128)

	short
	Integer numbers
	2
	-32,768 to 32,767

	int
	
	4
	-2,147,483,648 to 2,147,647

	long
	
	4
	-2,147,483,648 to 2,147,647

	float
	real numbers
	
	3.4 * 10 -38  to 3.4 * 10 38

	double
	
	
	1.7 * 10 -308 to 1.7 * 10 308

	long double
	
	
	3.4 * 10 -4932 to 3.4 * 10 4932


As we noted in our definition, an object not only stores data, but is also capable of manipulating this data. For these basic types, the most obvious functions are:

· The Arithmetic Operators. +, -, *, /, +=, etc.

· The relational operators <, >, >=, etc.

In addition to these basic types, C++ gives us the ability to create new types of objects based on the primitive types. These new types, created by the programmer, are referred to as User Defined Types. This ability to create new object types is what defines C++ as an Object Oriented language.

Arrays

So what is an array?

Definition:  An array is a composite data structure composed of homogenous objects 

                   called elements arranged contiguously in memory.

An impressive definition to be sure but what does it mean?

Firstly, an array is a data-structure. This means that it is a mechanism for storing data. What type of data? Potentially any type of data may be stored in an array. The elements of an array can be of any object type.

Secondly, it is a composite data structure. The word composite implies that it is composed of smaller objects. It is not an atomic object like an int or a char. It can be broken down into smaller or component elements.

The term homogenous means “the same”. This implies that all the elements making up the array must be of the same data-type. That is the array must be all int or all float or all double or whatever. We cannot “mix and match” in an array.

The word contiguously means “one after the other.” This implies that the elements are arranged consecutively in memory. In other words, if, for the sake of argument, the first element of an int array is at location 900, then the second element of the array will be at location 904, the third at 908 and so forth. In other words, if we know where the first element of an array is located, by extension, we know where every other element of the array is located.

So how do we create an array?

Now that we understand the concept of arrays, let us get into the mechanics. As stated before, an array can be composed of any object type. Let us consider an int array.

To create a single int called num we write the statement:

     int num;   // Create an object of type int called num
 If instead we wished to create an array of int objects, we would write the statement:

    int num[10];  // Create an array of size 10 composed of int objects each named num
In other words, we have created an array of ten (10) int objects each having the name, “num”. Note the use of the index or subscript operator ( [ ] ). Here, this is used to specify the size of the array or the number of elements that it will contain.

Let us pretend that the first element of the array is located at byte number 900. You may rest assured that in your RAM there is no byte numbered 900. The numbering scheme for RAM memory locations or addresses as they are called is somewhat more complex than simple decimal progression. However, for the sake of this discussion, let us pretend that byte number 900 exists. In memory, therefore, we would have a situation that looks like the diagram below:

                   Location                               900         904       908        912       916        920       924        928       932       936

                  Value             

                   Name                                    num      num      num      num      num        num      num       num      num     num

                    Index                                     [0]       [1]          [2]        [3]        [4]          [5]         [6]         [7]          [8]      [9]

                   Data Type                               int         int         int        int       int            int         int           int          int       int  

As you can see there are ten int objects each named "num". They are arranged contiguously in memory. In other words, all the requirements of an array are satisfied by this structure. 

In the diagram, we can see that each int object has at least five (5) properties that we are interested in

Data Type:

All the elements of the array are of type int as specified in the defining statement, i.e., the statement that created the array namely:

                          int num[10];

Location or Address:

As you are aware, an object must have a location or address in memory.  The address of an object is the address of the first byte that it occupies. An int occupies four (4) bytes   (in a 32 bit system). Therefore the address of the first element of the array is 900 despite the fact that it occupies bytes 900, 901, 902 & 903. The first byte occupied by the object is 900 therefore its’ address is 900. The address of the second object would be 904 and so on.

Value:

An int is an object that is capable of holding an integer value. Since, however, we did not initialize the int objects upon creation, their values are “undefined.” We know that there are values contained in the objects but we have no idea what these values are. They are referred to as “garbage values” and we say that the objects’ values are “undefined.” Each int in the array, however, is capable of holding a separate value that we may later assign; a value that may not have any relationship to the values of the other objects in the array

Name:

In the statement in which we created the array, we specified that the name of the array would be “num”. Therefore we can regard each element of the array as having the name num. This is not entirely true as will see later, but for the moment, it is true enough.

Index:

Since we may want to put different values into each element of the array, the fact that each object has the same name would prove inconvenient. How could we specify one particular element when they all have the same name? The answer is that each element of the array is numbered or indexed. 

This numbering is done automatically by the system. The number - or “index” as it is called – of the first element of an array is ALWAYS zero (0). The ensuing elements are numbered consecutively after that. Therefore the second element is indexed 1, the third 2 and so forth. Because this is a ten element array or an array of size ten, the last element is indexed 9.

To reference a particular element of the array, therefore, we must address it both by its name and its index, what we refer to as its’ true or full name. The full name of the first element of the array is therefore:

                 num[0];  Pronounced as,  “num sub zero.” 

We observe that here, the subscript operator ( [ ] ) is used to specify the particular element that we are referencing. Therefore, num[0]  is understood by the machine as meaning “the element indexed 0 of the num array.”

If we wish to place the number 45 in the 3rd element of the array (index 2) we would write the statement:

               num[2] = 45;

This would make the situation in memory:

                   Location                     900         904       908        912       916        920       924        928       932       936

                  Value             

                   Name                                  num        num      num      num      num       num       num      num       num     num

                    Index                                  [0]           [1]         [2]        [3]        [4]          [5]          [6]         [7]        [8]       [9]

                   Data Type                            int           int         int         int         int          int          int          int         int       int  

So far we have created only an int array. The syntax for creating any other type of array would be similar. For an array of float objects:

 Data type

                  Array name       

       float fNum[15];        Number of elements in array.

For an array of doubles:

      double dNum[14];

How large can my arrays be?

The size of an array can be of any positive number besides zero. Indeed, the size of the array is limited only by the memory constraints of your RAM. This is a very serious consideration, however, and one of the drawbacks of arrays. Since the elements are arranged contiguously in memory, in order to store an array, the machine must find a bock of free memory in RAM as large as the size of the array. Sometimes, RAM may have enough memory but not in one block.

Once declared, the size of an array cannot be changed during the execution of a program. Great care, therefore, must be exercised in choosing an array size that is sufficient for your needs, but not so large that it occupies too large a portion of RAM. If you choose an array size that is too small, the program may not be able to solve the problem for which it was designed. An array size that is too large may cause the application to generate a system error when you try to execute it.

So how will arrays make my life easier?

Consider this problem:

Write a program that will accept the daily temperature for one week (7 days) then print out the average temperature for that week.

Without arrays, our code would look like this:  (Pretend that the usual suspects, iostream & co., have been included)


As you can see the typing gets to be a bit much and God help us if we had to do it for a month!!

With an array however, our task becomes considerably easier:


With this scheme, if the program should call for 30 days, I need simply change the size of the array:

               int day[30];  // create an array of thirty  int objects

and the test condition of the for loop:

             for( int i = 0;  i < 30; i++)  // use a for loop to step through the array
Say What??!!

Let us consider this snippet of the code:


The “for” loop was specifically designed with arrays in mind. Whenever we need to step through or traverse an array, we first think of the “for” loop. 

The loop has a counter, “i” that will, in turn, attain every value between 0 and 7. The first time the loop cycles, “i” will have a value of 0. The second time it cycles, “i”, will have been incremented to “1”, the third time, “2”, the fourth time, “3”, and so forth. When “i” attains a value of 7, the test condition  ( i < 7 ) will fail and the flow-of-control will drop out of the loop.

We know from the defining statement:

          int day[7];  // create an array of seven int objects

that we have, in memory, an array containing 7 int objects named day. These objects are named day[0] through day[6].

The first time the loop cycles, “i” has a value of 0. Therefore when we say:

   cin >> day[i];  we are actually saying:  cin >> day[0];

On the second iteration of the loop, “i” has a value of 1. Therefore in this iteration:

       cin >> day[i];                means:                    cin >> day[1];

In other words, each time the loop cycles, the user will be putting a value into a different object in the array starting with the first, day[0] and ending with day[6];

In the ensuing statement:


  we add the value just entered by the user to our total variable.

The statement:


may at first seem puzzling, especially:


This first time the loop cycles, “i” has a value of 0, therefore (i + 1) would evaluate to 1 and that is what will be displayed on the screen (followed by an “ : “). On the second iteration, when “i” has a value of 1, (i + 1) would evaluate to 2. Therefore, this bit of code would cause the numbers 1 through 7 to appear on the screen. This is purely cosmetic.

In the next lecture, we will continue our discussion of arrays including the role of pointers in arrays and some examples of array manipulation.
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      << (i + 1) << “ : “;








      cout << “\nPlease enter temperature for day “ << (i + 1) << “ : “;








               total += day[i];








for( int i = 0;  i < 7; i++)  // use a for loop to step through the


                                  // array


       {


          cout << “\nPlease enter temperature for day “ 


               << (i + 1) << “ : “;


          cin >> day[i];


          total += day[i];


       }








void main()


 {


    int day[7];  // create an array of seven int objects


    float total, average;





    for( int i = 0;  i < 7; i++)  // use a for loop to step through the


                                  // array


       {


          cout << “\nPlease enter temperature for day “ 


               << (i + 1) << “ : “;


          cin >> day[i];


          total += day[i];


       }


    average = total / 7;


    cout << “\nThe average temperature for the week is: “                        


         << average << endl;


    return;


}






































void main( )


 {


     int day1, day2, day3, day4, day5, day6, day7;


    double total, average;





    cout << “\nPlease enter temperature for day 1: “;


    cin >> day1;





    cout << “\nPlease enter temperature for day 2: “;


    cin >> day2;





    cout << “\nPlease enter temperature for day 3: “;


    cin >> day3;





    cout << “\nPlease enter temperature for day 4: “;


    cin >> day4;





    cout << “\nPlease enter temperature for day 5: “;


    cin >> day6;





    cout << “\nPlease enter temperature for day 7: “;


    cin >> day7;





    total = day1 + day2 + day3 + day4 + day5 + day6 + day7;





   average = total / 7;





  cout << “\nThe average temperature for the week is: “ 


       << average << endl;





  return;


}











