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[image: image1.wmf]Goals of Oracle 8i DBA Course

•

Understand the Oracle 8i architecture.

•

Understand  Oracle 8i Dictionary.

•

Configure and  manage Oracle 8i databases

•

Manage users and accounts by specifying privileges 

and roles.

•

Perform effective storage management to maximize.

space usage and performance.

•

Implement Oracle 8i partitions to manage large tables.

•

Select appropriate Oracle 8i backup and recovery 

options.

•

How to work with Oracle 8i Server utilities.

•

Tune Oracle 8i Database.
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[image: image2.wmf]Basic Concepts & Introduction to 

Database Management Systems

•

What  is a database management System?

•

DBA and his responsibilities.

•

Relational Database Management System

•

Popular RDBMS in the market

•

Oracle  Products
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[image: image3.wmf]What is a database system?

Basically, it is nothing more than a computer

-

based record 

keeping system: that is a system whose overall purpose is to

record and maintain information.

The information concerned can be anything that is deemed to

be of significance to the organization the system is serving.
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[image: image4.wmf]What does a database system

involve?

A database system involves four major components:

•

Data

•

Hardware

•

Software

•

Users
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[image: image5.wmf]What is Data?

•

Information is stored in the database in the form of 0’s and 1’s

•

Raw Data of 0’s and 1’s do not make any sense unless a meaning

is assigned to them.

•

A database is a repository for stored data

•

A database is both 

integrated

and 

shared

Integrated

means that the database may be thought of a unification 

of several otherwise distinct data files.

Shared

means that individual pieces of data in the database may be

shared among several different users
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[image: image6.wmf]Why Database?

Q) Why should an enterprise choose to store its operational data

in 

an integrated database ?

A) Because the database system provides with centralized control

.

Advantages that accrue from having centralized control of the

data:

•

Redundancy can be reduced.

•

Inconsistencies can be avoided.

•

The data can be shared.

•

Standards can be enforced.
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Security restrictions can be applied.

•

Integrity can be maintained.

•

Conflicting requirements can be balanced
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[image: image8.wmf]Operational Data

A database is a collection of stored operational data used by th

e

application systems of some particular enterprise.

Some examples of enterprise are

Manufacturing Company,

Bank,

Hospital,

University,

Government Department.
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[image: image9.wmf]Any enterprise must necessarily maintain a lot of data about its

operation. This is its “Operational Data”. The operational data

for the enterprises listed above would probably include the 

following.

Product Data,

Account Data,

Patient Data,

Student Data,

Planning Data.
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[image: image10.wmf]Data Independence

Data Storage and Access should be independent from Application.

Applications should be transparent to the storage structure of t

he

data. The DBA must have the freed to change the storage structur

e

or access strategy in response to changing requirements without

having to modify existing applications.

Data independence can be defined as the immunity of applications

to change in storage structure and access strategy

.
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[image: image11.wmf]What hardware is involved?

The hardware consists of the secondary storage volumes like 

disks on which the database resides.



	Slide 12
	
[image: image12.wmf]What type of a software does a 

database system involve?

Between the physical database itself and the users of the system

is a layer of software, usually called the database management 

system or DBMS.

All requests from users for access to the database is handled by

the DBMS .

DBMS Shields the database users from hardware details



	Slide 13
	
[image: image13.wmf]Where does a DBMS fit in?

Hardware

Operating System

DBMS

Users

DDL/DML
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[image: image14.wmf]Who could be the users of a 

DBMS?

•

Application Programmer

This user is responsible for writing application programs

that use the database typically in a language like PL/SQL

C, JAVA, ODBC, VB etc.. These programs are designed

to support an end

-

user interacting with a system from an

online terminal.

•

End

-

User

A end

-

user access the database from a terminal to retrieve

and save information from a database.

•

DBA

Administers the database
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[image: image15.wmf]Responsibilities of DBA

•

Deciding the information content of the database

•

Deciding the storage structure and access strategy

•

Liaising  with users

•

Defining authorization checks and validation procedures

•

Defining a strategy for backup and recovery.

•

Monitoring performance and responding changes in 

requirements.
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[image: image16.wmf]A DBA will require a number of utility programs to help with

his tasks . Below are examples of such utilities.

•

Loading Routines

To create the initial version of the database

•

Reorganization Routines

To rearrange the database to reclaim space occupied by obsole

te

data

•

Journaling Routines

To note each operation against the database, together with 

identification of the user performing the operation and record o

f

the before and after states.

•

Recovery Routines

To restore the database to an earlier state after a hardware 

or

program failure.

•

Statistical analysis routines

To assist in monitoring performance
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[image: image17.wmf]The Relational Model

The relational model has three major aspects:

•

Structures 

Structures are well

-

defined objects (such as tables, views, 

indexes, and so on) that store or access the data of a database.

Structures and the data contained within them can be

manipulated by operations. 
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Operations 

Operations are clearly defined actions that allow users 

to manipulate the data and structures of a database. 

The operations on a database must adhere to a predefined set of 

integrity rules. 

•

Integrity rules 

Integrity rules are the laws that govern which operations are 

allowed 

on the data and structures of a database. Integrity rules protec

t the 

data and the structures of a database
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[image: image19.wmf]Benefits of Relational DBMS

•

independence of physical data storage and logical database

structure 

•

variable and easy access to all data 

•

complete flexibility in database design 

•

reduced data storage and redundancy 
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[image: image20.wmf]RDBMS Terms

•

Schemas and Schema Objects

A schema is a collection of database objects that are available 

to a user. Schema objects are the logical structures that 

directly refer to the database's data. Schema objects include 

such structures as tables,views, sequences, stored procedures, 

synonyms, indexes, clusters, and database links. 

•

Tables

A table is the basic unit of data storage in an Oracle database.

The tables of a database hold all of the user

-

accessible data. 

Table data is stored in rows and columns. Every table is 

defined with a table name and set of columns. Each column is
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[image: image21.wmf]given a column name, a

datatype

(such as CHAR, DATE, or 

NUMBER), and a width (which may be predetermined by the

datatype

, 

as in DATE) or scale and precision (for the NUMBER

datatype

only). 

Once a table is created, valid rows of data can be inserted into

it. The 

table's rows can then be queried, deleted, or updated. 

•

Views

A view is a custom

-

tailored presentation of the data in one or more 

tables. A view can also be thought of as a "stored query". 

Views are often used to do the following: 

Provide an additional level of table security by restricting 

access to a predetermined set of rows and columns of a 

table. For example, a view of a table can be created so that 

columns with sensitive data (for example, salary 

information) are not included in the definition of the view. 
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[image: image22.wmf]Hide data complexity. For example, a single view can 

combine 12 monthly sales tables to provide a year of 

data for analysis and reporting. A single view can also be 

used to create a join, which is a display of related 

columns or rows in multiple tables. However, the view 

hides the fact that this data actually originates from 

several tables. 

Simplify commands for the user. For example, views 

allow users to select information from multiple tables 

without requiring the users to actually know how to 

perform a correlated

subquery

. 

Present the data in a different perspective from that of 

the base table. For example, views provide a means to 

rename columns without affecting the tables on which 

the view is based. 
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[image: image23.wmf]Store complex queries. For example, a query might 

perform extensive calculations with table 

information. By saving this query as a view, the 

calculations are performed only when the view is 

queried. 
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[image: image24.wmf]•

Sequences

A sequence generates serial list of unique numbers for numeric 

columns of a database's tables. Sequences simplify application 

programming by automatically generating unique numerical 

values for the rows of a single table or multiple tables. 

•

Program Units

The term "program unit" is used to refer to stored procedures, 

functions, packages, triggers, and anonymous blocks. 

•

Synonyms

A synonym is an alias for a table, view, sequence, or program 

unit. A synonym is not actually a schema object itself, but inst

ead 

is a direct reference to a schema object. Synonyms are used to 

·

mask the real name and owner of a schema object 

·

provide public access to a schema object 
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provide location transparency for tables, views, or program unit

s 

of a remote database 

·

simplify the SQL statements for database users 

A synonym can be public or private. 

•

Indexes

Indexes are optional structures associated with tables, which ca

n 

be created to increase the performance of data retrieval. Just a

s 

the index in a book helps you locate specific information faster

than if there were no index, an Oracle index provides a faster 

access path to table data. 
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Database Links

A database link is a named schema object that describes a "path"

from 

one database to another. Database links are implicitly used when

a 

reference is made to a global object name in a distributed datab

ase,
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[image: image27.wmf]Popular RDBMS

•

Oracle

•

Sybase

•

Informix

•

DB2

•

SQL Server

•

MS Access

•

FoxPro
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[image: image28.wmf]Oracle Products

Oracle 8i Enterprise Edition

Oracle 9i Application Server

Oracle Portal

Jdeveloper

Oracle Data Mart Suite

Oracle Discoverer

Enterprise Manager

Oracle Finance

Oracle Human Resources

Oracle Sales

iPayment

iProcurement

iReceivables

iStore

Oracle Reports           

Oracle Forms Developer

And many more. For more 

info visit www.oracle.com
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[image: image29.wmf]The Oracle Server 

The Oracle server is an object

-

relational database management 

system that provides an open, comprehensive, and integrated 

approach to information management. An Oracle server consists of

an Oracle database and an Oracle server instance. The following 

sections describe the relationship between the database and the 

instance

Introduction to Oracle 8i 

Architecture
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[image: image30.wmf]Oracle database users

A database user can connect to an oracle server in any of the fo

llowing 

ways:

Logging in directly to the host

Using a two tiered(client

-

server ) connection. 

Ex: developer2000, windows95 

---

> oracle server in NT, Unix.

Using a Three

-

Tiered Connection

Ex: User m/c(Browser)

-

à

Application or Network server 

-

à

Oracle 

Server.

User can directly issue SQL commands using tool 

--

SQL* PLUS.

Web servers

Iis

,

Appache

Netscape

Applic server

Web logic

Web sphere

Oracle 9i

Oracle DB

USER
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[image: image31.wmf]Oracle

Instance
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[image: image32.wmf]An Oracle Instance

Every time a database is started, a system global area (SGA) is 

allocated and Oracle background processes are started. The syste

m 

global area is an area of memory used for database information 

shared by the database users. The combination of the background 

processes and memory buffers is called an Oracle instance. Insta

nce

Identified by setting ORACLE_SID.Instance is means to access an 

oracle database,Always opens one and only database at any point 

in 

time.

An Oracle instance has two types of processes:

DBBC

RLBC

Shared Pool

SGA

INSTANCE

Background

Processes
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[image: image33.wmf]A U

ser process

executes the code of an application program 

(such as an Oracle Forms application) or an Oracle Tool 

(such as Oracle Enterprise Manager).

Runs on the client machine

Generates calls to the oracle server

Oracle processes(Server processes)

that perform work for the 

user processes and background processes that perform 

maintenance work for the Oracle server. 

Runs  on server machine ,each  server process uses an area of 

memory called PGA(Program Global Area)

Services a single user process in the dedicated server 

configuration(For each user request one server process and is 

generally terminated when user disconnects.In MTS 

configuration multiple user to share server processes.

Processes calls generated by the client 

Returns result to the client and status information. 
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process

Client

Server 

Process

Oracle 

Server

Server

Connecting to a Database

User establish a db connection using 

Sql

*plus or Developer2000

that runs on client m/c with help of user process.

On behalf of user process a process is created on oracle server

This process is called a server process.

Connection:

Is a path between  two process,throw network 

software.

Session:

is a specific  connection after server validates and ends

When user logs out or termination., many concurrent sessions

Possible.
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[image: image35.wmf]Memory Structures

System Global Area (SGA)

The System Global Area (SGA) is a shared memory region that 

contains data and control information for one Oracle instance. 

An SGA and the Oracle background processes constitute an 

Oracle instance. All memory structures exist in the main 

memory of the computers that constitute the database system

Oracle allocates the system global area when an instance starts 

and

deallocates

it when the instance shuts down. Each instance 

has its own system global area. 

The information stored within the system global area is divided 

into several types of memory structures, including the database 

buffers, redo log buffer, and the shared pool. 
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[image: image36.wmf]Database Buffer Cache 

Database buffers of the system global area store the most recent

ly used 

blocks of database data; the set of database buffers in an insta

nce is the 

database buffer cache. Server process looks for blocks needed in

database buffer cache ,if block is not found in database buffer 

cache the 

server process reads the block from data files and place a copy 

in  the 

buffer cache, so that next time for same it not goes to disk.

No of buffers defined by DB_BLOCK_BUFFERS

Size of a buffer based on db_block_size

Stores the most recently used blocks(LRU

--

it removes from block)
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[image: image37.wmf]Redo Log Buffer 

The redo log buffer of the system global area stores redo entrie

s

--

a 

log of changes made to the database. The redo entries stored in 

the 

redo log buffers are written to an online redo log file, which i

s used if 

database recovery is necessary. Its size is static

Size defined by LOG_BUFFER

Records changes made through the instance

Used  sequentially .

It is a circular buffer.
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[image: image38.wmf]Shared Pool 

The shared pool is a portion of the system global area that 

contains shared memory constructs such as shared SQL 

areas.Used to store information such as most recently executed 

SQL and most recently used data from the data dictionary, 

during parse stage it looks for information related to statement

. 

Size defined by shared_pool_size.

Library cache contains SQL statement text,parsed code and an 

execution plan.

Data dictionary cache or row cache contains table and column 

definitions and Privileges,usernames,passwords.
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[image: image39.wmf]Program Global Area (PGA)

The Program Global Area (PGA) is a memory buffer that 

contains data and control information for a server process. A 

PGA is created by Oracle when a server process is started. The 

information in a PGA depends on the configuration of Oracle. 

SGA is shared and written by several processes.

PGA is used by only one process, in dedicated server 

configuration 

pga 

has it contains sort area, session information.

PGA is allocated when a process allocated and 

deallocated 

when terminated.

Server Process

PGA
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[image: image40.wmf]Process Architecture

A process is a "thread of control" or a mechanism in an operatin

g 

system that can execute a series of steps. Some operating system

s use 

the terms job or task. A process normally has its own private me

mory 

area in which it runs. 

An Oracle server has two general types of processes: user proces

ses 

and Oracle processes. 

User (Client) Processes

A user process is created and maintained to execute the software

code 

of an application program (such as a Pro*C/C++ program) or an Or

acle 

tool (such as Oracle Enterprise Manager). The user process also 

manages the communication with the server processes. 



	Slide 41
	
[image: image41.wmf]Oracle Process Architecture

Oracle processes are called by other processes to perform functi

ons on 

behalf of the invoking process.

Server Processes 

Oracle creates server processes to handle requests from connecte

d user 

processes. A server process is in charge of communicating with t

he user 

process and interacting with Oracle to carry out requests of the

associated user process. 

Oracle can be configured to vary the number of user processes pe

r server 

process. 

In a dedicated server configuration

, a server process handles 

requests 

for a single user process

. 

A multi

-

threaded server

configuration allows 

many user processes

to share a 

small number of 

server processes

, minimizing the number of server processes and 

maximizing the utilization of available system resources.
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[image: image42.wmf]Background Processes 

Oracle creates a set of background processes for each instance. 

They 

consolidate functions that would otherwise be handled by multipl

e 

Oracle programs running for each user process. 

Each oracle instance may use several background processes,depend

ing 

on the configuration, but 

every instance uses these five background 

processes by default.

DBWR 

---

Responsible for writing changed data to the database.

LGWR

---

Records changes registered in redo log buffer to the database.

SMON

---

Check for consistency and initiate recovery of the database 

when db is open.

PMON

---

Cleans up the resources if one of the processes fails.

CKPT 

---

Responsible for updating the database status information 

whenever changes in the buffer cache are permanently recorded in

the 

database.
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[image: image43.wmf]Database Writer (

DBWn

)

The Database Writer writes modified blocks from the database buf

fer 

cache to the

datafiles

. Although one database writer process (DBW0) is 

sufficient for most systems, you can configure additional proces

ses 

(DBW1 through DBW9) to improve write performance for a system th

at 

modifies data heavily

The DBWR writes the dirty buffers from the database buffer cache

to the 

Data files in following events

The number of dirty buffers reaches a threshold value or when no

free 

buffers and cannot find any.

When timeout occurs.

DBWR checkpoint occurs like when closing database(checkpoint is 

a 

means of synchronizing the database buffer cache with data file)

DBBC

DBWR

Data files
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[image: image44.wmf]Log Writer (LGWR) 

The Log Writer writes redo log entries to disk. Redo log 

entries are generated in the redo log buffer of the system 

global area (SGA) and LGWR writes the redo log entries 

sequentially into an online redo log file under following 

situations.

When redo log buffer is one third full

When a timeout occurs(every three seconds)

Before DBWR writes modified blocks in the database 

buffer cache to data files

When transaction commits. 

RLBC

LGWR

Redo Log

Files
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[image: image45.wmf]Checkpoint (CKPT)

At specific times, all modified database buffers in the system g

lobal area 

are written to the

datafiles

by

DBWn

; this event is called a checkpoint.

System Monitor (SMON) 

The system monitor performs crash recovery when a failed instanc

e 

starts up again. SMON also cleans up temporary segments that are

no 

longer in use and recovers dead transactions skipped during cras

h and 

instance recovery because of file

-

read or offline errors.

Process Monitor (PMON) 

The process monitor performs process recovery when a user proces

s 

fails. PMON is responsible for cleaning up the cache and freeing

resources that the process was using. PMON also checks on dispat

cher 

and server processes and restarts them if they have failed.

Archiver

(

ARCn

) 

The

archiver

copies the online redo log files to 

archival storage when they are full or a log switch occurs
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[image: image46.wmf]Recoverer

(RECO) 

The

recoverer

is used to resolve distributed transactions that are pending 

due to a network or system failure in a distributed database. 

Dispatcher (

Dnnn

) 

Dispatchers are optional background processes, present only when

a 

multi

-

threaded server configuration is used. At least one dispatcher 

process is created for every communication protocol in use (D000

, . . .,

Dnnn

). Each dispatcher process is responsible for routing requests f

rom 

connected user processes to available shared server processes an

d 

returning the responses back to the appropriate user processes.

Lock (LCK0) 

The lock process (LCK0) is used for inter

-

instance locking in the Oracle 

Parallel Server
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[image: image47.wmf]Job Queue (

SNPn

) 

In a distributed database configuration, up to thirty

-

six job queue 

processes (SNP0, ..., SNP9, SNPA, ..., SNPZ) can automatically r

efresh 

table snapshots. These processes wake up periodically and refres

h any 

snapshots that are scheduled to be automatically refreshed.

Queue Monitor (

QMNn

) 

The queue monitor(s) are optional background processes that moni

tor the 

message queues for Oracle Advanced Queuing (Oracle AQ). You can 

configure up to ten queue monitor processes. 
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[image: image48.wmf]An Oracle database is a collection of data that is treated as a 

unit.The general purpose of a database is to store and retrieve 

related information. The database has logical structures and 

physical structures

Database identified by database name (db_name),Oracle 

recommends that the same name be used for instance and db 

name. DB has :  

Database

control

data

Database

redo

parameter

password

archive
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[image: image49.wmf]Data files:

store the data dictionary,user objects , database has at 

least one data file.

Redo log files:

contain a record of changes made to the database

to ensure reconstruction of the data in case of failure, databas

e at 

least two redo log files needed. 

Control files:

contain information needed to maintain and verify 

database integrity(db needs at least one control file).

Parameter 

files

used to define characteristics of an instance.

Password file

for Authenticate database users. 

Archive redo log files

for 

recover purposes if media failures.

A database is divided into logical storage units called

tablespaces

, 

which group related logical structures together

Every Oracle database has one or more physical

datafiles

. A 

database's

datafiles

contain all the database data. The data of 

logical database structures such as tables and indexes is physic

ally 

stored in the

datafiles

allocated for a database. 
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[image: image50.wmf]An Example of How Oracle Works

The following example illustrates an Oracle configuration 

where the user and associated server process are on separate 

machines (connected via a network). 

An instance is currently running on the computer that is 

executing Oracle (often called the host or database server). 

A computer running an application (a local machine or client 

workstation) runs the application in a user process. The client 

application attempts to establish a connection to the server 

using the proper Net8 driver. 

The server is running the proper Net8 driver. The server 

detects the connection request from the application
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[image: image51.wmf]and creates a (dedicated) server process on behalf of the user 

process. 

The user executes a SQL statement and commits the transaction. 

For example, the user changes a name in a row of a table. 

The server process receives the statement and checks the shared 

pool for any shared SQL area that contains an identical SQL 

statement. If a shared SQL area is found, the server process 

checks the user's access privileges to the requested data and th

e 

previously existing shared SQL area is used to process the 

statement; if not, a new shared SQL area is allocated for the 

statement so that it can be parsed and processed. 

The server process retrieves any necessary data values from the 

actual

datafile

(table) or those stored in the system global area. 
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[image: image52.wmf]The server process modifies data in the system global area. 

The

DBWn

process writes modified blocks permanently to 

disk when doing so is efficient. Because the transaction 

committed, the LGWR process immediately records the 

transaction in the online redo log file. 

If the transaction is successful, the server process sends a 

message across the network to the application. If it is not 

successful, an appropriate error message is transmitted. 

Throughout this entire procedure, the other background 

processes run, watching for conditions that require 

intervention. In addition, the database server manages other 

users' transactions and prevents contention between 

transactions that request the same data. 



	Slide 53
	
[image: image53.wmf]Stages in processing of a query

Parse:

User sends query to server process, the server process checks

the validity of the command by using the area in SGA known as

shared pool to compile statement and finally shared process

returns the status either success or failure of parse stage to 

user.

Execute:

in this phase server process prepares to retrieve the data.

Fetch:

if execute retrieves data, then server process return data to 

User, depend on memory and fetch  one or more fetch needed to 

Transfer data to user.

Select * from

emp

User process

Server process

Parse,execute,fetch
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[image: image54.wmf]Processing a DML statement

Dml 

statement  requires two phase of processing

Parse,Execute : 

ex: update 

emp 

set 

sal

= 

sal 

+ 1.1 where 

empno 

= 7369;

Steps for above ex;

Server process looks in 

dbbc

,if data not there,it brings from

Datafiles 

and copies blocks that are read and places in 

dbbc

.

Now server process places locks on the data.

Server process records the changes to be made to rollback

(before image) and to the data(new value) in redo log buffer.

Now server process mark both changed blocks

(before and after image)in the buffer cache as dirty buffers.

That buffers that are not same as corresponding  blocks on the d

isk.
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[image: image55.wmf]Once commit issued ,server process places a commit record,

along with SCN.

The redo log buffer entries are written to redo log log files.

After this oracle server sure data changes not lost even failure

s.

Now user is informed that commit is complete.

Now server record completes transaction and resource locks  

released.

Flushing dirty buffers to the

datafiles

is performed by

dbwr

either 

before or after may take place.

Same way DELETE or INSERT. Before image for delete

has column values in deleted row.for insert row location to be 

stored in rollback.
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[image: image56.wmf]Logical Database Structures

The logical structures of an Oracle database include

tablespaces

, 

schema objects, data blocks, extents, and segments.

Tablespaces

A database is divided into logical storage units called

tablespaces

, 

which group related logical structures together. 

Data Blocks, Extents, and Segments

Oracle allows fine

-

grained control of disk space usage through the 

logical storage structures, including data blocks, extents, and 

segments
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[image: image57.wmf]Oracle Data Blocks

At the finest level of granularity, an Oracle database's data is

stored in 

data blocks. One data block corresponds to a specific number of 

bytes of 

physical database space on disk. A data block size is specified 

for each 

Oracle database when the database is created. A database uses an

d 

allocates free database space in Oracle data blocks. 

Extents 

The next level of logical database space is called an extent. An

extent is a 

specific number of contiguous data blocks, obtained in a single 

allocation, used to store a specific type of information. 

Segments 

The level of logical database storage above an extent is called 

a segment. 

A segment is a set of extents allocated for a certain logical st

ructure. 
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Each non

-

clustered table has a data segment. All of the table's data is 

stored in the extents of its data segment. 

index segment

Each index has an index segment that stores all of its data. 

rollback segment

One or more rollback segments for a database are created by the 

database administrator to temporarily store "undo" information. 

The information in a rollback segment is used 

·

to generate read

-

consistent database information 

•

during database recovery 

•

to rollback uncommitted transactions for users. 
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[image: image59.wmf]temporary segment

Temporary segments are created by Oracle when a SQL statement 

needs a temporary work area to complete execution. When the 

statement finishes execution, the temporary segment's extents ar

e 

returned to the system for future use
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Datafiles

Every Oracle database has one or more physical

datafiles

. A 

database's

datafiles

contain all the database data. The data of 

logical database structures such as tables and indexes is 

physically stored in the

datafiles

allocated for a database. 

The characteristics of

datafiles

are: 

·

A

datafile

can be associated with only one database.

·

Datafiles

can have certain characteristics set to allow them to 

automatically extend when the database runs out of space. 

·

One or more

datafiles

form a logical unit of database storage 

called a

tablespace
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Every Oracle database has a set of two or more redo log files. T

he set of 

redo log files for a database is collectively known as the datab

ase's redo 

log. A redo log is made up of redo entries (also called redo rec

ords), each 

of which is a group of change vectors describing a single atomic

change 

to the database. 

The primary function of the redo log is to record all changes ma

de to 

data. Should a failure prevent modified data from being permanen

tly 

written to the

datafiles

, the changes can be obtained from the redo log 

and work is never lost. 

Redo log files are critical in protecting a database against fai

lures. To 

protect against a failure involving the redo log itself, Oracle 

allows a 

multiplexed redo log so that two or more copies of the redo log 

can be 

maintained on different disks. 
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Every Oracle database has a control file. A control file contain

s 

entries that specify the physical structure of the database. For

example, it contains the following types of information: 

·

database name 

·

names and locations of a database's data files and redo log file

s 

·

time stamp of database creation 

Parameter file

Every instance of oracle uses a parameter file  which influence 

the 

behavior of the instance.
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[image: image63.wmf]Databases,

Tablespaces

, and

Datafiles

This figure illustrates the following: 

·

Each database is logically divided into one or more 

table spaces. 

·

One or more data files are explicitly created for each

tablespace

to physically store the data of all logical 

structures in a

tablespace

. 
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The combined size of a

tablespace's datafiles

is the 

total storage capacity of the

tablespace

(SYSTEM

tablespace

has 2 MB storage capacity while USERS

tablespace

has 4 MB). 

·

The combined storage capacity of a database's

tablespaces

is the total storage capacity of the 

database (6 MB). 
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The data dictionary is effectively a database in its own right 

-

a

database that contains ‘data about data’

-

that is, descriptions of

other objects in the system, rather than simply ‘’raw data’’.
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One of the most important parts of an Oracle database is its 

data dictionary, which is a read

-

only set of tables that provides 

information about its associated database. A data dictionary 

contains: 

·

the definitions of all schema objects in the 

database (tables, views, indexes, clusters, 

synonyms, sequences, procedures, functions, 

packages, triggers, and so on) 

·

how much space has been allocated for, and is 

currently used by, the schema objects 
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default values for columns 

·

integrity constraint information 

·

the names of Oracle users 

·

privileges and roles each user has been granted 

·

auditing information, such as who has accessed or 

updated various schema objects 

·

other general database information 

The data dictionary is structured in tables and views, just like

other 

database data. All the data dictionary tables and views for a gi

ven 

database are stored in that database's SYSTEM

tablespace 
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A database's data dictionary consists of: 

base tables 

The underlying tables that store information about the associate

d 

database. Only Oracle should write to and read these tables. Use

rs 

rarely access them directly because they are normalized, and mos

t 

of the data is stored in a cryptic format. 

user

-

accessible views 

The views that summarize and display the information stored in 

the base tables of the data dictionary. These views decode the b

ase 

table data into useful information, such as user or table names,

using joins and WHERE clauses to simplify the information. Most 

users are given access to the views rather than the base tables
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[image: image69.wmf]The Oracle user SYS owns all base tables and user

-

accessible views 

of the data dictionary

How the Data Dictionary Is Used

The data dictionary has three primary uses: 

·

Oracle accesses the data dictionary to find information about us

ers, 

schema objects, and storage structures. 

·

Oracle modifies the data dictionary every time that a data 

definition language (DDL) statement is issued. 

·

Any Oracle user can use the data dictionary as a read

-

only 

reference for information about the database. 
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[image: image70.wmf]The views of the data dictionary serve as a reference for all 

database users. You access the data dictionary views via the SQL

language. Some views are accessible to all Oracle users; others 

are intended for database administrators only. 

Data Dictionary View Prefixes

USER 

user's view (what is in the user's schema) 

ALL 

expanded user's view (what the user can access) 

DBA 

database administrator's view (what is in all users' schemas) 
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The table named DUAL is a small table in the data dictionary 

that Oracle and user

-

written programs can reference to guarantee 

a known result. This table has one column called DUMMY and 

one row containing the value "X". 

The Dynamic Performance Tables

Throughout its operation, Oracle maintains a set of "virtual" 

tables that record current database activity. These tables are 

called dynamic performance tables. 

Dynamic performance tables are not true tables, and they should 

not be accessed by most users. However, database administrators 

can query and create views on the tables and grant access to 

those views to other users. 
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[image: image72.wmf]These views are sometimes called fixed views because they cannot

be altered or removed by the database administrator. 

SYS owns the dynamic performance tables; their names all begin 

with V_$. Views are created on these tables, and then public 

synonyms are created for the views. The synonym names begin 

with V$. For example, V$DATAFILE contains information about 

the database's

datafiles

and V$FIXED_TABLE contains 

information about all of the dynamic performance tables and view

s 

in the database. 
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Tablespaces

, and

Datafiles 

Oracle stores data logically in

tablespaces

and physically in

datafiles

associated with the corresponding

tablespace

.
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[image: image74.wmf]Databases,

tablespaces

, and

datafiles

are closely related, but they have 

important differences: 

databases and

tablespaces

An Oracle database consists of one or more logical storage units

called

tablespaces

, which collectively store all of the database's data.

tablespaces

and

datafiles

Each

tablespace

in an Oracle database consists of one or more files called

datafiles

, which are physical structures that conform with the operating 

system in which Oracle is running. 

databases and

datafiles

A database's data is collectively stored in the

datafiles

that constitute 

each

tablespace

of the database. For example, the simplest Oracle 

database would have one

tablespace

and one

datafile

. Another database 

might have three

tablespaces

, each consisting of two

datafiles

(for a total 

of six

datafiles

). 
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You can enlarge a database in three ways: 

·

add a

datafile

to a

tablespace 

·

add a new

tablespace 

·

increase the size of a

datafile 
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[image: image76.wmf]Enlarging a Database by Adding a

Datafile

to a

Tablespace
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[image: image77.wmf]Enlarging a Database by Adding a New

Tablespace
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[image: image78.wmf]Enlarging a Database by Dynamically Sizing

Datafiles
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[image: image79.wmf]The SYSTEM

Tablespace 

Every Oracle database contains a

tablespace

named SYSTEM, which 

Oracle creates automatically when the database is created. The S

YSTEM

tablespace

always contains the data dictionary tables for the entire 

database. The data dictionary tables are stored in

datafile

1. All data 

stored on behalf of stored PL/SQL program units (procedures, fun

ctions, 

packages, and triggers) resides in the SYSTEM

tablespace

. If the 

database will contain many of these program units, the database 

administrator needs to allow for the space they use in the SYSTE

M

tablespace
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Tablespaces

You can use multiple

tablespaces

to: 

·

control disk space allocation for database data 

·

assign specific space quotas for database users 

·

control availability of data by taking individual

tablespaces

online or offline 

·

perform partial database backup or recovery operations 

·

allocate data storage across devices to improve performance 

A database administrator (DBA) can create new

tablespaces

, add

datafiles

to

tablespaces

, set and alter default segment storage settings for 

segments created in a

tablespace

, make a

tablespace

read

-

only or read

-

write, make a

tablespace

temporary or permanent, and drop

tablespaces

. 
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[image: image81.wmf]Space Management in

Tablespaces 

Tablespaces

allocate space in extents

Tablespaces

can use two different 

methods to keep track of their free and used space: 

·

extent management by the data dictionary (dictionary

-

managed

tablespaces

) 

·

extent management by the

tablespace

(locally

-

managed

tablespaces

) 

Dictionary

-

Managed

Tablespaces 

For a

tablespace

that uses the data dictionary to manage its extents, 

Oracle updates the appropriate tables in the data dictionary whe

never an 

extent is allocated or freed for reuse. Oracle also stores rollb

ack 

information about each update of the dictionary tables. Because 

dictionary tables and rollback segments are part of the database

, the 

space that they occupy is subject to the same space management 

operations as all other data. 
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Tablespaces 

A database administrator can bring any

tablespace

other than the 

SYSTEM

tablespace

online (accessible) or offline (not accessible) 

whenever the database is open. The SYSTEM

tablespace

is always 

online when the database is open because the data dictionary mus

t 

always be available to Oracle. 

A

tablespace

is normally online so that the data contained within it is 

available to database users. However, the database administrator

might take a

tablespace

offline 

·

to make a portion of the database unavailable, while allowing 

normal access to the remainder of the database 

·

to perform an offline

tablespace

backup (although a

tablespace

can 

be backed up while online and in use) 

·

to make an application and its group of tables temporarily 

unavailable while updating or maintaining the application 
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Tablespaces 

You can manage space for sort operations more efficiently by 

designating temporary

tablespaces

exclusively for sorts. Doing so 

effectively eliminates serialization of space management operati

ons 

involved in the allocation and

deallocation

of sort space
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A

tablespace

in an Oracle database consists of one or more physical

datafiles

. A

datafile

can be associated with only one

tablespace

and 

only one database. 

Oracle creates a

datafile

for a

tablespace

by allocating the specified 

amount of disk space plus the overhead required for the file hea

der. 

When a

datafile

is created, the operating system in which Oracle is 

running is responsible for clearing old information and authoriz

ations 

from a file before allocating it to Oracle. If the file is large

, this process 

might take a significant amount of time.

Datafile

Contents 

: 

When a

datafile 

is first created, the allocated 

disk space is formatted but does not contain any user data; howe

ver, 

Oracle reserves the space to hold the data for future segments o

f the 

associated

tablespace

--

it is used exclusively by Oracle. As the data 

grows in a

tablespace

, Oracle uses the free space in the associated

datafiles

to allocate extents for the segment
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Datafiles 

You can alter the size of a

datafile

after its creation or you can specify 

that a

datafile

should dynamically grow as schema objects in the

tablespace

grow.

Offline

Datafiles 

You can take

tablespaces

offline (make unavailable) or bring them 

online (make available) at any time, except for the SYSTEM

tablespace

. All of the

datafiles

making up a

tablespace

are taken 

offline or brought online as a unit when you take the

tablespace

offline 

or bring it online, respectively. 
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A segment is a set of extents that contains all the data for a s

pecific 

logical storage structure within a

tablespace

. 

Data Segments

Oracle creates this data segment when you create the table. The 

storage parameters for a table determine how its data segment's 

extents 

are allocated

Index Segments 

Oracle creates the index segment for an index .

Temporary Segments 

When processing queries, Oracle often requires temporary workspa

ce 

for intermediate stages of SQL statement parsing and execution. 

Oracle automatically allocates this disk space called a temporar

y 

segment.
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[image: image87.wmf]Segments in Temporary Tables and Their Indexes 

Oracle can also allocate temporary segments for temporary tables

and 

indexes created on temporary tables. Temporary tables hold data 

that 

exists only for the duration of a transaction or session.

Rollback Segments 

Each database contains one or more rollback segments. A rollback

segment records the old values of data that was changed by each 

transaction (whether or not committed). Rollback segments are us

ed to 

provide read consistency, to roll back transactions, and to reco

ver the 

database. 

Contents of a Rollback Segment

Information in a rollback segment consists of several rollback e

ntries. 

Among other information, a rollback entry includes block informa

tion 

(the

filenumber

and block ID corresponding to the data that was 

changed) and the data as it existed before an operation in a tra

nsaction.
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Rollback entries change data blocks in the rollback segment, and

Oracle records all changes to data blocks, including rollback en

tries, in 

the redo log. This second recording of the rollback information 

is very 

important for active transactions (not yet committed or rolled b

ack) at 

the time of a system crash. If a system crash occurs, Oracle 

automatically restores the rollback segment information, includi

ng the 

rollback entries for active transactions, as part of instance or

media 

recovery. Once the recovery is complete, Oracle performs the act

ual 

rollbacks of transactions that had been neither committed nor ro

lled 

back at the time of the system crash. 

When Rollback Information Is Required

For each rollback segment, Oracle maintains a transaction table

--

a list 

of all transactions that use the associated rollback segment and

the 

rollback entries for each change performed by these transactions

. 

Oracle uses the rollback entries in a rollback segment to perfor

m a 

transaction rollback and to create read

-

consistent results for queries. 



	Slide 89
	
[image: image89.wmf]Extents 

An extent is a logical unit of database storage space allocation

made up 

of a number of contiguous data blocks. One or more extents in tu

rn 

make up a segment. When the existing space in a segment is 

completely used, Oracle allocates a new extent for the segment. 

When Extents Are Allocated 

When you create a table, Oracle allocates to the table's data se

gment an 

initial extent of a specified number of data blocks. Although no

rows 

have been inserted yet, the Oracle data blocks that correspond t

o the 

initial extent are reserved for that table's rows. 

If the data blocks of a segment's initial extent become full and

more 

space is required to hold new data, Oracle automatically allocat

es an 

incremental extent for that segment. An incremental extent is a 

subsequent extent of the same or greater size than the previousl

y 

allocated extent in that segment.
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[image: image90.wmf]Determining the Number and Size of Extents 

Storage parameters expressed in terms of extents define every 

segment. Storage parameters apply to all types of segments. They

control how Oracle allocates free database space for a given seg

ment
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[image: image91.wmf]Data Blocks , Extents and 

Segments
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[image: image92.wmf]At the finest level of granularity, Oracle stores data in 

data blocks

(also called logical blocks, Oracle blocks, or pages). One data 

block corresponds to a specific number of bytes of physical 

database space on disk. 

The next level of logical database space is an 

extent

. An extent is a 

specific number of contiguous data blocks allocated for storing 

a 

specific type of information. 

The level of logical database storage above an extent is called 

a 

segment

. A segment is a set of extents, each of which has been 

allocated for a specific data structure, and all of which are st

ored in 

the same

tablespace

. 
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[image: image94.wmf]Header (Common and Variable)

The header contains general block information, such as the block

address and the type of segment (for example, data, index, or 

rollback). 

Table Directory

This portion of the data block contains information about the ta

bles 

having rows in this block. 

Row Directory

This portion of the data block contains information about the ac

tual 

rows in the block (including addresses for each row piece in the

row 

data area). 

Once the space has been allocated in the row directory of a data

block's overhead, this space is not reclaimed when the row is 

deleted. Therefore, a block that is currently empty but had up t

o 50
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[image: image95.wmf]An Introduction to PCTFREE, PCTUSED, and Row 

Chaining 

Two space management parameters, PCTFREE and PCTUSED, 

enable you to control the use of free space for inserts of and 

updates to the rows in all the data blocks of a particular segme

nt. 

You specify these parameters when creating or altering a table

The PCTFREE Parameter

The PCTFREE parameter sets the minimum percentage of a data 

block to be reserved as free space for possible updates to rows 

that already exist in that block. For example, assume that you 

specify the following parameter within a CREATE TABLE 

statement: 
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[image: image97.wmf]The PCTUSED Parameter

The PCTUSED parameter sets the minimum percentage of a block tha

t 

can be used for row data plus overhead before new rows will be a

dded 

to the block. After a data block is filled to the limit determin

ed by 

PCTFREE, Oracle considers the block unavailable for the insertio

n of 

new rows until the percentage of that block falls below the para

meter 

PCTUSED. Until this value is achieved, Oracle uses the free spac

e of 

the data block only for updates to rows already contained in the

data 

block. 
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[image: image100.wmf]rows at one time continues to have 100 bytes allocated in the he

ader 

for the row directory. Oracle reuses this space only when new ro

ws 

are inserted in the block. 

Overhead

The data block header, table directory, and row directory are 

referred to collectively as overhead. Some block overhead is fix

ed 

in size; the total block overhead size is variable. On average, 

the 

fixed and variable portions of data block overhead total 84 to 1

07 

bytes. 

Row Data

This portion of the data block contains table or index data. Row

s 

can span blocks
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[image: image101.wmf]SVRMGR30 : line mode utility used by 

dba’s

.  

Commands that do not need db 

connection: exit,remark,set,show,spool

Need connection: connect/disconnect,

desc

,execute,show errors.

Show parameters,

sga

,archive log,recover database,startup,

shutdown. 

SGA: no mount stage views 

V$PARAMETER

—

all info about 

intialization

parameters

V$

sga

---

summary info on 

sga

V$option

---

option installed with oracle server

V$process 

---

current active 

porcess

V$session

----

current session info

V$version 

----

version no and components

V$instance

----

state of current instance.

Control file : mount stage views.

v$thread

---

info about redo log groups.V$

controlfile

V$database,V$

datafile

, V$

datafile

_header,V$

logfile

.
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User establish a db connection using Sql*plus or Developer2000

that runs on client m/c with help of user process.

On behalf of user process a process is created on oracle server

This process is called a server process.

Connection:  Is a path between  two process,throw network 
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Data Dictionary

One of the most important parts of an Oracle database is its data dictionary, which is a read-only set of tables that provides information about its associated database. A data dictionary contains: 

		the definitions of all schema objects in the database (tables, views, indexes, clusters, synonyms, sequences, procedures, functions, packages, triggers, and so on) 

		how much space has been allocated for, and is currently used by, the schema objects 
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Online and Offline Tablespaces 

A database administrator can bring any tablespace other than the SYSTEM tablespace online (accessible) or offline (not accessible) whenever the database is open. The SYSTEM tablespace is always online when the database is open because the data dictionary must always be available to Oracle. 

A tablespace is normally online so that the data contained within it is available to database users. However, the database administrator might take a tablespace offline 

		to make a portion of the database unavailable, while allowing normal access to the remainder of the database 

		to perform an offline tablespace backup (although a tablespace can be backed up while online and in use) 

		to make an application and its group of tables temporarily unavailable while updating or maintaining the application 
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Determining the Number and Size of Extents 

Storage parameters expressed in terms of extents define every segment. Storage parameters apply to all types of segments. They control how Oracle allocates free database space for a given segment
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Header (Common and Variable)

The header contains general block information, such as the block address and the type of segment (for example, data, index, or rollback). 

Table Directory

This portion of the data block contains information about the tables having rows in this block. 

Row Directory

This portion of the data block contains information about the actual rows in the block (including addresses for each row piece in the row data area). 

Once the space has been allocated in the row directory of a data block's overhead, this space is not reclaimed when the row is deleted. Therefore, a block that is currently empty but had up to 50
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Goals of Oracle 8i DBA Course

		Understand the Oracle 8i architecture.

		Understand  Oracle 8i Dictionary.

		Configure and  manage Oracle 8i databases

		Manage users and accounts by specifying privileges 



 and roles.

		 Perform effective storage management to maximize.



  space usage and performance.

		 Implement Oracle 8i partitions to manage large tables.

		 Select appropriate Oracle 8i backup and recovery 



  options.

		 How to work with Oracle 8i Server utilities.

		 Tune Oracle 8i Database. 
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What is a database system?

Basically, it is nothing more than a computer-based record 

keeping system: that is a system whose overall purpose is to

record and maintain information.



The information concerned can be anything that is deemed to

be of significance to the organization the system is serving.
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rows at one time continues to have 100 bytes allocated in the header for the row directory. Oracle reuses this space only when new rows are inserted in the block. 

Overhead

The data block header, table directory, and row directory are referred to collectively as overhead. Some block overhead is fixed in size; the total block overhead size is variable. On average, the fixed and variable portions of data block overhead total 84 to 107 bytes. 

Row Data

This portion of the data block contains table or index data. Rows can span blocks










_1047110912.ppt








SVRMGR30 : line mode utility used by dba’s.  

Commands that do not need db 

connection: exit,remark,set,show,spool

Need connection: connect/disconnect,desc,execute,show errors.

Show parameters,sga,archive log,recover database,startup,

shutdown. 

SGA: no mount stage views 

V$PARAMETER—all info about intialization parameters

V$sga ---summary info on sga

V$option---option installed with oracle server

V$process ---current active porcess

V$session----current session info

V$version ----version no and components

V$instance----state of current instance.

Control file : mount stage views.

v$thread---info about redo log groups.V$controlfile 

V$database,V$datafile, V$datafile_header,V$logfile.
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The PCTUSED Parameter



The PCTUSED parameter sets the minimum percentage of a block that can be used for row data plus overhead before new rows will be added to the block. After a data block is filled to the limit determined by PCTFREE, Oracle considers the block unavailable for the insertion of new rows until the percentage of that block falls below the parameter PCTUSED. Until this value is achieved, Oracle uses the free space of the data block only for updates to rows already contained in the data block. 
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An Introduction to PCTFREE, PCTUSED, and Row Chaining 



Two space management parameters, PCTFREE and PCTUSED, enable you to control the use of free space for inserts of and updates to the rows in all the data blocks of a particular segment. You specify these parameters when creating or altering a table

The PCTFREE Parameter

The PCTFREE parameter sets the minimum percentage of a data block to be reserved as free space for possible updates to rows that already exist in that block. For example, assume that you specify the following parameter within a CREATE TABLE statement: 
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At the finest level of granularity, Oracle stores data in data blocks (also called logical blocks, Oracle blocks, or pages). One data block corresponds to a specific number of bytes of physical database space on disk. 



The next level of logical database space is an extent. An extent is a specific number of contiguous data blocks allocated for storing a specific type of information. 



The level of logical database storage above an extent is called a segment. A segment is a set of extents, each of which has been allocated for a specific data structure, and all of which are stored in the same tablespace. 
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Data Block Format
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Data Blocks , Extents and Segments
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Segments 

A segment is a set of extents that contains all the data for a specific logical storage structure within a tablespace. 

Data Segments 

Oracle creates this data segment when you create the table. The storage parameters for a table determine how its data segment's extents are allocated

Index Segments 

Oracle creates the index segment for an index .

Temporary Segments 

When processing queries, Oracle often requires temporary workspace for intermediate stages of SQL statement parsing and execution. Oracle automatically allocates this disk space called a temporary segment.
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Logging Rollback Entries

Rollback entries change data blocks in the rollback segment, and Oracle records all changes to data blocks, including rollback entries, in the redo log. This second recording of the rollback information is very important for active transactions (not yet committed or rolled back) at the time of a system crash. If a system crash occurs, Oracle automatically restores the rollback segment information, including the rollback entries for active transactions, as part of instance or media recovery. Once the recovery is complete, Oracle performs the actual rollbacks of transactions that had been neither committed nor rolled back at the time of the system crash. 

When Rollback Information Is Required

For each rollback segment, Oracle maintains a transaction table--a list of all transactions that use the associated rollback segment and the rollback entries for each change performed by these transactions. Oracle uses the rollback entries in a rollback segment to perform a transaction rollback and to create read-consistent results for queries. 
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Extents 

An extent is a logical unit of database storage space allocation made up of a number of contiguous data blocks. One or more extents in turn make up a segment. When the existing space in a segment is completely used, Oracle allocates a new extent for the segment. 

When Extents Are Allocated 

When you create a table, Oracle allocates to the table's data segment an initial extent of a specified number of data blocks. Although no rows have been inserted yet, the Oracle data blocks that correspond to the initial extent are reserved for that table's rows. 

If the data blocks of a segment's initial extent become full and more space is required to hold new data, Oracle automatically allocates an incremental extent for that segment. An incremental extent is a subsequent extent of the same or greater size than the previously allocated extent in that segment.
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Segments in Temporary Tables and Their Indexes 

Oracle can also allocate temporary segments for temporary tables and indexes created on temporary tables. Temporary tables hold data that exists only for the duration of a transaction or session.

Rollback Segments 

Each database contains one or more rollback segments. A rollback segment records the old values of data that was changed by each transaction (whether or not committed). Rollback segments are used to provide read consistency, to roll back transactions, and to recover the database. 

Contents of a Rollback Segment

Information in a rollback segment consists of several rollback entries. Among other information, a rollback entry includes block information (the filenumber and block ID corresponding to the data that was changed) and the data as it existed before an operation in a transaction.
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Datafiles 

A tablespace in an Oracle database consists of one or more physical datafiles. A datafile can be associated with only one tablespace and only one database. 

Oracle creates a datafile for a tablespace by allocating the specified amount of disk space plus the overhead required for the file header. When a datafile is created, the operating system in which Oracle is running is responsible for clearing old information and authorizations from a file before allocating it to Oracle. If the file is large, this process might take a significant amount of time. 

Datafile Contents : When a datafile is first created, the allocated disk space is formatted but does not contain any user data; however, Oracle reserves the space to hold the data for future segments of the associated tablespace--it is used exclusively by Oracle. As the data grows in a tablespace, Oracle uses the free space in the associated datafiles to allocate extents for the segment
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Size of Datafiles 

You can alter the size of a datafile after its creation or you can specify that a datafile should dynamically grow as schema objects in the tablespace grow.

Offline Datafiles 

You can take tablespaces offline (make unavailable) or bring them online (make available) at any time, except for the SYSTEM tablespace. All of the datafiles making up a tablespace are taken offline or brought online as a unit when you take the tablespace offline or bring it online, respectively. 








_1047110844.ppt


Temporary Tablespaces 

You can manage space for sort operations more efficiently by designating temporary tablespaces exclusively for sorts. Doing so effectively eliminates serialization of space management operations involved in the allocation and deallocation of sort space
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Databases, tablespaces, and datafiles are closely related, but they have important differences: 

databases and tablespaces 	

An Oracle database consists of one or more logical storage units called tablespaces, which collectively store all of the database's data. 	

tablespaces and datafiles 	

Each tablespace in an Oracle database consists of one or more files called datafiles, which are physical structures that conform with the operating system in which Oracle is running. 	

databases and datafiles 	

A database's data is collectively stored in the datafiles that constitute each tablespace of the database. For example, the simplest Oracle database would have one tablespace and one datafile. Another database might have three tablespaces, each consisting of two datafiles (for a total of six datafiles). 	
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Enlarging a Database by Dynamically Sizing Datafiles
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ALTER DATABASE
DATAEILE 'DATAS .ORA'

AUTOEXTEND Ol NEXT 204
VRXSTZE 1000M;
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Using Multiple Tablespaces 

You can use multiple tablespaces to: 

		control disk space allocation for database data 

		assign specific space quotas for database users 

		control availability of data by taking individual tablespaces online or offline 

		perform partial database backup or recovery operations 

		allocate data storage across devices to improve performance 





A database administrator (DBA) can create new tablespaces, add datafiles to tablespaces, set and alter default segment storage settings for segments created in a tablespace, make a tablespace read-only or read-write, make a tablespace temporary or permanent, and drop tablespaces. 
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Space Management in Tablespaces 



Tablespaces allocate space in extents Tablespaces can use two different methods to keep track of their free and used space: 

		extent management by the data dictionary (dictionary-managed tablespaces) 

		extent management by the tablespace (locally-managed tablespaces) 



Dictionary-Managed Tablespaces 

For a tablespace that uses the data dictionary to manage its extents, Oracle updates the appropriate tables in the data dictionary whenever an extent is allocated or freed for reuse. Oracle also stores rollback information about each update of the dictionary tables. Because dictionary tables and rollback segments are part of the database, the space that they occupy is subject to the same space management operations as all other data. 
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The SYSTEM Tablespace 

Every Oracle database contains a tablespace named SYSTEM, which Oracle creates automatically when the database is created. The SYSTEM tablespace always contains the data dictionary tables for the entire database. The data dictionary tables are stored in datafile 1. All data stored on behalf of stored PL/SQL program units (procedures, functions, packages, and triggers) resides in the SYSTEM tablespace. If the database will contain many of these program units, the database administrator needs to allow for the space they use in the SYSTEM tablespace
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Enlarging a Database by Adding a Datafile to a Tablespace
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Enlarging a Database by Adding a New Tablespace
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Allocating More Space for a Database 

You can enlarge a database in three ways: 

		add a datafile to a tablespace 

		add a new tablespace 

		increase the size of a datafile 
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The views of the data dictionary serve as a reference for all database users. You access the data dictionary views via the SQL language. Some views are accessible to all Oracle users; others are intended for database administrators only. 

Data Dictionary View Prefixes 

USER 	

user's view (what is in the user's schema) 	

ALL 	

expanded user's view (what the user can access) 	

DBA 	

database administrator's view (what is in all users' schemas) 	
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These views are sometimes called fixed views because they cannot be altered or removed by the database administrator. 



SYS owns the dynamic performance tables; their names all begin with V_$. Views are created on these tables, and then public synonyms are created for the views. The synonym names begin with V$. For example, V$DATAFILE contains information about the database's datafiles and V$FIXED_TABLE contains information about all of the dynamic performance tables and views in the database. 
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Databases, Tablespaces, and Datafiles 

Oracle stores data logically in tablespaces and physically in datafiles associated with the corresponding tablespace.





Tablespace
{ore or more datafiles)

Datafiles Opjects
{physical stuctures assoclated (stored in tablespaces-
with orly one tablespace) may span several datafies!
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The DUAL Table



The table named DUAL is a small table in the data dictionary that Oracle and user-written programs can reference to guarantee a known result. This table has one column called DUMMY and one row containing the value "X". 

The Dynamic Performance Tables 

Throughout its operation, Oracle maintains a set of "virtual" tables that record current database activity. These tables are called dynamic performance tables. 

Dynamic performance tables are not true tables, and they should not be accessed by most users. However, database administrators can query and create views on the tables and grant access to those views to other users. 
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Structure of Data Dictionary

A database's data dictionary consists of: 

base tables 	

The underlying tables that store information about the associated database. Only Oracle should write to and read these tables. Users rarely access them directly because they are normalized, and most of the data is stored in a cryptic format. 	

user-accessible views 	

The views that summarize and display the information stored in the base tables of the data dictionary. These views decode the base table data into useful information, such as user or table names, using joins and WHERE clauses to simplify the information. Most users are given access to the views rather than the base tables	










_1047110790.ppt


The Oracle user SYS owns all base tables and user-accessible views of the data dictionary



How the Data Dictionary Is Used 

The data dictionary has three primary uses: 

		Oracle accesses the data dictionary to find information about users, schema objects, and storage structures. 

		Oracle modifies the data dictionary every time that a data definition language (DDL) statement is issued. 

		Any Oracle user can use the data dictionary as a read-only reference for information about the database. 
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		default values for columns 

		integrity constraint information 

		the names of Oracle users 

		privileges and roles each user has been granted 

		auditing information, such as who has accessed or updated various schema objects 

		other general database information 





The data dictionary is structured in tables and views, just like other database data. All the data dictionary tables and views for a given database are stored in that database's SYSTEM tablespace 
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An Example of How Oracle Works

The following example illustrates an Oracle configuration where the user and associated server process are on separate machines (connected via a network). 

An instance is currently running on the computer that is executing Oracle (often called the host or database server). 

A computer running an application (a local machine or client workstation) runs the application in a user process. The client application attempts to establish a connection to the server using the proper Net8 driver. 

The server is running the proper Net8 driver. The server detects the connection request from the application
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data segment 

Each non-clustered table has a data segment. All of the table's data is stored in the extents of its data segment. 

index segment 

Each index has an index segment that stores all of its data. 

rollback segment 

One or more rollback segments for a database are created by the database administrator to temporarily store "undo" information. 

The information in a rollback segment is used 

		to generate read-consistent database information 

		during database recovery 

		to rollback uncommitted transactions for users. 
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Control Files

Every Oracle database has a control file. A control file contains entries that specify the physical structure of the database. For example, it contains the following types of information: 

		database name 

		names and locations of a database's data files and redo log files 

		time stamp of database creation 



Parameter file

Every instance of oracle uses a parameter file  which influence the behavior of the instance.
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		The combined size of a tablespace's datafiles is the total storage capacity of the tablespace (SYSTEM tablespace has 2 MB storage capacity while USERS tablespace has 4 MB). 

		The combined storage capacity of a database's tablespaces is the total storage capacity of the database (6 MB). 










_1047110775.ppt


Data Dictionary

The data dictionary is effectively a database in its own right - a

database that contains ‘data about data’- that is, descriptions of

other objects in the system, rather than simply ‘’raw data’’.
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Databases, Tablespaces, and Datafiles

This figure illustrates the following: 

		Each database is logically divided into one or more table spaces. 

		One or more data files are explicitly created for each tablespace to physically store the data of all logical structures in a tablespace. 
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Physical Database Structures

Datafiles

Every Oracle database has one or more physical datafiles. A database's datafiles contain all the database data. The data of logical database structures such as tables and indexes is physically stored in the datafiles allocated for a database. 

The characteristics of datafiles are: 

		A datafile can be associated with only one database. 

		Datafiles can have certain characteristics set to allow them to automatically extend when the database runs out of space. 

		One or more datafiles form a logical unit of database storage called a tablespace
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Redo Log Files

Every Oracle database has a set of two or more redo log files. The set of redo log files for a database is collectively known as the database's redo log. A redo log is made up of redo entries (also called redo records), each of which is a group of change vectors describing a single atomic change to the database. 

The primary function of the redo log is to record all changes made to data. Should a failure prevent modified data from being permanently written to the datafiles, the changes can be obtained from the redo log and work is never lost. 

Redo log files are critical in protecting a database against failures. To protect against a failure involving the redo log itself, Oracle allows a multiplexed redo log so that two or more copies of the redo log can be maintained on different disks. 
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temporary segment 

Temporary segments are created by Oracle when a SQL statement needs a temporary work area to complete execution. When the statement finishes execution, the temporary segment's extents are returned to the system for future use
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Processing a DML statement

Dml statement  requires two phase of processing

Parse,Execute : 

ex: update emp set sal= sal + 1.1 where empno = 7369;

Steps for above ex;

Server process looks in dbbc,if data not there,it brings from

Datafiles and copies blocks that are read and places in dbbc.

Now server process places locks on the data.

Server process records the changes to be made to rollback

(before image) and to the data(new value) in redo log buffer.

Now server process mark both changed blocks

(before and after image)in the buffer cache as dirty buffers.

That buffers that are not same as corresponding  blocks on the disk.
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Logical Database Structures



The logical structures of an Oracle database include tablespaces, schema objects, data blocks, extents, and segments. 

Tablespaces

A database is divided into logical storage units called tablespaces, which group related logical structures together. 

Data Blocks, Extents, and Segments

Oracle allows fine-grained control of disk space usage through the logical storage structures, including data blocks, extents, and segments
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Oracle Data Blocks

At the finest level of granularity, an Oracle database's data is stored in data blocks. One data block corresponds to a specific number of bytes of physical database space on disk. A data block size is specified for each Oracle database when the database is created. A database uses and allocates free database space in Oracle data blocks. 

Extents 

The next level of logical database space is called an extent. An extent is a specific number of contiguous data blocks, obtained in a single allocation, used to store a specific type of information. 

Segments 

The level of logical database storage above an extent is called a segment. A segment is a set of extents allocated for a certain logical structure. 
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Once commit issued ,server process places a commit record,

along with SCN.

The redo log buffer entries are written to redo log log files.

After this oracle server sure data changes not lost even failures.

Now user is informed that commit is complete.

Now server record completes transaction and resource locks  released.

Flushing dirty buffers to the datafiles is performed by dbwr either before or after may take place.

Same way DELETE or INSERT. Before image for delete

has column values in deleted row.for insert row location to be stored in rollback.
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The server process modifies data in the system global area. The DBWn process writes modified blocks permanently to disk when doing so is efficient. Because the transaction committed, the LGWR process immediately records the transaction in the online redo log file. 

If the transaction is successful, the server process sends a message across the network to the application. If it is not successful, an appropriate error message is transmitted. 

Throughout this entire procedure, the other background processes run, watching for conditions that require intervention. In addition, the database server manages other users' transactions and prevents contention between transactions that request the same data. 
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Stages in processing of a query











Parse: User sends query to server process, the server process checks

the validity of the command by using the area in SGA known as

shared pool to compile statement and finally shared process

 returns the status either success or failure of parse stage to user.

Execute: in this phase server process prepares to retrieve the data.

Fetch:  if execute retrieves data, then server process return data to 

User, depend on memory and fetch  one or more fetch needed to 

Transfer data to user.

 

Select * from

 emp

User process

Server process

Parse,execute,fetch
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and creates a (dedicated) server process on behalf of the user process. 

The user executes a SQL statement and commits the transaction. For example, the user changes a name in a row of a table. 

The server process receives the statement and checks the shared pool for any shared SQL area that contains an identical SQL statement. If a shared SQL area is found, the server process checks the user's access privileges to the requested data and the previously existing shared SQL area is used to process the statement; if not, a new shared SQL area is allocated for the statement so that it can be parsed and processed. 

The server process retrieves any necessary data values from the actual datafile (table) or those stored in the system global area. 
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Background Processes 

Oracle creates a set of background processes for each instance. They consolidate functions that would otherwise be handled by multiple Oracle programs running for each user process. 

Each oracle instance may use several background processes,depending on the configuration, but every instance uses these five background processes by default.

DBWR ---Responsible for writing changed data to the database.

LGWR---Records changes registered in redo log buffer to the database.

SMON---Check for consistency and initiate recovery of the database when db is open.

PMON---Cleans up the resources if one of the processes fails.

CKPT ---Responsible for updating the database status information whenever changes in the buffer cache are permanently recorded in the database.
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Recoverer (RECO) 

The recoverer is used to resolve distributed transactions that are pending due to a network or system failure in a distributed database. 

Dispatcher (Dnnn) 

Dispatchers are optional background processes, present only when a multi-threaded server configuration is used. At least one dispatcher process is created for every communication protocol in use (D000, . . ., Dnnn). Each dispatcher process is responsible for routing requests from connected user processes to available shared server processes and returning the responses back to the appropriate user processes.

Lock (LCK0) 

The lock process (LCK0) is used for inter-instance locking in the Oracle Parallel Server














_1047110712.ppt


An Oracle database is a collection of data that is treated as a unit.The general purpose of a database is to store and retrieve related information. The database has logical structures and physical structures

Database identified by database name (db_name),Oracle recommends that the same name be used for instance and db name. DB has :                     

Database

control



data

Database

redo

parameter

password

archive
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Data files:store the data dictionary,user objects , database has at least one data file.

Redo log files: contain a record of changes made to the database

to ensure reconstruction of the data in case of failure, database at least two redo log files needed. 

Control files: contain information needed to maintain and verify database integrity(db needs at least one control file).Parameter files used to define characteristics of an instance.Password file for Authenticate database users. Archive redo log files for recover purposes if media failures.

A database is divided into logical storage units called tablespaces, which group related logical structures together

Every Oracle database has one or more physical datafiles. A database's datafiles contain all the database data. The data of logical database structures such as tables and indexes is physically stored in the datafiles allocated for a database. 
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Job Queue (SNPn) 

In a distributed database configuration, up to thirty-six job queue processes (SNP0, ..., SNP9, SNPA, ..., SNPZ) can automatically refresh table snapshots. These processes wake up periodically and refresh any snapshots that are scheduled to be automatically refreshed.

Queue Monitor (QMNn) 

The queue monitor(s) are optional background processes that monitor the message queues for Oracle Advanced Queuing (Oracle AQ). You can configure up to ten queue monitor processes. 
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Log Writer (LGWR) 





The Log Writer writes redo log entries to disk. Redo log entries are generated in the redo log buffer of the system global area (SGA) and LGWR writes the redo log entries sequentially into an online redo log file under following situations.

When redo log buffer is one third full

When a timeout occurs(every three seconds)

Before DBWR writes modified blocks in the database buffer cache to data files

When transaction commits. 



RLBC

LGWR

Redo Log

Files
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Checkpoint (CKPT)

At specific times, all modified database buffers in the system global area are written to the datafiles by DBWn; this event is called a checkpoint.

System Monitor (SMON) 

The system monitor performs crash recovery when a failed instance starts up again. SMON also cleans up temporary segments that are no longer in use and recovers dead transactions skipped during crash and instance recovery because of file-read or offline errors.

Process Monitor (PMON) 

The process monitor performs process recovery when a user process fails. PMON is responsible for cleaning up the cache and freeing resources that the process was using. PMON also checks on dispatcher and server processes and restarts them if they have failed. 

Archiver (ARCn)   The archiver copies the online redo log files to archival storage when they are full or a log switch occurs
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Database Writer (DBWn)





The Database Writer writes modified blocks from the database buffer cache to the datafiles. Although one database writer process (DBW0) is sufficient for most systems, you can configure additional processes (DBW1 through DBW9) to improve write performance for a system that modifies data heavily

The DBWR writes the dirty buffers from the database buffer cache to the 

Data files in following events

The number of dirty buffers reaches a threshold value or when no free buffers and cannot find any.

When timeout occurs.

DBWR checkpoint occurs like when closing database(checkpoint is a means of synchronizing the database buffer cache with data file)

DBBC

DBWR

Data files
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Shared Pool 

The shared pool is a portion of the system global area that contains shared memory constructs such as shared SQL areas.Used to store information such as most recently executed SQL and most recently used data from the data dictionary, during parse stage it looks for information related to statement. 

Size defined by shared_pool_size.

Library cache contains SQL statement text,parsed code and an execution plan.

Data dictionary cache or row cache contains table and column definitions and Privileges,usernames,passwords.
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Process Architecture

A process is a "thread of control" or a mechanism in an operating system that can execute a series of steps. Some operating systems use the terms job or task. A process normally has its own private memory area in which it runs. 

An Oracle server has two general types of processes: user processes and Oracle processes. 

User (Client) Processes

A user process is created and maintained to execute the software code of an application program (such as a Pro*C/C++ program) or an Oracle tool (such as Oracle Enterprise Manager). The user process also manages the communication with the server processes. 
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Oracle Process Architecture

Oracle processes are called by other processes to perform functions on behalf of the invoking process.

Server Processes 

Oracle creates server processes to handle requests from connected user processes. A server process is in charge of communicating with the user process and interacting with Oracle to carry out requests of the associated user process. 

Oracle can be configured to vary the number of user processes per server process. In a dedicated server configuration, a server process handles requests for a single user process. A multi-threaded server configuration allows many user processes to share a small number of server processes, minimizing the number of server processes and maximizing the utilization of available system resources.
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Program Global Area (PGA)



The Program Global Area (PGA) is a memory buffer that contains data and control information for a server process. A PGA is created by Oracle when a server process is started. The information in a PGA depends on the configuration of Oracle. 

					



SGA is shared and written by several processes.

PGA is used by only one process, in dedicated server configuration pga has it contains sort area, session information.

PGA is allocated when a process allocated and deallocated when terminated.

Server Process

PGA
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Database Buffer Cache 

Database buffers of the system global area store the most recently used blocks of database data; the set of database buffers in an instance is the database buffer cache. Server process looks for blocks needed in database buffer cache ,if block is not found in database buffer cache the server process reads the block from data files and place a copy in  the buffer cache, so that next time for same it not goes to disk.

No of buffers defined by DB_BLOCK_BUFFERS

Size of a buffer based on db_block_size

Stores the most recently used blocks(LRU--it removes from block)
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Redo Log Buffer 

The redo log buffer of the system global area stores redo entries--a log of changes made to the database. The redo entries stored in the redo log buffers are written to an online redo log file, which is used if database recovery is necessary. Its size is static

Size defined by LOG_BUFFER

Records changes made through the instance

Used  sequentially .

It is a circular buffer.
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Memory Structures

System Global Area (SGA)

The System Global Area (SGA) is a shared memory region that contains data and control information for one Oracle instance. An SGA and the Oracle background processes constitute an Oracle instance. All memory structures exist in the main memory of the computers that constitute the database system

Oracle allocates the system global area when an instance starts and deallocates it when the instance shuts down. Each instance has its own system global area. 

The information stored within the system global area is divided into several types of memory structures, including the database buffers, redo log buffer, and the shared pool. 
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		 Operations 



Operations are clearly defined actions that allow users 

to manipulate the data and structures of a database. 

The operations on a database must adhere to a predefined set of 

integrity rules. 



		 Integrity rules 



Integrity rules are the laws that govern which operations are allowed 

on the data and structures of a database. Integrity rules protect the 

data and the structures of a database
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		 Database Links 



A database link is a named schema object that describes a "path" from one database to another. Database links are implicitly used when a reference is made to a global object name in a distributed database,
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Oracle database users

A database user can connect to an oracle server in any of the following ways:

Logging in directly to the host

Using a two tiered(client-server ) connection. 

Ex: developer2000, windows95 --- > oracle server in NT, Unix.

Using a Three-Tiered Connection

Ex: User m/c(Browser)-Application or Network server -Oracle Server.







User can directly issue SQL commands using tool -- SQL* PLUS.



Web servers

Iis,Appache

Netscape

Applic server

Web logic

Web sphere

Oracle 9i

Oracle DB

USER
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An Oracle Instance

Every time a database is started, a system global area (SGA) is allocated and Oracle background processes are started. The system global area is an area of memory used for database information shared by the database users. The combination of the background processes and memory buffers is called an Oracle instance. Instance

Identified by setting ORACLE_SID.Instance is means to access an oracle database,Always opens one and only database at any point in time.







An Oracle instance has two types of processes:

DBBC

RLBC



Shared Pool

                  SGA

INSTANCE

Background

Processes
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A User process executes the code of an application program 

(such as an Oracle Forms application) or an Oracle Tool 

(such as Oracle Enterprise Manager).

Runs on the client machine

Generates calls to the oracle server

Oracle processes(Server processes)that perform work for the user processes and background processes that perform maintenance work for the Oracle server. 

Runs  on server machine ,each  server process uses an area of memory called PGA(Program Global Area)

Services a single user process in the dedicated server configuration(For each user request one server process and is generally terminated when user disconnects.In MTS configuration multiple user to share server processes.

 Processes calls generated by the client 

Returns result to the client and status information. 
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Oracle
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Oracle Products

Oracle 8i Enterprise Edition

Oracle 9i Application Server

Oracle Portal

Jdeveloper

Oracle Data Mart Suite

Oracle Discoverer

Enterprise Manager

Oracle Finance

Oracle Human Resources

Oracle Sales

iPayment

iProcurement

iReceivables

iStore

Oracle Reports           Oracle Forms Developer

And many more. For more info visit www.oracle.com
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Introduction to Oracle 8i Architecture

The Oracle Server 

The Oracle server is an object-relational database management system that provides an open, comprehensive, and integrated approach to information management. An Oracle server consists of an Oracle database and an Oracle server instance. The following sections describe the relationship between the database and the instance








_1047110633.ppt


Popular RDBMS

		 Oracle

		 Sybase

		 Informix

		 DB2

		 SQL Server

		 MS Access

		 FoxPro
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Hide data complexity. For example, a single view can combine 12 monthly sales tables to provide a year of data for analysis and reporting. A single view can also be used to create a join, which is a display of related columns or rows in multiple tables. However, the view hides the fact that this data actually originates from several tables. 

Simplify commands for the user. For example, views allow users to select information from multiple tables without requiring the users to actually know how to perform a correlated subquery. 

Present the data in a different perspective from that of the base table. For example, views provide a means to rename columns without affecting the tables on which the view is based. 
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		 Sequences



A sequence generates serial list of unique numbers for numeric columns of a database's tables. Sequences simplify application programming by automatically generating unique numerical values for the rows of a single table or multiple tables. 

		 Program Units 



The term "program unit" is used to refer to stored procedures, functions, packages, triggers, and anonymous blocks. 

		 Synonyms 



A synonym is an alias for a table, view, sequence, or program unit. A synonym is not actually a schema object itself, but instead is a direct reference to a schema object. Synonyms are used to 

		mask the real name and owner of a schema object 

		provide public access to a schema object 
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		provide location transparency for tables, views, or program units of a remote database 

		simplify the SQL statements for database users 





A synonym can be public or private. 



		 Indexes 



Indexes are optional structures associated with tables, which can be created to increase the performance of data retrieval. Just as the index in a book helps you locate specific information faster than if there were no index, an Oracle index provides a faster access path to table data. 
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Store complex queries. For example, a query might perform extensive calculations with table information. By saving this query as a view, the calculations are performed only when the view is queried. 
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RDBMS Terms

		 Schemas and Schema Objects



A schema is a collection of database objects that are available to a user. Schema objects are the logical structures that directly refer to the database's data. Schema objects include such structures as tables,views, sequences, stored procedures, synonyms, indexes, clusters, and database links. 

		 Tables 



A table is the basic unit of data storage in an Oracle database. The tables of a database hold all of the user-accessible data. 

Table data is stored in rows and columns. Every table is defined with a table name and set of columns. Each column is








_1047110611.ppt


given a column name, a datatype (such as CHAR, DATE, or NUMBER), and a width (which may be predetermined by the datatype, as in DATE) or scale and precision (for the NUMBER datatype only). Once a table is created, valid rows of data can be inserted into it. The table's rows can then be queried, deleted, or updated. 

		 Views 



A view is a custom-tailored presentation of the data in one or more tables. A view can also be thought of as a "stored query". 

Views are often used to do the following: 

Provide an additional level of table security by restricting access to a predetermined set of rows and columns of a table. For example, a view of a table can be created so that columns with sensitive data (for example, salary information) are not included in the definition of the view. 
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Benefits of Relational DBMS

		 independence of physical data storage and logical database



 structure 

		 variable and easy access to all data 

		 complete flexibility in database design 

		 reduced data storage and redundancy 
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Data Independence

Data Storage and Access should be independent from Application.



Applications should be transparent to the storage structure of the

data. The DBA must have the freed to change the storage structure

or access strategy in response to changing requirements without

having to modify existing applications.



Data independence can be defined as the immunity of applications

to change in storage structure and access strategy.
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Who could be the users of a DBMS?

		 Application Programmer



This user is responsible for writing application programs

that use the database typically in a language like PL/SQL

C, JAVA, ODBC, VB etc.. These programs are designed

to support an end-user interacting with a system from an

online terminal.

		 End-User



A end-user access the database from a terminal to retrieve

and save information from a database.

		 DBA



Administers the database
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A DBA will require a number of utility programs to help with

his tasks . Below are examples of such utilities.



		 Loading Routines



   To create the initial version of the database

		 Reorganization Routines



   To rearrange the database to reclaim space occupied by obsolete

data

		 Journaling Routines



   To note each operation against the database, together with 

identification of the user performing the operation and record of

the before and after states.

		 Recovery Routines



   To restore the database to an earlier state after a hardware  or

program failure.

		 Statistical analysis routines



    To assist in monitoring performance
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The Relational Model





The relational model has three major aspects: 



		 Structures 	



Structures are well-defined objects (such as tables, views, 

indexes, and so on) that store or access the data of a database. 

Structures and the data contained within them can be

 manipulated by operations. 	
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Responsibilities of DBA

		 Deciding the information content of the database

		 Deciding the storage structure and access strategy

		 Liaising  with users

		 Defining authorization checks and validation procedures

		 Defining a strategy for backup and recovery.

		 Monitoring performance and responding changes in 



requirements.
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What type of a software does a database system involve?

Between the physical database itself and the users of the system

is a layer of software, usually called the database management 

system or DBMS.



All requests from users for access to the database is handled by

the DBMS .



DBMS Shields the database users from hardware details
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Where does a DBMS fit in?

Hardware

Operating System

DBMS

Users

DDL/DML
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What hardware is involved?

The hardware consists of the secondary storage volumes like 

disks on which the database resides.
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Why Database?

Q) Why should an enterprise choose to store its operational data  in 

an integrated database ?



A) Because the database system provides with centralized control.



Advantages that accrue from having centralized control of the

data:



		Redundancy can be reduced.

		Inconsistencies can be avoided.

		The data can be shared.

		Standards can be enforced.
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Operational Data

A database is a collection of stored operational data used by the

application systems of some particular enterprise.



Some examples of enterprise are



Manufacturing Company,

Bank,

Hospital,

University,

Government Department.
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Any enterprise must necessarily maintain a lot of data about its

operation. This is its “Operational Data”. The operational data

for the enterprises listed above would probably include the 

following.



Product Data,

Account Data,

Patient Data,

Student Data,

Planning Data.
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		Security restrictions can be applied.

		Integrity can be maintained.

		Conflicting requirements can be balanced
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What does a database system

involve?

A database system involves four major components:



		Data

		Hardware

		Software

		Users
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What is Data?

		Information is stored in the database in the form of 0’s and 1’s

		Raw Data of 0’s and 1’s do not make any sense unless a meaning



is assigned to them.

		A database is a repository for stored data

		A database is both integrated and shared





     Integrated means that the database may be thought of a unification 

     of several otherwise distinct data files.



     Shared means that individual pieces of data in the database may be

     shared among several different users
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