Internet Firewalls 

1. Introduction

Firewalls are considered to be specially programmed routers that are deployed between a particular LAN or an intranet and the rest of the Internet. These are considered to be routers as they interwork two or more networks and forward packets from one to the other. These are considered to be firewall as they filter the packets that flow through them to deny access of the intranet to the external Internet. Packets may also be filtered in the reverse direction in order to deny the users of the intranet to access specific sites on the Internet (Figure – 1). In this regard, firewalls can also be used to secure partitions within an intranet. Firewalls are also considered essential to secure intranets from a flood of unwanted packets from an external host. Such a flood of packets is known as Denial of Service (DoS) attack and is aimed at saturating the bandwidth of the intranet or the processing capacities of the targeted networking devices and servers.
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Figure – 1

This document considers firewalls as autonomous devices. However, firewall algorithms can easily be integrated into routers and gateways. Most routers being developed these days have firewall facilities built in and these have to be configured to secure the intranet.

This document provides a summary of firewall architectures. Although this document discusses some types of DoS attacks in relation to the filtering techniques being discussed, a summary of techniques to protect an internal networking environment from DoS attacks will be presented in a separate document.

2. Requirements for Internet Firewalls

RFC-29791 specifies requirements for firewalls. Some of these requirements are summarized in the following paragraphs.

Networked applications are required to continue to operate properly even when the application components are separated by firewalls. This translates to the firewall transparency rule, which states that, the introduction of a firewall and any associated tunneling or access negotiation facilities MUST NOT cause unintended failures of legitimate and standards-compliant usage that would work were the firewall not present.

Transparency rule precludes application failures due to the prevention of illegal or inappropriate access of the secured infrastructure by the firewall, even though the access may be standards-compliant. However, the use of firewalls in a networked environment should not necessitate any changes in the existing networking protocols or applications.

Firewalls can provide additional facilities that the networked applications can use to authenticate or authorize various types of connections. Firewalls should be configurable so that such facilities can be utilized.

Firewalls use rule sets2 to determine whether to allow a specific packet to be forwarded or rejected. If no rule in the rule set can be applied to a specific packet or a group of packets then a default rule is applied. Two variations of rule sets are generally described. The ease of use rule set specifies a default allow all rule that permits all traffic unless it is explicitly denied by a prior rule. Alternatively, the security first rule set specifies a default deny all rule that denies all traffic unless explicitly allowed by a prior rule.

3. Firewall Architectures

Firewalls inspect the packet contents at different protocol layers to decide whether a packet has to be forwarded or rejected. Firewall architectures are dependant on this inspection of packet contents. In general, higher the protocol layer at which this inspection takes place, more complex is firewall architecture and more expensive is the processing. However, higher security can be provided by examining packet content at higher protocol layers. This is because more information is available at higher layers to base firewall decisions to forward or reject packets.

Following paragraphs describe three main categories of firewall architectures. This categorization is based on protocol layers at which the packet filtering decisions are made.

3.1  Static (Stateless) Packet Filters

Static packet filters form the oldest and simplest of the firewall architectures. Static packet filters operate at the network layer (Figure – 2). The decision to accept or deny a packet is based on the examination of specific fields within the IP and transport (TCP or UDP) layer headers. The fields that are examined are the source and destination IP addresses and TCP/UDP port numbers.

Values of these fields are compared with entries in a filtering table that specifies the source and destination addresses and port numbers on which filtering is to be performed. Network administrators usually populate this table manually. A typical table is shown in figure – 3.

The first entry of the table specifies that all packets from port 1234 on host 192.12.13.14 addressed to port 80 on 128.7.6.5 should be filtered. Generally, it is not practical to list every host so wildcards can be used in the table. The second entry in the table specifies that all packets addressed to port 80 on 128.7.6.5 should be filtered. The final entry specifies that all packets from 192.12.13.14 addressed to port 2780 on host 128.7.6.50 should be filtered.
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Figure – 2

	Source IP
	Source Port
	Destination IP
	Destination Port

	192.12.13.14
	1234
	128.7.6.5
	80

	*
	*
	128.7.6.5
	80

	192.12.13.14
	*
	128.7.6.50
	2780


Figure - 3

This simple table can be extended to allow the specification of subnet masks so that hosts on particular subnets are denied access.

A packet filter only examines data in the IP header and the TCP header. It cannot know the difference between a real and a forged address. If an address exists and fulfils the packet filter rules along with other rule criteria, the packet will be forwarded. This makes a static packet filter vulnerable to an attack known as the IP spoofing attack. In such attacks, the attackers simply substitute the actual source address in a malicious packet with the source address of a known trusted client.

It is also possible to hide malicious commands and data in the packet payload or the unexamined fields of the header. This form of an attack is known as a covert channel attack. As a static packet filter only examines some fields of the headers, it is possible for an attacker to sneak malicious packets across the firewall.

Static packet filters are also termed as stateless packet filters as the decision to filter or forward a packet depends upon the header information of the current packet only. Stateless packet filters do not maintain any state of sessions traversing across the firewall between clients and servers. Thus, in an environment where ports or IP addresses are assigned dynamically, configuration of a static packet filter may not always be appropriate to provide the required level of security..

However, static or stateless packet filters are the simplest firewalls to implement. They have the lowest impact on the network performance and the platform they operate on. 

3.2 Dynamic (Stateful) Packet Filters

Dynamic packet filters share several characteristics of the static packet filter. However, dynamic packet filters are state aware. In addition to the source and destination IP addresses and port numbers, dynamic packet filters also examine the fields that specify the application or higher layer protocol being serviced. Following paragraphs describe some of the filtering techniques used in dynamic packet filters. It is assumed that attackers will invariably use IP spoofing in the malicious traffic.

Simple dynamic packet filters log established connections. All packets incident on the firewall are checked against the log and if they belong to an established connection, these are forwarded across the firewall without further inspection. This provides simple dynamic packet filters with a reasonably good performance when compared with static packet filters. 

However, implementing an algorithm for maintaining the state awareness of the firewall to ensure a suitable level of security may be challenging. It is fairly common to come across dynamic packet filters that take short cuts while determining and logging connections at the firewall. These systems consider a connection established after the receipt of a single SYN packet from the client. This exposes the servers behind the firewall to single packet attacks from spoofed IP addresses. TCP connections are established after a three-way handshake. Dynamic packet filters should log connections after a complete three-way handshake has taken place.

RFC-18583 highlights the security considerations for IP fragment filtering. It has been experienced that hackers use IP fragments to disguise TCP packets from IP filters. A simple approach to fragment filtering is to keep track of the results of applying filter rules to the first fragment and applying them to subsequent fragments of the same packet. However, the best effort nature of IP makes tracking of packet fragment a difficult and cumbersome process. To overcome this difficulty, only the first fragment of an offending packet is filtered as it contains the information (TCP header) necessary to establish connections. Even if the remaining fragments are forwarded to the destination host, a connection with malicious intent will not be established. However, fragment attacks have been devised that can overcome this filtering rule. Two types of such fragment attacks are described in this RFC. 

The tiny fragment attack requires the attacker to create very small fragment sizes on outgoing packets. If the fragment size is made small enough to force some of the TCP packet’s TCP header fields into the second fragment, filter rules that specify patterns for those fields will not match. These TCP packets will be reassembled at the destination host and will establish a connection bypassing the firewall. Such attacks can only be thwarted by either reassembling the packets at the firewall or by enforcing certain limits on fragments passing through. Namely, the first fragment should be large enough to contain all the necessary header information.

The second type of attack related to IP fragmentation is known as overlapping fragment attack. It is possible to develop a reassembly algorithm that results in new fragments overwriting any overlapped portions of previously received fragments. An attacker could construct a series of packets in which the lowest (zero-offset) fragment would contain innocuous data and is thereby forwarded by the packet filters. Some subsequent packet having a non-zero offset would overlap TCP header information and cause it to be modified. The second packet would be passed through most filter implementations because it does not have a zero fragment offset. At reassembly, overlapping packet fragments can be assembled such that an offending TCP connection request is generated. Overlapping fragment attacks are generally avoided by filtering packet fragments that contain the TCP header.

Thus, simple dynamic packet filters like the ones described above provide higher level of protection than static packet filters. They are considered to be only slightly more complicated than static packet filters in implementation and operate with low overheads. 

More sophisticated dynamic packet filters are also referred to as the circuit level gateways. These are said to operate at layer 5 of the OSI model (Figure – 4). In addition to the basic packet filtering operations, circuit level gateways perform the verification of proper handshaking and the legitimacy of sequence numbers in establishing the connections. If the packet filtering rules do not suggest packet filtering for specific packets, the circuit level gateway determines that the requested session is legitimate only if the SYN flags, ACK flags and the sequence numbers in the TCP handshaking between the trusted and untrusted devices are logical.

As circuit level gateways do not examine the data contents of the packets it relays between a trusted network and an untrusted network, it is possible to relay harmful commands or data through a circuit level gateway to a server behind the firewall. However, these provide a higher level of security than dynamic packet filters with slightly higher overheads.
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Figure - 4

3.3 Application Level Firewalls (Proxy Servers)

A proxy is a general networking technique that shows up in a number of situations including firewalls. Generally speaking, a proxy is a process that resides between a client process and a server process. To a client, the proxy appears to be the server. To the server, the proxy appears to be the client (Figure – 5). Because a proxy imitates both a client and a server, it necessarily has application knowledge built into it. Some of the common services proxies provide including caching and resource sharing. Proxies also provide an opportunity to implement a security policy as they prevent any direct connection between a trusted server or client and an untrusted host.

Proxies on application level gateways differ in two important ways from circuit level gateways,

a) Proxies are application specific.

b) Proxies examine entire packets and can filter packets at the application layer.
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Unlike circuit level gateways, application level gateways accept only the packets generated by services they are designed to copy, forward and filter. For instance, only an HTTP proxy can copy, forward and filter HTTP traffic. If a network relies only on an application level gateway, incoming and outgoing packets cannot access services for which there is no proxy. Thus, if an application level gateway executed FTP and HTTP proxies, only the packets generated by these services could pass through the firewall. All other services would be blocked.

Application level gateways execute proxies that examine and filter individual packets rather than simply copying and forwarding them across the gateway. Application specific proxies can check each packet that passes through the gateway, verifying the contents of the packet up through the application layer (layer 7 of the OSI model). These proxies can filter on particular information or specific individual commands in the application protocols the proxies are designed to copy, forward and filter.

Application level gateways used currently are often referred to as strong application proxies. Instead of copying the entire datagram on behalf of the user, a strong application proxy actually creates a new empty datagram inside the firewall. Only the commands and data found acceptable to the strong application proxy are copied from the original datagram outside the firewall to the new datagram inside the firewall. Strong application proxy can then therefore the risk of covert channel attacks.

Proxy-based firewalls can be characterized as being either transparent or classical. A transparent proxy is not explicitly visible to either the sender or the receiver. It intercepts messages flowing through it. Alternatively, the source purposefully addresses messages to a classical proxy, which then forwards the message to the ultimate destination.

As proxy-based firewalls inspect complete packets before forwarding these to the destination, these are considered to be the firewalls that can provide maximum security. Due to this reason, proxy-based firewalls have complex implementations and greater operating overheads. Moreover, these are application specific and may not be able to support or provide transparent operation to applications they do not support.

4. Network Ingress Filtering: Cooperative Security Measures 

Network ingress filtering is specified in RFC-28274. This filtering occurs at the interface between the local networking environment and the WAN on the traffic directed towards a remote host via a WAN. Network ingress filtering is used to prohibit an attacker within the originating network from launching a DoS attack using forged source addresses that do not conform to the ingress filtering rules. These rules may filter IP packets with source addresses belonging to address groups that have been designated for use in local networks (e.g. 192.168.0.x or 172.16.x.x, etc.) as well as IP packets with source addresses that do not belong to the address groups being used on the LAN. Additionally, attackers can easily be traced to their true source since the attacker will have to use a valid and legitimately reachable source address. Finally, filtering DoS attack packet will not allow the DoS attack traffic from reaching the WAN, thus conserving the bandwidth of WAN resources.

Although appropriately configured network ingress filters can minimize the risk DoS attacks using spoofed IP packets, these do not preclude the requirement of firewalls to secure local networking environment.

5. Concluding Remarks

Static and dynamic packet filters are not application specific and therefore can be integrated with internetworking devices such as routers. A combination of static and dynamic packet filters can provide optimum network security from intrusions with reasonable overheads in a single functional device. These filters can also be configured in the reverse direction to provide network ingress filtering as described in RFC-2827

As proxy-based firewalls have heavy processing overheads and are application specific, these are usually implemented as specialized programs or operating system services executing on server platforms.  
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