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Denial Of Service Attacks

1. Introduction to Denial of Service (DoS) Attacks

Denial of Service (DoS) attacks aim at disrupting a specific set of services offered by a computing infrastructure. This is usually accomplished by consuming the resources of the computing infrastructure by directing false service requests to the target infrastructure. The target computing infrastructure exhausts its resources while attempting to service these false service requests and, therefore, is unable to service legitimate requests. 

DoS attacks are largely categorized into two principle classes, logic attacks and flooding attacks. Logic attacks are designed to exploit existing flaws in the software to cause the target infrastructure to either crash or degrade the performance substantially. Alternatively, flooding attacks overwhelm the target infrastructure by sending large number of spurious requests. Because there is typically no simple technique to distinguish valid requests from the invalid requests, it can be extremely difficult to defend against flooding attacks.

Resources generally targeted are network bandwidth, router processing capabilities, server disk space and memory. DoS attacks can be focused at one or more of these resources. Some of the most common DoS attacks are SYN attacks, ICMP flooding attacks and UDP flooding attacks.

SYN attacks exploit a shortcoming of the TCP connection establishment procedure. A TCP connection is established after a three-way handshake procedure. Referring to figure – 1, when an application on host A wants to open a connection with another application on host B, host A transmits a TCP packet with the SYN flag set and a sequence number of 50. Upon reception of this packet on host B, host B transmits an acknowledgement message with the SYN flag set. This is known as the SYN/ACK packet. It acknowledges the receipt of the SYN packet from host A with a sequence number 50 while its own sequence number is 200. Host A, upon receipt of the SYN/ACK message, transmits an ACK message with a sequence number 201. At this point, both the hosts have a TCP connection established between them.

In a SYN attack, the attacking host never acknowledges with the SYN/ACK message. The victim, on the other hand, reserves resources for a potential connection. These resources are released after a timeout period. If the attacker generates SYN packets fast enough, each requesting a connection at a different port number, resources at the victim will deplete significantly and after sometime the victim will refuse further connection requests. All of these connection requests will not be invalid and, therefore, the victim will not be able to service valid connection requests.
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Figure – 1

Another very interesting example of a DoS attack that exploits shortcomings of protocol software is the Ping of Death attack. This attack involves exploiting the datagram size limitation of IP. An IP datagram cannot have a size greater than 65535 bytes. In some operating systems, if an IP datagram larger than 65535 bytes is received, the buffers overflow causing the operating system to function abnormally. It should be noted that the attacker need not generate a complete IP datagram of 65536 bytes or more to create this effect. Rather, the attacker can generate IP fragments which when assembled at the destination can cause this effect.

The first ever variant of this attack used ICMP echo request messages of lengths greater than 65535 bytes, and hence earned the title Ping of Death. Later on it was observed that this characteristic is by no means restricted to ICMP. The problem can be exploited by anything that sends an IP datagram, including TCP and UDP. For an operating system that cannot handle datagram length overflow exceptions, such attacks are lethal, as the attacker only needs to know the IP address of the victim.

Logic attacks are more hazardous than simple flooding attacks, as they are generally stealthier and focus on a particular host or a group of hosts rather than the complete target infrastructure. In this respect, they are more difficult to design and refine to achieve the desired effect. Additionally, as flooding attacks mostly concentrate on consuming the bandwidth of the target environment, they affect resources at the attacking environment as well. For instance, consider the situation in figure – 2. Host A intends to flood LAN B with unnecessary traffic. In this case, host A should transmit packets at a rate sufficient enough to cause congestion in LAN B. This shall definitely affect LAN A as well. Instead, host A could have generated an ICMP echo request with a directed broadcast address of LAN B, necessitating every interface on LAN B to generate an ICMP echo reply and thereby creating an instantaneous surge in traffic at LAN B with a relatively insignificant traffic variation in LAN A.
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Figure – 2

Simple DoS attacks, especially packet flooding, are fairly easy to detect. From the message dumps, even the identity of the attacker can be determined. Therefore, most DoS attackers apply IP spoofing to hide their true identities. With the capability to completely generate an IP datagram, an attacker can create a link layer payload having an entirely false IP header created randomly for every other datagram. Thus, not only the identity of the attacker can be disguised, IP spoofing can have enormous implications on the performance of the targeted system.

Recently, DoS attackers have focused on malicious utilization of resources on multiple systems located on different environments to launch attacks against a single victim. Use of multiple slaved attackers against a single victim aggregates the effect tremendously. Furthermore, the true identity of the attacker remains concealed. This type of DoS attacks is known as Distributed DoS (DDoS) attacks. In a more recent development, slaved attackers are not even required as IP spoofing can be used to reflect an attack from innocent hosts elsewhere towards the intended victim. However, most DoS attack strategies employ distributed slaves that generate IP spoofed traffic to reflect from a third party in a type of attack known as Distributed Reflector DoS (DRDoS).

The remaining document focuses on DDoS and DRDoS.     

2. Distributed DoS (DDoS)

While a single node can cause significant damage by sending packets at its maximum rate, attackers can mount more powerful attacks by leveraging the resources of multiple hosts. Typically, an attacker compromises a set of Internet hosts (using manual or semi-automated methods) and installs a small attack daemon on each, producing a group of zombie or slave hosts. Each zombie contains attack logic and a control infrastructure. The master communicates with the control infrastructure of the zombies to launch coordinated attacks (usually flooding attacks) against the victims (Figure – 3). These attacks are known as Distributed DoS (DDoS) attacks.

Traffic in the control plane is short and sporadic consisting only of commands to initialize slaves, configure tests on slave, initiate and terminate tests. On the contrary, traffic in the attack plane is voluminous and periodic in order to saturate the victim. Thus, it may be possible to trace the attack traffic back to the slaves. However, it may be difficult to locate the master as it only interacts with the slave once it has to initiate or terminate an attack. Attacks may be configured such that instead of generating random traffic, zombies generate seemingly valid requests for services on the victim. Such attacks are challenging to counter, as it is extremely difficult in such cases to segregate valid requests from attack traffic. Also, the services targeted on the victim should also be the ones most frequently visited. For instance, a flood of requests for time from a server will at once be suspected as attack traffic. However, a flood of FTP or HTTP requests to a public domain file or web server cannot be taken as attack traffic with complete certainty. 
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Figure - 3

It should be noted that all simple DoS attacks can be launched in a distributed environment, thereby increasing their effectiveness tremendously. Furthermore, as the master in a DDoS attack cannot always be located, detection and removal of slaves does not necessarily eliminate the threat of further attacks. Rather, hackers can install viruses in the zombie hosts that keep monitoring the presence and operating status of the resident slaves. If the slave is removed or is made ineffective, the virus can reinstall the slave, possible with a different configuration and then inform the master of the change.

It has also been observed that, to keep their identity hidden for as long as possible, some hackers use two levels of slaves under the master. The master installs the slaves on a set of zombie hosts and a smaller set of proxy slaves on a different set of zombie hosts. The master then contacts the proxy slaves to initiate attacks from the slaves. For the slaves, proxy slaves are masters. Proxy slaves are designed to be short-lived entities, only to be used once or twice after which they may even remove themselves from their hosts to avoid detection. The master may have to then compromise security on another set of unsuspecting hosts to install a new set of proxy slaves. Proxy slaves usually employ a simple logic and generally only retransmit the commands from the master to the designated slaves (Figure – 4).
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Figure - 4 

To install slaves and proxy slaves, the master usually has to break into the administrator’s account or the root of the zombie hosts. Slaves and proxy slaves are then executed as services on these hosts.    

3. Distributed Reflector DoS (DRDoS)

DDoS coupled with IP spoofing gives rise to a new class of lethal DoS attacks known as Distributed Reflector DoS (DRDoS). IP spoofing make it more difficult for the victim to isolate the attack traffic in order to block it and also undermines the potential effectiveness of traceback techniques for locating the source of the spoofed attack traffic.

Additionally, once an IP spoofed request reaches a server, the reply is sent to the spoofed IP address. This fact adds yet another dimension to DoS attacks. For instance, attackers generate SYN requests for a number of hosts on the Internet with IP spoofed packets. Each of these packets carries the IP address of the real victim. All the hosts (also known as reflectors) receiving the IP spoofed SYN packets will generate SYN/ACK replies for the victim. Depending upon the number of reflectors, a huge amount of SYN/ACK traffic will be generated for a single host, potentially crippling it (Figure – 5).
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Figure – 5

Reflectors do not need to serve as amplifiers (sending a larger volume of traffic than the attacker sends to the reflectors). In fact, the traffic incident on each reflector may be lower than the level considered significant in case of a DoS attack. As the number of public domain services on the Internet run into hundreds of millions, even using a fraction of these to reflect an attack on a particular victim can overwhelm and, in most cases, obliterate it.

Any public service on the Internet that generates a reply when connected to can serve as a reflector when sent an IP spoofed packet. Commonly used protocols to mount DRDoS attacks are TCP, DNS, ICMP and HTTP. UDP by itself does not constitute a reflector threat because there is no inherent reply mechanism built into UDP reception. However, services built over UDP can be exploited for reflector attacks as they will generate a reply when connected to.

4. Preventive Measures

To prevent DoS attacks, attack traffic needs to be detected and filtered. In certain cases, the decision to categorise incoming traffic as attack traffic is made on the basis of a static set of rules. In more contemporary architectures, this decision is made dynamically by observing the incoming and outgoing traffic over a period of time. In the latter, it is possible that some attack traffic trickles through the filter while the filter adapts to the traffic patterns. Similarly, some legitimate traffic may also be filtered, especially once the attack has ended and the filter is required to adapt to the normal traffic patterns. However, in several environments, degraded service is still considered better than no service at all  

Prevention of DoS attacks is not only the responsibility of the system administration of the targeted environment but also the responsibility of the environments from where the attack is launched. Moreover, as with DDoS and DRDoS attacks, aggregate attack traffic at the victim incapacitates the victim, filtering of attack traffic closest to the source of the attack is considered most effective. This is because network ingress routers can detect IP spoofed traffic and can filter it conveniently, thereby effectively preventing DDoS and DRDoS attacks from the LANs where slaves and proxy slaves reside. Network ingress filtering is described in RFC-2827.

Potentially IP spoofed packets that trickle through network ingress filters can still be filtered at the ingress of the targeted environment by determining if the source indicated by the source IP address lies on the path of the interface from which the spoofed packets entered the targeted environment. For example (figure – 6), a packet with a source address 210.13.12.132 enters the router through interface I1 but this source does not lie on the path from the targeted environment via I1, the packet should be considered as an IP spoofed packet and should be filtered. Alternatively, if a packet with a source address 211.102.10.11 enters the router through interface I2 and the source does lie on the path from the targeted environment via I2, the packet is considered to be safe and is not filtered but is forwarded. Similarly, routers should also filter outbound packets with source IP addresses belonging to address groups reserved for exclusive [image: image6.wmf]Router
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Figure - 6

Simple stateless packet filtering can be effective against simple DoS attacks launched against services that are not publicly made available by the system administrators (e.g., internal file servers, internal mail servers, etc.). Additionally, several administrators block ICMP packets at the firewalls to prevent attacks based on ICMP messages, such as ping of death or smurf attacks. A smurf attack is a DRDoS attack in which an IP spoofed ICMP echo request is broadcasted on a LAN. Each node on the LAN on which this message is broadcasted become a reflector and sends an ICMP echo reply to the victim whose IP address is spoofed on the original echo request. However, blocking ICMP messages is generally considered undesirable as it restricts the diagnostic features offered by ICMP.

Stateful firewalls can prevent several types of DoS attacks including SYN, ping of death and smurf attacks as well as attacks by fragmented IP packets. Stateful firewalls can also be extended to validate sequence numbers of TCP requests before forwarding them. Additionally, if a stateful firewall determines that an attack is concentrated towards a particular service, it may be reasonable to filter all packets to and from that specific service for the duration of the attack. Although a specific service may be denied to its external clients, remaining services may be able to operate unhindered.
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