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Introduction


TCP/IP is the acronym for Transmission Control Protocol/Internet Protocol. It is a software based communications protocol used in networking. Although the name TCP/IP implies that the entire scope of the product is a combination of two protocols, Transmission Control Protocol and Internet Protocol, the term TCP/IP refers not to a single entity combining two protocols but a larger set of software programs that provides network services such as remote login, remote file transfers and electronic mail. TCP/IP provides a method for transferring information from one machine to another. A communication protocol should handle errors in transmission, manage routing and delivery of data and control the actual transmission by the use of predetermined status signals. TCP/IP accomplishes all of these. 





This protocol suite uses a layered model that does not conform precisely to the ISO 7 layer model. The TCP/IP layered model contains five layers. These are the application layer, the transport layer, the internet layer, the network interface layer and the physical layer. The lower most two layers are generally combined into a single layer named as the host to network layer. This model is shown below,





�





TCP/IP Layered Model





The physical layer in this model relates to the basic network hardware just as layer 1 in the OSI model. The network interface layer protocols specify the organisation of data into frames and the transmission of frames over a network. These protocols are essentially similar to the layer 2 protocols in the OSI model.





The network layer in the TCP/IP modal is known as the internet layer and provides a connectionless service on a packet switched network. Protocol in this layer is known as IP (Internet Protocol). IP permits hosts to inject packets into any network and have them travel independently to the destination (potentially on a different network). As this layer provides a connectionless service, the packets may arrive at the destination in an order different from which they were sent. Moreover, packets may be lost or duplicated during transmission. 





The transport layer is designed to allow peer entities in the source and destination hosts to communicate. Two end-to-end protocols have been defined here. The first one is known as the TCP (Transmission Control Protocol). TCP is a reliable connection-oriented protocol that allows a byte stream originating on one machine to be delivered without error on any other machine in the internet. It fragments the incoming byte stream into discrete messages and passes each one onto the internet layer. At the destination, the receiving TCP process reassembles the received messages into the output stream. TCP also handles flow control to make sure that a fast transmitter cannot swamp a slow receiver with more messages than it can handle.





The second protocol in the transport layer is known as the UDP (User Datagram Protocol). It is an unreliable connectionless protocol for applications that do not want TCP’s sequencing or flow control and wish to provide their own. It is also widely used for one-shot, client-server type request-reply queries and applications in which prompt delivery is more important than accurate delivery. This includes applications transmitting speech or video. 





On top of the transport layer is the application layer. It contains all the higher level protocols such as the virtual terminal, e-mail, file transfer etc. These are explained in some detail in a subsequent section.





The TCP/IP specification does not specify the layer below the IP layer. IP packets in the Internet layer are transformed into packets for transmission over almost any combination of networks or data links. This independence of TCP/IP protocol suite from the underlying transmission technology is the main reason for its success. This allows internetworks to be built from many heterogeneous networks and data links. TCP and UDP protocols provide the users and application programs a single virtual transport mechanism between these applications. The Internet layer provides a uniform virtual network service to the transport layers on different computers. Each computer on the Internet is identified by a unique 32 bit number known as its IP address. The Internet layer uses these IP addresses to route IP packets to the destination computers. This uniform virtual network provided by the Internet layer hides the diversity of the underlying transmission media from the upper layers.
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Data Communication in the TCP/IP Model


 





The Internet


The Internet was originally proposed by the precursor of DARPA (Defense Advanced Research Projects Agency) called the Advanced Research Projects Agency (ARPA), as a method of testing the viability of packet-switching networks. During its tenure with the project, ARPA foresaw a network of leased lines connected by switching nodes. This network was called ARPANET and the switching nodes were called Internet Message Processors or IMPs.





The ARPANET originally comprised of four IMPs located at the University of California at Los Angeles, University of California at Santa Barbara, the Stanford Research Institute and the University of Utah. The original IMPs were Honeywell 316 minicomputers. The contract was awarded to Bolt, Beranek and Newman (BBN) in 1968, followed by testing and refinement over the next five years.





In 1971, ARPANET entered into regular service. Machines used the ARPANET by connecting to an IMP using the 1822 protocol, the name referring to the number of the technical paper describing the system. This network was mostly used to transfer files between different computers, remotely login from one computer to another and to send e-mails to different users on the network. These basic services of the ARPANET were provided using a protocol known as the Network Control Program (NCP).





By 1973, it was clear that NCP was unable to handle the volume of traffic. A project was initiated to develop a new protocol. The TCP/IP and gateway architectures were first proposed in 1974.





Neither of these concepts were novel at that time, but more importantly (and with considerable vision), it was suggested that the new protocol be independent of the underlying network and computer hardware. Universal connectivity throughout the network was also proposed. These two ideas were radical in a world of proprietary hardware and software, because they would enable any kind of platform to participate in the network. This protocol became known as TCP/IP.





A series of RFCs (Requests for Comments, part of the process for adopting the new Internet Standards) was issued in 1981, standardising TCP/IP version 4 for the ARPANET. In 1982, TCP/IP supplanted NCP as the dominant protocol of the growing network. 





During the development of ARPANET, it became obvious that nonmilitary researchers could use the network to their advantage enabling faster communication of ideas as well as faster physical data transfer. A proposal to the National Science Foundation led to funding for the Computer Science Network in 1981, joining the military with educational and research institutions to refine the network. This led to the splitting of the network into two different networks in 1984. MILNET was dedicated to unclassified military traffic, whereas ARPANET was left for research and other nonmilitary purposes.





ARPANET’s growth and subsequent demise came with the approval for the Office of Advanced Scientific Computing to develop wide access to supercomputers. They created NSFNET to connect six supercomputers spread across the country through T1 lines (which operate at 1.544Mbps). The Department of Defence finally declared ARPANET obsolete in 1990, when it was officially dismantled.





As ARPANET grew out of a military-only network to add subnetworks in universities, corporations and user communities, it became known as the Internet. There is no single network called the Internet. The term refers to the collective network of subnetworks. The one thing they all have in common is the TCP/IP as a communications protocol.





The organisation of the Internet and adoption of new standards is controlled by the Internet Advisory Board (IAB). Among other things, the IAB coordinates several task forces, including the Internet Engineering Task Force (IETF) and Internet Research Task Force (IRTF). In a nutshell, the IRTF is concerned with ongoing research, whereas the IETF handles the implementation and engineering aspects associated with the Internet.





A body that has some bearing on the IAB is the Federal Networking Council (FNC). It serves as an intermediary between the IAB and the government. The FNC has an advisory capacity to the IAB and its task forces, as well as the responsibility for managing the government’s use of the Internet and other networks. Because the government was responsible for funding the development of the Internet, it retains a considerable amount of control, as well as sponsoring some research and expansion of the Internet.





Internet is not a single network but a collection of networks that communicate with each other through gateways or routers. A gateway is a device that relays packets from one network to another network on which the destination host exists. The different networks connected to each other through gateways are often called subnetworks, because they are a smaller part of the larger overall network. Subnetworks are complete networks, but they are connected through gateways as parts of a larger internetwork, or in this case the Internet.





�


Interconnection of Subnetworks





With TCP/IP, all interconnections between physical networks is through gateways. An important point to remember is that gateways route information packets on the basis of their destination network addresses rather than their destination host addresses. Gateways are supposed to be completely transparent to the user, which alleviates the gateway from handling user applications (unless the machine that is acting as a gateway is also someone’s work machine or a local network server, as is often the case with small networks). Therefore, a gateway’s sole task is to receive a Protocol Data Unit (PDU) from either the internetwork or the local network and either route it on to the next gateway or pass it into the local network for routing to the proper user.





Gateways can be constructed from almost any combination of hardware and software, as long as they are designed to communicate with other gateways they are attached to (which in this case means that it uses TCP/IP). The connection of a specific gateway to a Macintosh network, a set of IBM PCs or mainframes from different manufacturers neither affects its operation of relaying packets between networks, nor does it affect the packets in any way.





Primary Internet Applications


Internet applications can be divided into user applications and support applications. Some famous user applications include e-mail, File Transfer Protocol (FTP), World Wide Web (WWW) and Usenet News. Support applications include the Domain Name System (DNS) and Simple Network Management Protocol (SNMP).





Electronic Mail


Electronic mail or e-mail has been around for over two decades. The first e-mail systems simply consisted of file transfer protocols with the convention that the first line of each message (i.e. the file) contained the recipient’s address. Some of the major limitations of this approach are


Sending a message to a group of people was inconvenient.


Messages had no internal structure, making computer processing difficult.


The originator (sender) never knew if a message arrived or not.


The user interface was poorly integrated with the transmission system requiring users to first edit a file, then leave the editor and invoke the file transfer program.


It was not possible to create and send messages containing a mixture of text, drawings, facsimile and voice.


Forwarding or downloading e-mail messages to a different computer was not easy.





As experience was gained, more elaborate e-mail systems were proposed. In 1982, the ARPANET e-mail proposals were published as RFC 821 (transmission protocol) and RFC 822 (message format). These have since become the de facto Internet standards.





E-mail systems normally consist of two sub-systems, the user agents, which allow users to read and send e-mail, and the message transfer agents, which move messages from source to destination. User agents are local programs that provide a command-based, menu-based or a graphical method for interacting with the e-mail system. The message transfer agents are typically system daemons that run in the background and move e-mail through the system.





Following is the list of five basic functions supported by e-mail systems





Composition�
The process of creating messages and replies. Requires a text editing facility�
�
Transfer�
The process of moving messages from the originator to the recipient. This operation should be performed automatically without user intervention�
�
Reporting�
The process of informing the originator about the final delivery of the message.�
�
Displaying�
The process of displaying incoming messages so that the users can read their e-mails.�
�
Disposition�
The action recipient finally performs on the received e-mails. These include deleting messages, forwarding them, replying to them or saving them for future reference.�
�



File Transfer Protocol (FTP)


File Transfer Protocol (FTP) enables a file on one host to be copied to another host. The user does not actually log in as a full user to the machine he or she wants to access, but uses the FTP to gain access. The user must, however, be given permission on the source host to access the required file.





Like most other network applications, FTP uses the client server paradigm. A user executes a local FTP application, which interprets commands that the user enters. Once the client has connected to the server, only the commands that need interaction with the server are transformed into requests which are then communicated to the server. FTP is designed to permit interactive or batch use. Most users invoke FTP interactively via the FTP client. However some software systems invoke FTP automatically, without requiring the user to interact with an FTP client. FTP has commands that allow a user to specify a remote host, provide authorisation, determine the availability of remote files and request file transfer of one or more files. 





Once the connection is established between the source and destination hosts, FTP enables the user to copy one or more files to his or her machine. Although the term transfer implies that the file is moved from one system to another, but the original is not affected. Copies of files on the source host are transferred to the destination host. FTP is a widely used service on the Internet and as well as on many large LANs and WANs.





In addition to FTP, Trivial File Transfer Protocol (TFTP) provides a very simple and unsophisticated file transfer facility. This protocol uses UDP (User Datagram Protocol) in the transport layer. UDP is an unreliable, connectionless transport service in the Internet Protocol suite. Moreover, TFTP only supports file transfer. It does not provide the user with a list of files on the remote host as well as authorisation facilities and only allows file transfer if the file permissions allow global access.





Although TFTP is less powerful than FTP, TFTP has two advantages. First, TFTP can be used in environments where UDP is available but TCP is not. Second, the code for TFTP requires less memory than the code for FTP. Although these advantages are not important in a general purpose computing environment, they can be important in a small computer or a special purpose hardware device. 





World Wide Web (WWW)


The World Wide Web (WWW) is an architectural framework for accessing linked documents spread out over thousands of machines all over the Internet. From the users’ point of view, the Web consists of a vast, worldwide collection of documents, usually referred to as pages. Each page may contain links (pointers) to other, related pages any where in the world. Users can follow a link (e.g., by clicking on it), which then takes them to the page pointed to. This process can be repeated indefinitely, possibly traversing hundreds of linked pages while doing so. Pages that point to other pages are said to use hypertext. 





Pages are viewed with a program called the browser. Browsers are web clients. The most famous web browsers include the Microsoft Internet Explorer, Netscape Navigator and Mosaic. The browser fetches the pages requested, interprets the text and formatting commands that it contains and displays the page properly formatted on the screen. Most browsers have numerous buttons and features to make it easier to navigate the Web. These include buttons to go back to the previous page, to go forward to the next page (only operative if the user has gone back from it), to cancel current request and to go to the user’s own home page. Other facilities include bookmarking interesting sites, printing web pages and saving them on disk.





In addition to displaying text and hypertext, web browsers can also manage hypermedia. Hypermedia are web pages that include text, hypertext, images, vidoes and sound clips. Some browsers can display all kinds of hypermedia. Browsers that cannot display hypermedia check a configuration file to determine how to handle the received data. Normally the configuration file gives the name of the program, called an external viewer or a helper application, to be executed with the incoming page as input. If no viewer is configured, the browser usually prompts the user to choose one.





To host a web browser, the host must either by directly connected to the Internet or at least to a router or any other machine that is directly connected to the Internet. This is because the browser has to establish a TCP connection with the machine which has the required page, and then send a message over that connection asking for that page. 





Every web site has a web server process listening to a TCP port for incoming connections from clients. After a connection has been established, the client sends one request and the server sends one reply. Then the connection is released. The protocol that defines the legal request and replies is called the Hyper Text Transfer Protocol. 





Domain Name System (DNS)


Programs rarely refer to hosts and other resources on the network by their binary network addresses. Instead of binary numbers, they use ASCII strings, such as elob@lboro.ac.uk. However, the network only understands binary addresses. Some mechanism is, therefore required to convert the ASCII strings to network addresses. 





In the early days of ARPANET, a list of all the hosts and their IP addresses was maintained in a simple file (hosts.txt) on every computer on the network. Every night, all the hosts on the network would download it from the site where it was maintained to update their records. For a network of a few hundred timesharing machines, this approach provided satisfactory results.





However, as the size of the network increased, the size of the file also increased. Additionally, chances of host name conflicts increased. Finally, large networks tend to change constantly. Thus hundreds of additions and modifications to the existing entries need to be performed daily. Therefore, the time required to update each machine on the internetwork would be huge. Domain Name System (DNS) was invented to solve these problems.





The Domain Name System is developed around a hierarchical domain-based naming scheme. The scheme divides the internetwork into a set of domains (or networks) which can further be divided into subdomains. Examples of the top level domains include COM (for commercial organisations), MIL (for military organisations) and EDU (for educational institutions). Beneath the top level domains is another level for the individual organisations within each top level domain. Domain names have to be registered with the Network Information Center (NIC) and are unique to the network. The naming scheme is implemented on a distributed database system.  





If an application program needs to map a name to an IP address, it calls a library procedure known as the resolver. The application program passes the name to be resolved to the resolver as a parameter. The resolver sends a UDP packet, containing the name to be resolved, to a local DNS server. The DNS server looks up the name and returns the IP address to the resolver. The resolver returns the IP address to the calling application. When the application has the IP address of the destination, it can establish communication with it.





Simple Network Management Protocol (SNMP)


The Simple Network Management Protocol (SNMP) was originally designed to provide a means of handling routers on a network. SNMP, although a part of the TCP/IP family of protocols, it is not dependent on IP, SNMP was designed to be protocol-independent, although the majority of SNMP installations use IP on TCP/IP networks.





SNMP is not a single protocol but three protocols that together make up a family, all designed to work towards administration goals. The protocols that make up the SNMP family and their roles are,


Management Information Base (MIB), a database containing status information.


Structure and Identification of Management Information (SMI), a specification that defines the entries in an MIB.


Simple Network Management Protocol (SNMP), the method of communicating between managed devices and servers.





Peripherals that have SNMP capabilities built-in execute a management agent software package. Devices with SNMP agents are known as SNMP-manageable or SNMP-managed devices. SNMP-managed devices communicate with SNMP server software located somewhere on the network. The device talks to the server in two ways, i.e., polled or interrupt. A polled device has the server communicate with the device, asking for its current condition or statistics. Polling is often performed at regular intervals, with the server communicating with all the managed devices in the network. The problem with polling is that information is not always current and network traffic rises with the number of managed devices and frequency of polling.





An interrupt-based SNMP system has the managed device send messages to the server when some condition warrants. This way, the server knows of any problems immediately (unless the device crashes, in which case notification must be from another device that tried to connect to the crashed device). Interrupt-based devices have their own problems. Primary among the problems is that the assembly of a message for the server may delay processing at the device. Moreover, communication of large messages containing a lot of device statistics can cause significant degradation of network performance. Moreover, several devices may tend to report a failure in a part of the network to the server. This not only congests the network but may also give some wrong information to the server.





A combination of polling and interruption is often used to get by all these problems. This is known as trap-directed polling. This involves the server polling for statistics at intervals or when directed by the system administrator. Additionally, each SNMP-managed device can generate an interrupt message when certain conditions occur, but these tend to be more rigourously defined than in a pure interrupt driven system. After receiving an interrupt message with trap-directed polling, the server can further query the device for more details, if necessary.





An SNMP server software package can communicate with the SNMP agents and transfer or request several types of information. Usually, the server requests statistics from the agent, including number of packets handled, status of the device, special conditions associated with the device type (e.g., loss of connection from a modem, printer out of paper etc.), and processor load. The server can also send instructions to an agent to modify entries in its database (the Management Information Base). The server can also send thresholds or conditions under which the SNMP agent should generate an interrupt message to the server, such as when CPU load reaches 90%. An agent never sends data to the server unless an interrupt is generated or a poll request is made. This means that some long outstanding problems can exist without the SNMP server knowing about them, simply because a poll was not conducted or an interrupt generated.
