Internetworking



Introduction

Several different local and wide area networking technologies are available. Each network technology is designed to satisfy a specific set of constraints. For example, most of the LAN technologies are designed to provide high speed communication across short distances. On the contrary, WAN technologies are designed to provide communication across long distances. Some network technologies are considered suitable for providing a communication mechanism for real time applications whereas others may only be suitable for transferring data records and files. As a result, no single networking technology is considered best to fulfill all the user requirements. 



In a large organisation, multiple physical networks may be implemented for a variety of reasons. Other than the technical requirements, with the decrease in the cost of computers and networks, the procurement and implementation decisions regarding information technology are made at the lower management levels. Thus different departments may make independent decisions on implementing departmental networks. Each network in the organisation, therefore, forms an island. In earlier installations, each computer or a terminal could only be connected to a single network and the employees had to choose a computer depending upon the task they were assigned. This means that an employee was given access to multiple terminals and the employees had to move around from one terminal to another to perform different tasks or sub-tasks. 



This situation lowered productivity. Consequently, most modern data communication systems and computer networks allowed communication between two computers analogous to the way a telephone system provides communication between any two telephones. This service is known as universal service and allows a user on any computer connected to any network to send data and messages to any other computer connected to any other computer network. Furthermore, a user does not need to change computer systems while changing tasks. All information is accessible to all computer.



The process of interconnection of two or more physical networks is known as internetworking. This scheme involves the use of both hardware and software components of the communication sub-system. Additional hardware systems are used to interconnect a set of physical networks. Software on all the attached devices then provides a universal service. The resulting system is known as an internetwork or internet. 



Internetworking is basically a general concept. In particular, an internet is not restricted in size - implemented internets range from those constituting a few networks and those that contain thousands of networks. Similarly the number of computers attached to each network in an internet can vary - some networks have no computers attached whereas others have hundreds.



The Internet is a particular instance of a wide area internetwork. This is why its name starts with a capital I. It is a single world wide collection of interconnected networks that share a uniform scheme of addressing host computers and communicate using a suite of agreed protocols.



This document provides an introduction to the devices most commonly used for internetworking.



Introduction to Internetworking Devices

In principle, internetworking devices can be divided into the following types,



Device Name�OSI Layer�Function��Repeaters�Layer 1�Copy individual bits between cable segments��Bridges�Layer 2�Store and forward frames between LANs��Gateways�Layer 3�Store and forward packets between dissimilar networks��Protocol Converters�Layer 4�Provide interfacing at higher layers��

Repeaters are low level devices that amplify electrical signals only. Usually the devices used inside the hosts cannot generate enough power for electrical signals to travel the complete permissible distance for the specific network technology. The signals, thus attenuate as they travel along the medium. To overcome such limitations, some LAN technologies allow two cables to be joined together with a repeater.



Unlike repeaters, which copy bits as they arrive, bridges are store and forward devices. A bridge accepts an entire frame from a port connected to one subnet and passes it up to the data link layer. Here the checksum is verified and the frame is then sent down to the physical layer for forwarding on a different subnet, if the destination computer is connected to that subnet. Bridges can make minor changes to the frame before forwarding it, such as adding or deleting some fields from the frame header. Since they are data link layer devices, they do not deal with headers at layer 3 and above, Therefore, they cannot make changes or decisions that depend on such headers.



Bridges do not propagate interference or noise on one segment across to the other. Similarly, they discard an incorrectly formatted frame. Moreover, collisions on one segment are not forwarded to the other. Thus higher network traffic on one segment has no effect on the performance of the second segment.



Gateways are conceptually similar to bridges except that they operate in the network layer. In some cases, the term gateway is used in a generic sense applicable to any layer, and the term router is specified for a network layer gateway.



As a general rule, the networks connected by a gateway can differ much more than those connected by a bridge. These are commonly used to interconnect LANs and WANs and two different WANs. A major advantage of gateways over bridges is that they can connect networks with incompatible addressing formats, for example, a LAN using a 48 bit binary address and an X.25 network using 14 decimal digit addresses.



To interconnect networks using different protocols at and below the network layer, protocol converters are used. The job of a protocol converter is much more complex than that of a router. Protocol converters must convert from one protocol to another without losing too much meaning in the process. 



Regardless of which layer interconnection is performed, the complexity of the job depends upon mostly on how similar the two networks are in terms of frames, packet and message sizes, checksums, algorithms, maximum packet lifetimes, nature of the protocols (connection-oriented or connection-less) etc. Sometimes the conversion is not even possible, for example, while trying to forward expedited data through a network where priorities cannot be assigned to different data flows.



Repeaters

A repeater is usually an analogue electronic device that continuously monitors electrical signals on each cable connected to it. When it senses an electrical signal on one cable, the repeater, transmits an amplified copy on the other cable.
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In the figure shown above, a repeater connects to two Ethernet cables called segments. Each of these segments has the usual terminations. Repeaters do not understand the frame format, nor do they have any physical addresses. Instead, the repeater attaches directly to the Ethernet cables and sends copies of electrical signals from one to the other without waiting for a complete frame. A repeater is a completely transparent device, For instance, computer A can communicate with computer G without being aware that G is on a different LAN segment. 



However, the length of an Ethernet network cannot be extended indefinitely by merely connecting a repeater to each additional segment. Although such an arrangement does guarantee sufficient signal strength, each repeater and segment along the path increases the delay. The CSMA/CD scheme is designed for low delay. If the delay becomes too large, the scheme fails. In fact, repeaters are a part of the current Ethernet standard that specifies that the network will not operate correctly if more than four repeaters separate a pair of stations. 



Repeaters have several drawbacks. The most significant of these arises because repeaters do not understand frames. As they proceed to receive electrical signals on one segment and transmit them on the other, they do not distinguish between the signals that correspond to a valid frame and other electrical signals such as collisions, noise, electromagnetic interference etc.



Bridges

There are several reasons why corporations may end up using several networks and have to internetwork them using bridges. Some of these are listed below,



Different departments within a company have different objectives that they want to achieve. Thus they make decisions regarding the hardware they want to use without regards to what systems other departments are using. Sooner or later there is a need for interaction, so a bridge is needed. In such cases, multiple LANs come into existence due to the autonomy of their owners.

The organisation may be geographically spread over several buildings separated by considerable distances. It may be cheaper to have separate LANs in each building and connect them with bridges and infra-red links than to run a single coaxial cable over the entire campus.

It may be necessary to split a logically single LAN into separate LANs to accommodate the load. This results in a configuration shown below. 
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Here, each LAN contains a cluster of workstations with its own file server. This allows restricting most of the traffic to a single LAN, thus accommodating higher overall bandwidth.

In some situations, a single LAN would be adequate in terms of the load, but the most distant machines may be located at a very long distance from one another. Even if it is easy to lay the cables, the network would not work due to the excessively long round trip delay. The only solution is to partition the LAN and install bridges between the segments.

Separating LAN segments by bridges improves reliability. On a single LAN, a defective node that keeps transmitting a continuous stream of garbage will cripple the LAN. Bridges can be inserted at critical places to prevent a single node from bringing down the entire system. Unlike a repeater, which just copies whatever it sees, a bridge can be programmed to exercise some discretion about what it forwards and what it does not forward.

Bridges can contribute to organisation’s security. Most LAN interfaces have a promiscuous mode of operation in which all frames received by the interface are given to the computer and not just those addressed to it. A bridge on a critical LAN will isolate parts of the network so that the sensitive traffic on the LAN is accessible only to authorised computers.



A typical bridge consists of a conventional computer with a CPU, memory and two network interfaces. A bridge is dedicated to a single task and does not run application software. Instead, the CPU executes code from the ROM (Read Only Memory). The most important function that a bridge performs is known as frame filtering, i.e., a bridge does not forward a frame from one LAN to another unless it is necessary. In particular, if a computer attached to one segment sends a frame to a computer on the same segment, the bridge does not need to forward a copy of the frame to the other segment. Of course, if the LAN supports broadcasting or multicasting, the bridge must forward a copy of each broadcast or multicast frame to make the extended LAN operate like a single large LAN.



To determine whether to forward a frame, a bridge uses the physical address found in the frame’s header. The bridge must know the location of each computer attached to the LANs it connects. When a frame arrives on a segment, the bridge extracts and checks the destination address. If the destination computer is attached to the segment over which the frame arrived, the destination computer and the bridge both receive the same transmission. The bridge discards the frame without forwarding a copy. If the destination does not lie on the segment over which the frame arrived, the bridge sends a copy of the frame on the other segment. 



Most bridges are called adaptive or learning bridges because they learn the locations of the computers automatically. To do so, a bridge listens, in promiscuous mode, on the segments to which it attaches, and forms a list of computers attached to each. When a frame arrives, the bridge performs two operations. First, the bridge extracts the physical address of the source computer from the frame header and adds the address to its list of computers connected to that segment. Second, the bridge extracts the destination’s physical address from the frame and uses that address to determine whether to forward the frame or not. Thus all bridges attached to a segment learn that a computer is present as soon as the computer transmits a frame, by looking at the source address. This is illustrated below.



After each computer attached to the bridged LAN segments has sent a frame, bridges connecting the segments know the location of the computers and use the information to filter frames. As a result, the behaviour of a bridged network, that has been receiving frames for a long time, is that of restricting the frames to the fewest segments necessary. Thus, when it first boots, a bridge does not know which computers are connected to which LAN segment. A bridge will forward frames destined for a computer until it determines that the destination computer is connected to the same segment from which the bridge receives that frame. 
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Event�Segment 1 List�Segment 2 List��Bridge boots�-�-��U sends a frame to V�U�-��V sends a frame to U�U,V�-��Z broadcasts�U,V�Z��Y sends a frame to V�U,V�Z,Y��Y sends a frame to X�U,V�Z,Y��X sends a frame to W�U,V�Z,Y,X��W sends a frame to Z�U,V,W�Z,Y,X��

The topology of the internetwork can change as machines and bridges are powered up and down and moved around. To handle dynamic topologies, whenever a table entry is made, the arrival time of the frame is noted in the entry. Whenever a frame, for which the source address is already in the table, arrives at the bridge port, the entry for that specific source address is updated with the time of arrival of the frame. Thus the time associated with every entry tells the last time when a frame from that machine was seen.



Periodically, a process in the bridge scans the tables and purges all entries more than a few minutes old. In this way, if a computer is unplugged from its LAN, and is replugged somewhere else (i.e., on any LAN segment connected to the bridge), within a few minutes it will be back in its normal operations without any manual intervention. This also means that if a machine is quiet for a few minutes, any traffic sent to it will have to be flooded until it sends a frame to any other machine.



This can be summarised as the propagation principle of bridged networks, i.e., in the steady state, a bridge forwards each frame only as far as necessary. This principle also provides the basis for planning a bridged network. A bridge’s hardware permits communication on separate segments at the same time. Thus after bridges learn the locations of all the computers, communication can proceed on each segment at the same time. Thus the performance of bridged networks can be optimised by connecting a set of computers, that interact frequently, to the same segment.



Gateways

In contrast to bridges, gateways operate at the network level. It gives them more flexibility, for example, in translating physical addresses and frame formats between very dissimilar networks, but it also makes them slower. As a consequence, gateways are commonly used in WANs. Two styles of gateways, i.e., for connectionless and connection oriented networks are common.



Connectionless Gateways

Here, the only service the network layer offers to the transport layer is the ability to place datagrams into the subnet. No virtual circuits are established at the network layer. Moreover, packets belonging to a single connection (at a higher layer) may not traverse the same sequence of gateways. For example, in the figure shown below, datagrams from computer A to computer B are shown to take a wide variety of different routes through the internetwork. Thus the packets may get lost and may also arrive at the destination out of order.
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Connectionless Gateways



To understand the operation of a gateway, it is important to follow the path of the transport message from one host to another. Datagrams have a fixed maximum size, so if the message is longer than the limit, the transport layer chops it up into as many datagrams as necessary. It is these datagrams that move from network to network on their way from source to destination. Only at the end of their journey does the transport layer at the destination machine reassembles the datagram back into the original message.



The following figure shows the operations performed on a datagram as it passes through gateways interconnecting different networks. For a datagram to go from gateway to gateway in the internet, the datagrams must be encapsulated in the data link format for each network it passes through. The datagram is given a header and a trailer to form Frame1, which is then passed transparently through Network 1. When the datagram reaches Gateway 1, the data link header and trailer are stripped off. For traveling through Network 2, the same datagram needs to be encapsulated in the header and trailer for that specific network. However, the original datagram emerges again at the next gateway. This process of wrapping and unwrapping the datagram occurs repeatedly until it reaches the destination host.
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Gateway Operations



Each network imposes some maximum size on packets that are communicated over it. These limits may be due to any of the following reasons,



Hardware limitations

Operating system features

Protocols

Compliance with some (inter)national standards

Desire to reduce error induced retransmissions to some level

Desire to prevent one packet from occupying channels



An obvious problem appears when a large packet wants to travel through a network whose maximum packet size is much smaller. One solution is to make sure that the problem does not occur in the first place. In other words, the internet should use a routing algorithm that avoids sending packets through networks that cannot handle them without fragmenting them. However, this solution is no solution as conditions might occur where the original source packet is too large to be handled by the destination network. In this case, the routing algorithm is being expected to bypass the destination.



The only other solution to this problem is to allow gateways to fragment incoming packets into smaller packets (or fragments), sending each fragment as a separate internet packet. This raises another issue of re-assembly of fragments.



Two opposing strategies exist for recombining the fragments back into the original packet. The first strategy is to make the fragmentation caused by a small packet network transparent to any subsequent network through which the packet must pass on its way to the ultimate destination. Thus, when an oversized packet arrives at a gateway, the gateway breaks it down into fragments. Each fragment is addressed to the same exit gateway, where the pieces are recombined. In this way, passage through the small packet network has been made transparent. Subsequent networks are not even aware that fragmentation has occurred. 



�

Transparent Fragmentation



Transparent fragmentation is simple but has some problems. First, all packets must exit the subnet from the same gateway. Second, the exit gateway must know when it has received all the fragments. Finally, the process of repeated fragmentation and re-assembly, as a large packet passes through a series of networks that can carry small sized packets,  may have a significant processing overhead.



The other fragmentation strategy is to refrain from recombining fragments at any intermediate gateway. Once a packet has been fragmented, each fragment is treated as though it were an original packet. All packets are passed through the exit gateway without recombination. Recombination occurs only at the destination host. 
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Non-transparent Fragmentation



Non transparent fragmentation also has some problems. For example, it requires every host to be able to reassemble the fragments. Moreover, when a large packet is fragmented, the total overhead increases because each fragment must have a header. In transparent fragmentation, when the fragments are reassembled at an exit gateway, the overhead of fragmentation disappears. However, in non-transparent fragmentation, the overhead remains for the remain journey.



Connection Oriented Gateways

In a connection oriented internetwork, an internetwork connection is a concatenation of a series of intranetwork and gateway to gateway virtual circuits (marked as VC1 - VC5 in the following figure). VC1 is established between the source host and the gateway in its own network. VC2 is established between the gateway in the source network and a gateway in an intermediate network, assuming that there is no direct connection between the source and destination networks. VC3 and VC5 are intranet virtual circuits (like VC1) whereas VC4 is an internet virtual circuit (like VC2).
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Connection Oriented Gateways



In this model, a connection to a host in a distant network is set up the same way as normal connections are established. When the subnet determines that the destination is remote, it chooses an appropriate gateway and builds a virtual circuit to the gateway. The first gateway records the existence of the virtual circuit in its tables and proceeds to build another virtual circuit to the next gateway. This process continues until the destination host has been reached. 



Once data packets begin flowing along the path, each gateway relays incoming packets, converting between packet formats and virtual circuit numbers as needed. Clearly all data packets must traverse the same sequence of gateways. The essential feature of this approach is that a sequence of virtual circuits is set up from the source through one or more gateways to the destination. Each gateway maintains tables containing information regarding the virtual circuits passing through it, where they are to be routed and what the new virtual circuit number should be.



Ethernet Switches and Hubs

Traditional Ethernet LANs run at 10 Mbps over a common bus type design. Stations physically attach to this bus through a hub, repeater or concentrator, creating a broadcast domain. Every station is capable of receiving all transmissions from all stations, but only in half duplex mode. This means that stations cannot transmit and receive data simultaneously.



Furthermore, nodes on an Ethernet network transmit information following a simple rule : they listen before speaking. In Ethernet environment, only one node on the segment is allowed to transmit at any time due to the CSMA/CD MAC mechanism. Though this MAC mechanism manages packet collisions, it increases transmission time in two ways. First, if the two nodes begin transmitting at the same time, the data frames collide and the transmitting nodes must stop transmission and try again later. Second, once a frame is sent from a node, no other node can transmit a frame until that frame reaches its end point. 



Ethernet switches segment a LAN into many parallel dedicated lines that can enable a contentionless, scaleable architecture. A switch port may be configured as a segment with many stations attached to it or with a single station connected to it. In the former scenario, the segment is a collision domain and the rules of contention based on CSMA/CD are in effect. The rule is that only one conversation may originate from any individual port at a time regardless of the number of stations connected to that port.



When a single LAN station is connected to a switched port, it may operate in a full duplex mode. Full duplex operation does not require collision detection. Moreover, as only one device resides on that port, no collisions will be encountered.



Two types of architectures determine switching applications and performance : cut through and store and forward. Cut through switching starts sending frames as soon as they enter a switch and their destination address is read. The entire frame is not received before a switch begins forwarding it to the destination port. This reduces transmission latency between ports but it can propagate bad packets and broadcast storms to the destination port. 



Switches employing store and forward switching buffer incoming packets in memory until they are fully received and a cyclic redundancy check (CRC) is run. Buffered memory adds latency to the processing time and increases in proportion to the frame size. This latency reduces bad packets and collisions that can adversely effect the overall performance of the segment. 



Some switches perform on both levels. They begin with cut through switching and through CRCs they monitor the number of errors that occur. When that number reaches a certain threshold, they start using the store and forward switching. They use this technique till the number of errors decline and then they change back to cut through. This type of switching is also called threshold detection or adaptive switching. 



One of the best ways to use hubs is in conjunction with and not instead of switches. Generally the right place for hubs is considered to be at the bottom of the hierarchy where they are used to link multiple nodes into high performance switch ports. 




