Wide Area Networking Technologies





X.25


X.25 are CCITT’s proposed international standard network access protocol for the layers 1,2 and 3. The layer 3 protocol is often called the X.25 PLP (Packet Layer Protocol) to distinguish it from the lower 2 layers. The significance of X.25 PLP is that it is widely used as the connection oriented network layer protocol in the OSI model.





In the CCITT’s terminology, the host is termed as the DTE (Data Terminal Equipment), the carrier’s equipment is called the DCE (Data Circuit Equipment) and an IMP is known as the DSE (Data Switching Exchange). X.25 defines the format and the meaning of the information exchanged across the DTE – DCE interface for the layer 1, 2 and 3 protocols.
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The place of X.25 in the protocol hierarchy





X.25 layer 1 deals with the electrical, mechanical, procedural and functional interface between the DTE and DCE. Actually X.25 does not define these interfaces but references two other standards, X.21 and X.21bis, which define the digital and analog interfaces respectively. X.21bis is an interim standard to be used on analog networks until digital networks become widely available. It is essentially RS-232C.





Layer 2 ensures reliable communication between the DTE and the DCE even though they may be connected over a noisy telephone line. The protocols used are LAP (Link Access Protocol) and LAP-B. X.25 uses a subset of HDLC (High-level Data Link Control). X.25 borrows a particular group of parameter settings from HDLC for various error control and flow control activities.





Layer 3 manages connections between a pair of DTEs . X.25 supports virtual calls as well as permanent virtual circuits. A virtual call is like an ordinary telephone call: a connection is established, data are transferred and then the connection is released. Alternatively a permanent virtual circuit is like a leased line. It is always present and the DTE at either end can just send data whenever it wants to without any setup. Permanent virtual circuits are normally used in situations where huge volumes of data need to be transferred frequently.
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Integrated Digital Services Network (ISDN)


The ISDN was primarily developed to integrate voice and non-voice services. Conceptually ISDN can be viewed as a digital bit pipe through which bits flow. Terminals can transmit and receive bits through this pipe. This bit pipe supports multiple independent channels by time division multiplexing of the bit stream. 





Two principal standards for the bit pipe have been developed, a low bandwidth standard for domestic use and a high bandwidth standard for business use. The latter supports multiple low bandwidth channels. Moreover businesses may have multiple bit pipes if they need additional capacity beyond what the standard bit pipe can provide.





In the domestic configuration, the carrier places a network terminating device, NT1, on the customer’s site and connects it to the ISDN exchange in the carrier’s office. Upto 8 ISDN terminals, phones and other devices can be connected to the NT1 box via passive bus cable. NT1 contains equipment to conduct network administration, local and remote loopback testing, maintenance and performance monitoring. NT1 also provides unique unused network addresses to any new device that is powered up. Contention resolution is also provided by NT1. Thus if several devices attempt to access the bus at the same time, it can determine which one should use the bus first.





For large businesses, the equipment at customer’s site includes a device, NT2, called the PBX (Private Branch eXchange). NT2 is connected to NT1 and provides an interface for telephones, terminals and other devices. An ISDN PBX is not very different conceptually from an ISDN exchange, although it is usually smaller and cannot handle large amount of traffic and connections simultaneously. All ISDN sessions internal to the customer’s site are routed internally by the PDX without the carrier ISDN being aware. For an ISDN session request with external device, the PBX allocates a channel in the outgoing digital pipe and connects the caller to it. If no channel is available, the caller gets a busy signal.
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ISDN System for Small Scale Operation





An ISDN PBX can interface directly to ISDN terminals and devices. To interface to non-ISDN devices such as RS232 terminals, the customer can install one or more terminal adapters.





Following standard channel types are used in ISDN bit pipes,


A – 4 khz analog telephone channel


B – 64 kbps digital PCM channel for voice or data


C – 8 or 16 kbps digital channel


D – 16 or 64 kbps digital channel for out of band signaling


E – 64 kbps digital channel for internal  ISDN signaling


H – 384, 1536 or 1920 kbps digital channel





CCITT has standardised the following combinations of channels on the digital bit pipe


Basic rate 		: 2B + 1D


Primary rate 	: 23B + 1D (US & Japan) or 30B + 1D (Europe)


Hybrid		: 1A + 1C
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ISDN for Large Scale Operation





Frame Relay


The frame relay interface specification provides a signaling and data transfer mechanism between end points and the network. This interface allows communication bandwidth to be shared among multiple users, creating instantaneous bandwidth on demand. Frame relay technology has been optimised for the transport of protocol oriented data in discrete units of information (i.e. generic packets). It employs a simplified form of packet switching and statistical multiplexing technology similar in principle to X.25, in which synchronous frames of data are routed to different destinations depending upon the header information.





The biggest difference between frame relay and X.25 is that X.25 guarantees data integrity and network managed flow control at the cost of some network delays. Moreover extensive protocol processing increases the price of switches and therefore the price of services as well.





However the modernisation of the public telecommunications infrastructure is quickly replacing analog facilities with high quality digital facilities often based on fiber optics. The results are increased bandwidth availability to end users for data communications and significantly reduced error rates over those experienced by analog transmission facilities. Modern digital facilities can approach bit error rates of one in 10 billion.





Frame relay eliminates much of the protocol processing done by the network, thus reducing the portion of the transmission latency attributed to protocol processing. The simplification of protocol focuses on the elimination of error recovery functions. Instead, the elements of the system that guarantee error free end to end transfer of frames are the end point devices and not the network itself. This protocol processing, which is still necessary to guarantee the accurate delivery of data, is left to the higher layers inherent in the transported data. Thus frame relay reduces the complexity of the physical network without disrupting higher level network functions. In fact it actually utilises the existence of these higher layer protocols to its advantage.





Frame relay is connection oriented. The frames are transported through a frame relay network via virtual circuits. Current frame relay networks use permanent virtual circuits (PVCs). These PVCs are setup between end points by the network operator. While the actual path taken through the network may vary from time to time, such as when automatic alternate routing is taking place, the beginning and the end points of the circuit do not change. Thus such circuits behave as dedicated point to point circuits.





Switched virtual circuits (SVCs) have also been fully specified for frame relay. When SVCs are used, the actual users of the circuit specify the destination to which the connection needs to be established. Like a typical telephone call there is a call setup procedure (dialing) that must take place to establish the connection. A virtual circuit is then established for the duration of the call.





Unlike a typical telephone call, though, multiple logical channels exist in a single physical circuit. Both PVCs and SVCs can share a single physical circuit. Also unlike a typical telephone call, no network resources (except an address) are used when there is no data being communicated.





Each virtual circuit is identified by a Data Link Connection Identifier (DLCI) at each switch port. DLCI numbers change through the network from switch to switch for the same PVC. Thus they have only local significance for each port. DLCIs are actually buffer numbers for the travelling packets over the PVC. A DLCI is a 10 bit number. Thus there can exist a total of 1024 PVCs at each switch port. However some DLCIs are reserved for special purposes.





Before a virtual circuit is established, the user must specify a Committed Information Rate (CIR) for the specific virtual circuit. This value specifies the maximum average data rate that the network undertakes to deliver.
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Data Link Connection Identifiers (DLCIs)





Generally a good strategy for the network operator is to offer a high speed physical interface to the user premises and to constrain the CIR to the rate that has been subscribed to. This provides a high speed interface over which the user can access frame relay services with an actual data rate equal to CIR. The service should be designed optimally to handle the user’s CIR and should ensure that data sent within this limit will reach its destination. However no such guarantee is given for traffic sent above the CIR’s threshold. For packets sent at rates above the CIR, the switches will set the Discard Eligibility (DE) bit in the frame header of some of these packets. The network makes best effort to deliver all packets but when congestion occurs, it will discard those packets first that have their DE bits set.





Many inexpensive frame relay services are based on a CIR of zero. This means that each frame has its DE bit set and the network may discard them when it experiences congestion. Additionally the user may also set the DE bit for some frames that can be discarded without an appreciable loss of quality of service. Thus during congestion, these frames are discarded first and the frames belonging to applications requiring higher quality of service are saved from being dropped.





The network indicates the presence of congestion to the access devices through the use of FECN (Forward Explicit Congestion Notification) and BECN (Backward Explicit Congestion Notification) bits. Access devices are responsible for re-structuring data flow under congestion condition.





Special network management frames with unique reserved DLCI addresses may be  passed between the network and access devices. These frames monitor the status of the link and indicate whether the link is active or inactive. They can also pass information regarding PVC and DLCI changes. This frame relay management protocol is sometimes referred to as the Link Management Interface (LMI). Its function is to provide information regarding the status of the PVCs.





As mentioned earlier, frame relay is an interface specification only, the network may route the frames by whatever means the network builders and service providers choose. In some cases the frames are kept intact as they traverse the network. This is called frame switching. In other cases the frames are broken into smaller fixed length information units or cells. The cell switching network passes the information along in these cells and then re-assembles these cells into frames at the destination.





Both frame switching and cell switching networks are common network architectures for frame relay. While each may have its own set of advantages associated with it, both are fully compliant with frame relay.





Frame relay services are composed of frame relay access equipment and frame relay switching equipment. Frame relay access equipment is the customer premises equipment (CPE) that uses frame relay to transfer information across the WAN. The access to the WAN is provided by connecting the internal computing environment to a Frame Relay Access Device (FRAD). The FRAD is connected to a Data Service Unit (DSU) if the user is connecting to a 56 kbps access point or to a Data Service Unit/Channel Service Unit (DSU/CSU) if connecting to a T1 access point.





A FRAD is typically a stand alone device that takes data from the internal computing environment over one or more serial ports, encapsulates the data into frame relay packets and sends the packets via the DSU or DSU/CSU out the access point. It also receives frame relay packets from the access point, strips each of their header and checksum, and sends the data out of the appropriate serial port. Recently FRAD manufacturers have added LAN ports to their products enabling FRADs to route LAN packets in and out of the frame relay access points along with the data from the serial ports.





Router manufacturers have also developed expansion boards that can be inserted into the routers and can provide the functionality of a FRAD along with LAN to LAN routing. These routers also have serial ports, enabling the routers to encapsulate and direct non-LAN traffic in and out of the frame relay access point along with the packets from the LAN.





Most FRADs can be connected directly to an external DSU whereas others provide an expansion slot for an internal DSU. FRAD expansion boards for routers may also include an internal DSU.





Frame relay switching equipment are devices responsible for transporting frame relay compliant information offered by the access equipment. Switches are the most common type of frame relay switching equipment. These switches are used to make the frame relay networks. CPE connects to the switch which in turn either connects to another switch in the network or to the CPE on another site. Frame relay switches also provide for queuing of packets when necessary. If packets wait for too long in the queues, the switch will signal incipient network congestion to the access devices and/or make the packets discard eligible. 





Unlike routers, FRADs typically do not allow for dynamic re-learning of network topology to accommodate moves, additions and changes. This makes frame relay networks less convenient in situations where sites are temporary in nature, users are constantly being added and removed from the organisation or when the users in the organisation telecommute regularly. Practically, however, routers are unable to exploit these strength effectively. Moreover organisations using SNA based systems typically consist of a fixed number sites performing standard types of operations from these locations.





Frame relay devices have generally proved to be more CPU efficient than IP routers and DLSw switches. Quite a few FRADs currently being manufactured emulate all link level functions locally. These terminate the path of all poll and response frames within the FRAD itself. On the terminal end of the connection, the local FRAD generates all polls and interprets all responses from the terminals. On the host/FEP end of the connection, the local FRAD intercepts all polls sent from the FEP and responds to them as though it were a terminal. Only pure application data enter the frame relay WAN while polls and responses never traverse the network. Similarly each FRAD immediately generates and forwards acknowledgements to its locally attached FEP or terminal equipment. This improves user response time by eliminating the impact of network delays associated with outstanding acknowledgements.





Asynchronous Transfer Mode (ATM)


ATM is a switching, multiplexing and transmission technique which uses short fixed length packets called cells. Each ATM cell consists of 53 bytes. A cell can be divided into 2 parts, i.e. 5 byte header and 48 byte payload.





The switching units within an ATM network only perform analysis of the cell headers so that they can be routed to the appropriate queues. The flow control and error handling functions are not carried out in the ATM network but are left to the user applications or access devices.





Because of these characteristics, ATM can respond reasonably to the constraints imposed by the real time audio and video traffic as well as no-real time data traffic.
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STM : Synchronous Transfer Mode





The Synchronous Transfer Mode (STM) is based on rapid circuit switching. On a multiplexed link, an STM channel is identified in a frame by the position of the time slots assigned to it. An interface constructed on fixed channel structure lacks flexibility; it freezes the characteristics of the services it carries which may vary significantly based on the domains.
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ATM : Asynchronous Transfer Mode





On the contrary the ATM approach does not require a framed transmission system. In this case, a connection is identified by the label contained in the cell’s header. Thus several connections can be multiplexed at the same time on the labeled multiplexed link. Additionally connections can be statistically multiplexed if the quality of service (QoS) required for each of them allows it. This optimises the use of the network.





Statistical multiplexing means that virtual circuits are defined through the network. However no bandwidth is allotted to the paths until actual data needs to be transmitted. Thus the bandwidth within the network is dynamically allocated on packet by packet basis. If, for a short period of time, more data needs to be transmitted than the transmission facilities can accommodate, the switches within the network will buffer the data for later transmissions. In case this oversubscription persists, congestion control mechanisms must be invoked. 





ATM is connection oriented, i.e. a connection needs to be established before data is communicated. After the data has been communicated, the connection is released or broken.





A connection or a virtual circuit in an ATM network is composed of a Virtual Path (VP) and a Virtual Circuit (VC). A virtual path is identified by a Virtual Path Identifier (VPI) whereas a virtual channel is identified by a Virtual Channel Identifier (VCI). A virtual path creates a pre-arranged route through a network between two end points so that multiple connections can be easily established without the need for the network to process connection requests for each connection. Each virtual path owns some bandwidth which is then shared in some manner among its associated virtual channels.





The VCI value associated with a connection remains unchanged for the whole length of the VP. Furthermore two different connections which share the same physical path can have the same VCI value provided they have different VPIs. 


Switches also use different VPs to distinguish between different qualities of service (QoS). For example, one VP may be a constant bit rate flow, which has tight bounds on cell delay, whereas a second VP may be used for best effort traffic with no bounds on cell delay.


�





VPs and VCs





When a connection is established, through signaling or by network management procedures, a VPI-VCI value is assigned to each section of the connection, i.e. between two ATM switches. Different sections of the same connection may have different VPI-VCI values, but each section will keep its chosen values for the duration of the connection.





Both directions of flow will use the same values of VPI-VCI. Router B, therefore, will consider the connection to be VPI = 77, VCI = 285 and will send and receive cells from this connection bearing these VPI-VCI values. On the other hand, router A will send and receive cells using VPI and VCI values of 8 and 121 respectively. Thus one of the functions of an ATM switch is cell header translation so that on the switch on the left, incoming cells bearing the values VPI = 8 and VCI = 121 are translated to outgoing cells bearing new values, i.e. VPI = 19 and VCI = 44 respectively. 
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VPI-VCI Values in a Connection





In addition to a look up table, a switch must also contain internal routing information to ensure the forwarding of cells to correct output ports. Further supplementary information will be required to describe the priority and QoS attributes of the connection. This information is tagged to the cell and controls the internal route across the switch from inlet to outlet. Also controlled are the scheduling procedures that determine how long a cell is queued at the output port waiting for its turn to be transmitted. This supplementary information is stripped from the cell prior to transmission.





Early ATM WAN services are only offering permanent virtual circuits (PVCs). A PVC is like a leased line and is established by the service providers as a result of a contract between the user and the service provider. The fixed connectivity matrix provided by PVCs can ease performance management and facilitate more intuitive tracing of connectivity problems during network commissioning. However this advantage is offset by the overhead of manual configuration of paths between end systems wishing to communicate, especially in large scale and evolving networks.





Connections can, however, be established on a request or call by call basis. These connections are known as switched virtual circuits (SVCs) and require a signaling protocol between the user and the network access switching unit. SVCs offer the ability to use the optimal path across the network from source to destination and the capability to request different QoS parameters for individual traffic flows.





However, these advantages must be weighed against the effort required to create and clear switched connections. Call setup and tear down will initially require significant processing in both the user devices and the network switches. As SVC support matures, optimised call setup algorithms and increased processing power in the network devices will significantly lower this overhead. It is, however, unlikely to ever become negligible. For an ATM WAN user, the use of SVCs will also be determined by the tariffs incurred for each SVC.
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Traffic Shaping





End user devices are obliged to meet the traffic conditions that have been contracted with the ATM service providers. This is necessary to avoid the cells being dropped by the network and thus maximise end to end performance available to the user. This is accomplished by shaping the source traffic at the ingress to the ATM network. Traffic shaping is usually performed by the user device such as a router or a LAN switch. Traffic policing in a public network, to ensure that the shaped traffic meets the traffic contract, will occur at the ingress ATM switch. It can be seen that the shaper function (part of the router) will accept any actual data patterns. The shaper function then processes this source stream so that the output cell stream conforms to the traffic contract and that the cell sequence integrity is maintained.





Traffic management functions in ATM support multiple qualities of service. More specifically, traffic management supports multiple performance objectives. For example, during congestion conditions, a given quality of service may not be sustainable. This implies that mechanisms and procedures are needed to reduce the frequency of congestion conditions and also reduce the time interval over which they disrupt service.





Thus traffic management functions protect the network and users in order to maintain network performance objectives. Protection to the network and the users involves reducing the frequency, severity and duration of congestion. It also involves the identification of irregular or misbehaving traffic and ensuring that, as far as possible, other users do not suffer as a consequence. An additional role of traffic management is to optimise the use of network resources. 





A number of transfer capabilities have been identified. Each transfer capability is a set of one or more mechanisms and procedures to achieve a statement on the way traffic will be handled from ATM network edge to network edge. Following paragraphs briefly describe these transfer capabilities.





Constant Bit Rate (CBR). Low delay variation and low cell loss makes this capability suitable for any purpose. However it is mainly used for permanent VPs/VCs and real time applications needing low delay variation.


Variable Bit Rate – non-real-time (VBR – nrt). No guarantees for delay variation along the connection, but low cell losses may be expected provided that the source shapes its bursts of traffic in a static pattern. Suitable for sending data which is delay tolerant.


Variable Bit Rate – real-time (VBR – rt). Offers lower delay variation than VBR-nrt, because these streams of cells are treated as higher priority. Still requires sources to shape bursts of traffic in a static pattern.


Available Bit Rate (ABR). No guarantees on delay variation but very low cell losses may be expected, provided the source shapes its traffic dynamically, based on feedback messages from the network. Achieves high network utilisation.


Unspecified Bit Rate (UBR). No guarantees on loss or delay/delay variation. There are no restrictions on source behaviour other than its peak sending rate.





The ATM protocol consists of three layers. The top layer is the ATM Adaptation Layer (AAL). It is responsible for mapping information into and out of the ATM cells. AAL is further subdivided into two sub-layers.





The Segmentation And Re-assembly (SAR) sub-layer is responsible for changing the format between user data units and the cell payloads. The Convergence sub-layer carries out more specifically user related functions. This sub-layer also provides end-to-end synchronisation.





The ATM layer provides the address information for each cell through VPI/VCI labeling. In addition to cell routing, the ATM layer also provides for the multiplexing of cells.





The Physical layer is again divided into two sub-layers. The convergence sub-layer handles bit rate adaptation, header protection, cell delineation and adaptation to the physical medium’s structure. The physical medium sub-layer is responsible for coding, decoding, scrambling and adaptation to the medium.
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ATM Protocol Layers





Switched Multi-megabit Data Service (SMDS)


This is a packet switched datagram service for very high speed wide area data communication. SMDS is based on the technical specifications developed by Bellcore (US) with an aim to provide a LAN compatible connectionless data service. SMDS is based on variable data length packets, each of which carries source and destination addresses to allow communication independently through the network. SMDS data units are capable of containing upto 9188 bytes of user information. This allows the encapsulation of the entire IEEE 802.3, IEEE 802.4, IEEE 802.5, and FDDI frames.





SMDS supports group addresses that allow a single data unit to be sent and then delivered by the network to multiple recipients. This is analogous to multicasting on LANs. Moreover address screening facilities are also available that allow the implementation of closed user groups and virtual networks.





Although SMDS service can be carried on different network platforms, the principal platform currently used for SMDS access is based on DQDB (Distributed Queue Dual Bus) defined by IEEE 802.6 MAN standard. DQDB is based on fixed length cells of 53 bytes. A variable length SMDS packet must therefore be segmented into appropriate number of cells to be carried over the DQDB.





As shown in the figure below, the link between the network switching center and the customer’s site is provided by either a 2 Mbps mega-stream connection or a 34 Mbps optical fiber connection using the SIP standard. The optical fiber is terminated at each end by an OLTE (Optical Line Termination Equipment) which provides an optical/electronic interface. On the customer’s site the link connects to a Data Service Unit (DSU) which is then connected via a high speed serial connection to a router on the LAN. The data is communicated between the DSU and the router using the Data eXchange Interface (DXI) protocol. The DXI protocol has been defined to support the use of SMDS over serial links and is based on HDLC framing. The DSU performs the conversion between the DQDB on the wide area link side and HDLC on the router side. 
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LAN to SMDS Connection





The router processes the packets transmitted to and received from the SMDS network. The SMDS packet assembly starts when a packet on one LAN is addressed to another LAN on the SMDS network and arrives at the router that connects to the SMDS network. The LAN packet is placed in the payload part of the SMDS packet , addressing and other information are added and the SMDS packet is sent to the DSU via the high speed DXI link. The DSU strips off the DXI encapsulation and fragments the SMDS packet to fit into appropriate number of DQDB cells. The DSU then transmits these cells to the switching center that forms a part of the SMDS network. The  network delivers the SMDS packet to the destination site and the payload is extracted and delivered to the destination LAN using the reverse of the sending process.





SMDS has introduced access classes to accommodate a range of traffic and equipment capabilities and to enable the SMDS service providers to implement a range to tariffs. These classes limit the sustained data rate and the burst size that a user can inject into the network. Each access point has a credit count that indicates the maximum amount of data that can be transmitted over the network at any instant. When a packet is presented for transmission, the payload is compared with the credit count and if it is less than the specified limit the packet is forwarded to the network. The new credit count is calculated which is the difference between the previous credit count and the length of the packet transmitted. All packets with sizes greater than the credit limit are discarded. The credit count is increased at a rate indicated by the selected access class.
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Access Class in SMDS








