Local Area Networking Technologies





Media Access Methods


All local area networks using a shared physical interconnection need some mechanism for ensuring that only one computer can transmit at any one time. Clearly if more than one node does transmit, signals from each will be confused with the other and no transfer of information can take place. There are two common methods for controlling media access, Carrier Sense Multiple Access (CSMA) and Token Passing. Each of these may have several variations.





Carrier Sense Multiple Access


This medium access method is most commonly found in bus based networks. The model it uses is sometimes known as listen before talk. Any node wishing to transmit listens first to determine whether or not anyone else is transmitting. If it detects any activity on the medium, it continues to listen but does not attempt to transmit. Once the node senses that there is not further activity, the next step depends on what variant of the carrier sense is in use. The two major variants are collision avoidance and collision detection. 





Collision avoidance tries to reduce the probability of 2 or more computers transmitting immediately after they detect that a previous message has finished. One possible mechanism is to use a scheme called p-persistent. This uses a fixed probability p to determine whether to transmit or not. For example, if p = 0.5, the computer determines whether to transmit or not by a procedure that provides it an equal chance for either case. If the outcome of the procedure is negative, then the computer waits a fixed time called a time slot, and then attempts to determine whether to transmit or not. This procedure is repeated until the message is sent.





If the value of p is low (e.g., p = 0.1) there will be very little possibility of collisions, but every message will suffer significant delay. If p is high (e.g., p = 1.0) then there is a good chance of collisions but no delay at all for each message. If a collision does occur, every computer connected to the medium will know about it because the incoming message will be completely garbled. The sending stations must then compete again for access to the medium and hope that the collision avoidance mechanism works on the next occasion.





Collision detection is a more common scheme for use with carrier sense multiple access because it avoids the need for built in delays to reduce the probability of collisions. This medium access method is usually written as CSMA/CD and is used by Ethernet and IEEE 802.3 LAN standards. The mechanism is straight forward; once a node wishing to send a message has determined that the medium is clear, it will start to transmit. All other nodes will hear this transmission and will wait until it finishes before attempting to transmit themselves. However, because of the finite time it takes for a packet to travel from one point on the bus to another, it is possible that more than one station wishing to transmit will think that the medium is clear and will start sending the message. 





If more than one node does transmit, a collision will occur and this will be detected by each of the sending nodes as they continue to listen and can tell that what is on the medium is not what they sent. All of the transmitting nodes abort the messages they were sending and transmit a jam signal of 4 to 6 bytes of random data to alert all other nodes. Each of the nodes whose message collided then waits for a random period of time called the back-off time before starting the listen before talk sequence again.





Most of the time, one of the nodes will finish its waiting period before the other one and will gain undisputed access to the medium. However, it is quite possible for another collision to occur because there is nothing to stop a third node trying to transmit too. Equally, as the back-off times are random. It is possible that both nodes whose original transmissions collided will end up trying to transmit at the same time again. If the second collision does occur, the back-off time is increased by a random interval. Having backed off again for time that is determined, each node will once again enter the listen before talk sequence. The entire sequence will repeat until one node is able to transmit without a collision or the delay exceeds some threshold limit. The mechanism for calculating the back-off times is called the binary exponential back off algorithm.





A clear disadvantage of CSMA/CD is that there can be no guaranteed upper bound on the time it takes for a node to gain access to the medium in order to transmit. If there are many nodes waiting to transmit, then long waiting times and large number of collisions are inevitable. This makes a CSMA/CD based network unsuitable for real time data collection or control purposes.





Another feature of this medium access method is that as the desired traffic load increases over a certain limit, the actual throughput decreases because of the rise in the number of collisions. The limit for bus based CSMA/CD networks is usually considered to be 30% of the maximum capacity before serious delays occur in data communication. In other words, if the total of messages waiting for transmission rises above 30% of the network capacity, serious degradation in performance will occur.





Token Passing


This method uses a special message called the token which is passed from node to node in some predetermined manner. Only the node that holds the token can transmit. So a node wishing to transmit a message must wait for its turn to hold the token. Once a node has the token, it can hold it either for a pre-specified time, or for a specified number of messages. Token ring networks have been implemented over both bus and ring topologies. 





A token is a particular bit pattern within a standard frame format. If there are no messages being transferred, the token is passed to the next node which is then responsible for passing it to the next node. Once a node has the token, it can send a message frame by altering the token part of the frame and adding data to the payload part of the frame. If the node does not have any message to send, it must generate a frame with the token and the destination address of the next node. Thus every node must know the address of the next node to which the token must be passed. 





Once the message transmitted by a particular node has been received by the specified destination node, the recipient retransmits the frame with a specific bit set which indicates that the message has been received. In either case (i.e., the message has been received or not) it is the responsibility of the transmitting node to take the message frame off the network and regenerate the token frame to be passed to the next node.





�





Ethernet


Ethernet was developed at Xerox Parc in 1973 as a part of an intensive program of research carried out there on personal workstations and distributed systems. The pilot Ethernet was the first high speed LAN demonstrating the feasibility of high speed LANs linking computers on a single site thereby allowing them to communicate at high transmission speeds with low error rates and without switching delays.





Ethernet, as specified in the IEEE/ISO 802.3 standard, operates at a transmission rate of 10Mbps using low loss coaxial cable and high speed drivers in the computers connected to it. Ethernet is a simple or branching bus like network and uses CSMA/CD as the medium access method.





As mentioned earlier, the basic method of communication in CSMA/CD networks is by  broadcasting frames of data on a cable that is accessible to all of the stations on the network. All stations continuously listen to the cable for frames that are addressed to them. Any station wishing to transmit a message broadcasts one or more frames on the cable. Each frame contains the address of the destination station, the address of the sending station and a variable length sequence of bits representing the message to be transmitted. Data transmission proceeds at 10Mbps and frames may vary in length between 64 and 1518 bytes. Thus the time to transmit a frame on the Ethernet varies from 50 to 1200 micro-seconds, depending upon the length of the cable.





The address of the destination station normally refers to a single network interface. Each station receives a copy of every frame that is transmitted on the network, but ignores frames addressed to other computers. A particular host receives only those frames that are addressed to it. The address of the destination station may also specify a broadcast or a multicast address. Ordinary addresses are distinguished from broadcast and multicast addresses by their higher order bits. An address consisting of all 1’s is reserved for use as a broadcast address and is used when a message is to be received by all the stations on the network. A multicast address specifies a limited form of broadcast whereby the transmitted frame is to be received by a group of stations whose network interfaces have been configured to receive frames with that multicast address.





Frames used on the Ethernet have the following format. Apart from the destination and the source addresses, the frame includes a type field, a data field and a frame check sequence. Note that the length of the packet is not transmitted. Instead, receiving stations detect the end of transmission (there is a mandatory interval of 9.6 micro-seconds between frames) and it is assumed that the last four bytes received constitute the frame check sequence.
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The IEEE 802.3 standard allows the transmission of length of the data field in place of the type field. However, the type field is used by the upper layers of the protocol to distinguish frames of various types. The specification does not allow more than 1024 stations on a single Ethernet network, but the addresses occupy 6 bytes and every Ethernet hardware interface is given a unique address by the manufacturers. This allows all of the stations in a set of interconnected Ethernets to have unique addresses. The IEEE acts as an allocation authority for Ethernet addresses, allocating separate ranges of 48 bit addresses to the manufacturers of Ethernet hardware interfaces.





The field data contains all or part (if the message length exceeds 1500 bytes) of the message being transmitted. It is the only field whose length may vary between the defined limits. The lower bound of 64 bytes (46 bytes of the message) on the frame length is necessary to ensure that collisions can be detected by all stations on the network.





The frame check sequence is a checksum generated and inserted by the sender and used to validate frames by the receiver. Frames with incorrect checksums are simply dropped by the receiving station.





Token Ring Networks


Token rings were explored early in the development of local area network technologies, but their exploitation has been slower than that of other LAN technologies. Nevertheless they have been used in several commercial products and IBM has adopted a token ring that conforms to the IEEE/ISO 802.5 standard as a basis for distributed system products. Messages of almost any length can be transmitted as single packets. This is achieved with the help of a single permanently circulating token packet that has a distinguished format.





An analogy with the transport of freight by train may be helpful in understanding the operation of token rings. The analogy has the token packet as a locomotive that is ever lastingly circulating around a looped track, and the data as freight wagons. The locomotive is marked as busy or free. When there are no wagons attached, it is free, otherwise it is busy. Wagons containing data can be attached to the locomotive whenever it passes a station and it is not busy. When wagons are attached, the locomotive is marked as busy and the destination address of wagons is marked on the locomotive. The destination station must detach the wagons as they pass and then mark the locomotive as free. 





A single token is used in most token rings. It circulates continuously and there is a monitor station that injects a free token if it is missing (i.e., to initialise the network and to guard against loss of the token when the station fails). In the IEEE token ring, the token occupies 3 bytes and a single bit in the token is used to indicate whether it is busy or free. When the token is free, no other data circulates in the ring. When it is busy, the token is followed by a sequence of address and data field bytes. The format of the frame is shown below.
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The token has the following format.
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The starting delimiter byte has a fixed bit pattern that enables stations to recognise the start of a frame and synchronise to the data transmission rate. The 8 bits in the access control field are used to distinguish between busy and free tokens (1 bit), to identify the priority of the frame being transmitted (3 bits) and to reserve the next frame with a given priority (3 bits). The monitor station uses the 8th bit to help it to check that the ring is functioning correctly. 





The operation of the token ring follows the pattern defined in the freight train analogy. The station wishing to transmit a message checks the access control field and sets the busy bit if it is free. The source and destination address fields are inserted by the sending station and the message data is appended to them. This is followed by the frame check sequence and the end delimiter. The destination station sets the access control field to free and removes all of the trailing fields from the token.





The priority and access reservation bits in the access control field enable sharing of the channel capacity among the stations on the network. These can be used to ensure a fair distribution of the channel capacity among stations waiting to transmit messages, preventing the hogging of the available bandwidth by one or two stations.





The token ring does not suffer from the drawbacks of small or fixed sized frames. The frame may in principle be of almost any length; the limitation of 5000 bytes is a default value for a parameter that can be configured on a per installation basis. The requirement for a monitor station is the most severe remaining drawback.





Fibre Distributed Data Interchange (FDDI)


The use of optical fibre cables as backbones to link a number of LANs is now well established. The most common standard in this area is the Fibre Distributed Data Interchange (FDDI). This operates as a token passing dual ring with a data rate of 100 Mbps. Each node connected to the FDDI highway can be a normal workstation, a server or a bridge to a conventional LAN such as an Ethernet or Token Ring. The maximum length of the ring is 100 kilometers with a maximum of 2 kilometers between nodes. 





The FDDI uses a token passing medium access method. To transmit data, a station must capture the token. Then it transmits a frame and removes it when it comes around again. In a token ring based LAN like the one discussed above (IEEE 802.5), a station may not generate a new taken until its frame has gone all the way around and come back. In FDDI, because of a large circumference of the ring and potentially large number of stations on the ring, the amount of time wasted waiting for the frame to circumnavigate the ring could be substantial. Therefore, it was decided to allow a station to transmit a new token back on the ring as soon it has transmitted its frames. In a large ring, several frames might be on the ring at the same time.
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As there are two rings, it is possible to use both for separate traffic, effectively doubling the data carrying capacity of the FDDI. However, if the normal traffic is more than the stated carrying capacity and one ring fails, a degradation in performance is inevitable. The concentric rings are provided to cope with fault conditions. The rings in an FDDI network are called counter rotating because data flows around the second ring opposite to the direction of data flow around the main ring. If the data is transmitted in the same direction, any failure on the ring (e.g., cable break, physical disconnection, malfunction of an interface, etc.) will disrupt communication. However, if data travels in the reverse direction across the second ring, remaining stations can reconfigure t
