Network Protocols





The Need for Protocols


Basic communication hardware consists of mechanisms that can transfer bits from one point to another. However, using raw hardware to communicate is analogous to programming by entering 1’s and 0’s into the computer. Such a process is cumbersome and inconvenient. To aid programmers, computers attached to a network use complex software that provides a convenient high level interface for applications. The software handles most low level communication details and problems automatically, making it possible for applications to communicate easily. Thus most application programs rely on network software to communicate, they do not interact with network hardware directly.
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All parties involved in a communication session must agree on a set of rules to be used when exchanging messages (e.g., the language to be used and the rules regarding sending and receiving messages). This agreement is known as protocol. Thus a network protocol is a set of rules that specify the format of messages and the appropriate actions required for each message. The software that implements such rules is called protocol software. An individual network protocol can be simple (e.g., an agreement to use ASCII when transferring a text file) or complex (e.g. an agreement to use a complicated mathematical function to encrypt data).





Protocol Suites


Instead of having a single giant protocol that specifies complete details for all possible forms of communication, designers have chosen to divide the communication problem into sub-pieces and to design a separate protocol for each sub-piece. Doing so makes each protocol easier to design, analyse, implement and test. Moreover, dividing communication software into multiple protocols increases flexibility because it allows subsets of protocols to be used as needed. 





This division into separate protocols must be chosen carefully to ensure that the resulting communication system is efficient and effective. To avoid duplication of effort, each protocol should handle a part of the communication problem not handled by other protocols. To make efficient implementation possible, protocols should be designed so they can share data structures and information. Finally, the combination of protocols should handle all possible hardware failures or other exceptional conditions.





To ensure that protocols work well together, an overall design plan must be adopted. Instead of developing each protocol in isolation, protocols are designed and developed in complete and cooperative sets known as protocol suites or protocol families. Each protocol in a suite solves one part of the communication problem. Together they solve the entire communication problem. Furthermore, the entire suite is designed to make interactions among protocols efficient.





ISO’s OSI Reference Model


The International Standards Organisation (ISO), in the late 1970’s formulated a reference model to provide a common basis for the coordination of standards development and to allow existing and evolving standards activities to be placed into perspective with one another. The ultimate aim was to allow an application process on any computer, that supported the applicable standards, to freely communicate with an application process executing on another computer supporting the same standard. This model was termed as the ISO Reference Model for Open System Interconnection (OSI). It should be stressed that this model is not concerned with specific applications of computer communication networks. Rather it is concerned with the structuring of the communication software that is needed to provide a reliable and data transparent communication service independent of any specific manufacturer’s equipment or conventions. Moreover it should be able to support a wide variety of applications.





The OSI model uses a layered approach. The complete communication subsystem is broken down into a number of layers, each of which performs a well defined function. Conceptually these can be considered as performing one of the two overall functions, network dependent functions or application oriented functions. This, in turn, gives rise to three distinct operational environments.





The network environment which is concerned with the protocols and standards relating to the different types of underlying data communication networks.


The OSI environment which embraces the network environment and adds additional application oriented protocols and standards to allow the end systems (computers) to communicate with one another.


The real system environment which builds on the OSI environment and is concerned with the manufacturer’s own propriety software and services which have been produced to meet a particular distributed information processing task.
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The logical structure of the ISO Reference Model is made up of seven protocol layers. The lowest three are network dependent and are concerned with the protocols associated with the data communication network being used to link together the two communicating computers. In contrast, the topmost three layers are application oriented and are concerned with the protocols that allow two end user application processes to interact with each other. The intermediate transport layer masks the upper application oriented layers from the detailed operation of the lower network dependent layers. Essentially it builds on the services provided by the latter to provide the application oriented layers with a network independent message interchange service.
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The function of each layer is specified formally in the form of a protocol that defines the sets of rules and conventions used by the layer to communicate with a similar (peer) layer in another remote system. Each layer provides a well defined set of services to the layer immediately above it and in turn uses the services provided by the layer immediately below it to transport message units associated with the protocol to the remote peer layer. Thus the transport layer, for example, provides a reliable and network independent message transport service to the session layer above it. In turn it uses the services provided by the network layer below it to transfer the set of message units associated with the transport protocol to a peer transport layer in another system. Conceptually, therefore, each layer communicates with a similar peer layer in a remote system according to a defined protocol. In practice, however, the resulting protocol message units of the layer are passed by means of the services provided by the next lower layer.





Description of OSI Layers


Physical Layer. 


The physical layer is concerned with the transmission and reception of raw bits over a communication channel. Typical issues related to the physical communication channel that need to be dealt with while designing this layer include the following


voltage levels that represent the bit values


bit period


directionality of transmission (i.e. full duplex, half duplex, simplex)


mechanical interfaces


procedural issues





Physical layer design is considered to be within the domain of the electrical engineer.





Data Link Layer.


The main task of the data link layer is to take a raw transmission facility and transform it into a line that appears free of transmission errors to the network layer. This is accomplished by having the transmitter perform the following functions


break the input data into data frames, typically a few hundred bytes,


transmit the frames sequentially,


process the acknowledgment frames sent back by the receiver.





Since the physical layer merely accepts and transmits a stream of bits without any regards to the meaning or structure of the data, it is up to the data link layer to create and recognise the frame boundaries. This can be accomplished by attaching special bit patterns to the beginning and end of the frame. If these bit patterns can accidentally occur in the data, special care must be taken to avoid confusion.





A noise burst on the line can destroy a frame completely. In this case, the data link layer software on the source machine must retransmit the frame. However, multiple transmissions of the same frame introduce the possibility of duplicate frames. A duplicate frame can be sent, for example, if the acknowledgment frame from the receiver back to the sender was destroyed. It is up to this layer to solve the problems caused by damaged, lost and duplicate frames.





Another issue that arises in the data link layer (and most of the higher layers as well) is how to keep a fast transmitter from drowning a slow receiver in data. Some traffic regulation mechanism must be employed to let the transmitter know how much buffer space the receiver has at the moment. Frequently, this flow regulation and error handling are integrated for convenience.





Network Layer.


The network layer is concerned with controlling the operation of the subnet. A key design issue is determining how packets are routed from source to destination. Routes could be based on static tables that are wired into the network and are rarely changed. They could also be determined at the start of each conversation, for example a terminal session. Finally they could be highly dynamic, being determined anew for each packet, to reflect the current network load.





If too many packet are present in the subnet at the same time, they will get in each other’s way, forming bottlenecks. The control of such congestion also belongs to the network layer.





Since the operators of the subnet may well expect remuneration for their efforts, there is often some accounting function built into the network layer. At the very least, the software must count how many packets or characters are sent by each customer to produce billing information.





When a packet has to travel from one network to another to get to its destination, many problems can arise. The addressing used by the second network may be different from the first one. The second one may not accept the packet at all because it may be too large. The protocols may differ and so on. It is up to the network layer to overcome all these problems to allow heterogeneous networks to be interconnected. 





Transport Layer.


The basic function of the transport layer is to accept data from the session layer, split it up into smaller units if need be, pass these to the network layer, and ensure that the pieces all arrive correctly at the other end. Furthermore, all this must be done efficiently and in a way that isolates the session layer from the inevitable changes in the hardware technology.





Under normal conditions, the transport layer creates a distinct network connection for each transport connection required by the session layer. If the transport connection requires a high throughput, however, the transport layer might create multiple network connections, dividing the data among the network connections to improve throughput. On the other hand, if creating or maintaining a network connection is expensive, the transport layer might multiplex several transport connections onto the same network connection to reduce the cost. In all cases, the transport layer is required to make the multiplexing transparent to the session layer.





The transport layer also determines what type of service to provide to the session layer, and ultimately, the users of the network. The most popular type of transport connection is an error-free point-to-point channel that delivers messages in the order in which they were sent. However, other possible kinds of transport service are transport of isolated messages with no guarantee about the order of delivery, and broadcasting of messages to multiple destinations. The type of service is determined when the connection is established. 





The transport layer is a true source-to-destination or end-to-end layer. In other words, a program on the source machine carries on a conversation with a similar program on the destination machine, using the message headers and control messages. In the lower layers, the protocols are between each machine and its immediate neighbours and not by the ultimate source and destination machines, which may be separated by many IMPs. The difference between layer 1 through 3, which are chained, and layers 4 through 7, which are end-to-end, is illustrated below.
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Many hosts are multiprogrammed, which implies that multiple connections will be entering and leaving each host. Thus, there needs to be some way to tell which message belongs to which connection. This information is usually contained in the header that the transport layer attaches to the message.





In addition to multiplexing several message streams onto one channel, transport layer must also take care of establishing and deleting connections across the network. This requires some kind of a naming mechanism, so that a process on one machine has a way of describing with whom it wishes to converse. There must also be a mechanism to regulate the flow of information, so that a fast host cannot overrun a slow one. Flow control between hosts is different from flow control between IMPs.





Session Layer.


The session layer allows the users on different machines to establish sessions between them. A session allows ordinary data transport, as does the transport layer, but it also provides some enhanced services useful in some applications. A session might be used to allow a user to log into a remote time-sharing system or to transfer a file between two machines. 





One of the services of the session layer is to manage dialogue control. Sessions can allow traffic to go in both directions at the same time, or only in one direction at a time. If traffic can only go one way at a time, the session can help keep track of whose turn is it.





A related session service is token management. For some protocols, it is essential that both sides do not attempt the same operation at the same time. To manage these activities, the session layer provides tokens that can be exchanged. Only the side holding the token may perform the critical operation.





Another session service is synchronisation. Consider the problem that might occur while trying to do a two hour file transfer  between two machines on a network with a one hour mean time between crashes. After each transfer was aborted, the whole transfer would have to start over again and would probably fail again when the network next crashed. To eliminate this problem, the session layer provides a way to insert checkpoints into the data stream, so that after a crash, only the data after the last checkpoint have to be repeated.





Presentation Layer.


The presentation layer performs certain functions that are requested sufficiently often to warrant finding a general solution for them, rather than letting each user solve the problems. In particular, unlike all the lower layers, which are just interested in moving bits reliably form here to there, the presentation layer is concerned with the syntax and semantics of the information transmitted.





A typical example of presentation service is encoding data in a standard agreed upon way.  Most user programs do not exchange random binary bit strings. They exchange things such as people’s names, dates, amounts of money and invoices. These items are represented as character strings, integers, floating point numbers and data structures composed of several simpler items. Different computers have different codes for representing character string (e.g., ASCII and EBCDIC), integers (e.g., one’s complement and two’s complement) and so on. In order to make it possible for computers with different representations to communicate, the data structures to be exchanged can be defined in an abstract way, along with a standard encoding to be used on the wire. The job of managing these abstract data structures and converting from the representation used inside the computer to the network standard representation is handled by the presentation layer.





The presentation layer is also concerned with other aspects of information representation. For example, data compression can be used here to reduce the number of bits that have to be transmitted and cryptography is frequently required for privacy and authentication.





Application Layer.


The application layer contains a variety of protocols that are commonly needed. For example, there are hundreds of incompatible terminal types in the world. Consider the plight of a full screen editor that is supposed to work over a network with many different terminal types, each with different screen layouts, escape sequences for inserting and deleting text, moving the cursor, etc. 





One way to solve this problem is to define an abstract network virtual terminal that editors and other programs can be written to deal with. To handle each terminal type, a piece of software must be written to map the functions of the network virtual terminal onto the real terminal. For example, when the editor moves the virtual terminal’s cursor to the upper left-hand corner of the screen, this software must issue the proper command sequence to the real terminal to get its cursor there too. All the virtual terminal software is in the application  layer.





Another application layer function is file transfer. Different file systems have different file naming conventions, different ways of representing text lines, and so on. Transferring a file between two different systems requires handling these and other incompatibilities. This work, too belongs to the application layer, as do electronic mail, remote job entry, directory lookup and various other general purpose and special purpose facilities. 





Data Transmission in the OSI Model


An example of how data can be transmitted using the OSI model is shown in the following figure. The sending process has some data it wants to send to the receiving process. It gives the data to the application layer, which then attaches the application header AH to the front of it and gives the resulting item to the presentation layer.





The presentation layer may transform this item in various ways, and possibly add a header to the front, giving the result to the session layer. It is important to realise that the presentation layer is not aware of which portion of the data given to it by the application layer is AH, if any, and which is true user data. Nor should it be aware. 





This process is repeated until data reach the physical layer, where they are actually transmitted to the receiving machine. On that machine, the various headers are stripped off one by one as the message propagates up the layers until it finally arrives at the receiving process. 





The key idea throughout is that although actual data transmission is vertical, each layer is programmed as though it were really horizontal. When the sending transport layer, for example, gets a message from the session layer, it attaches a transport header and sends it to the receiving transport layer. From its point of view, the fact that it must actually hand the message to the network layer on its own machine is an unimportant technicality.
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Connection Oriented and Connectionless Paradigms


Packet switching networks can either be connection oriented (virtual circuit) or connectionless (datagram). If a connection oriented paradigm of communication is chosen, the source computer requests the network to form a connection to the destination computer. The destination computer agrees to accept the connection. When both the computers have agreed to communicate, the network establishes a connection and informs both the computers. These computers can then exchange data.





Connection oriented services provide a stream interface for the computers to communicate. The source computer emits a stream of data that is divided into packets by the network for transport. Communication through the connection need not be continuous. Computers may pause as they process data for communication and resume communication when the data is ready. They, however, remain connected unless the computers decide to terminate the connection.





Thus, connection oriented services offer a reliable delivery mechanism. However, connection oriented services usually have significantly large overheads attributed to connection establishment, acknowledgments and error control.





Virtual circuits can be of two types, Permanent Virtual Circuits (PVCs) and Switched Virtual Circuits (SVCs). A PVC is like a leased line. It is established by configuring the network switches for a significantly long duration. These are normally used to connect computers that need to transfer large amounts of data frequently. A major advantage of PVCs is their persistence and availability. The configuration of PVCs is generally stored in disks inside the switches. This allows the switches to re-establish connections automatically after a power failure. 





Alternatively, a switched virtual circuit is established whenever the computers wish to communicate. This connection is temporary as the computers request the network to terminate it at the end of the session. Although it is possible to keep a switched virtual circuit in place for a long time, most switched connections persist for a short duration. Any computer that uses SVCs to communicate, must re-establish the connection after rebooting from a crash. A major advantage of SVCs is their flexibility and generality. These are useful in situations where infrequent data transfer occurs between different computers.





Whenever a computer wishes to transmit data using a connectionless service, it simply places the data in appropriate frame format, attaches the network address of the destination computer and then passes the frame to the network for delivery. The connectionless network system transport the frame to the prescribed destination and delivers it. Packets are sent indep
