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Direct Point to Point Communication


In direct point to point communication, each communication channel (e.g. a leased data circuit) connects exactly two computers exclusively. Such a scheme has the following useful properties,


Because each connection is installed independently, appropriate hardware can be used which is not shared by any computer other than the two end points to the link.


Because the computers have exclusive access, the connected computers can decide exactly how to send data across the connection. They can choose a frame format, an error detection mechanism and a maximum frame size. Moreover, because each connection is independent of others, the details can be changed whenever the owners of the attached computers agree to make a change.


Because only two computers have access to the channel, it is easy to enforce security and privacy. No other computer can access the data, information and resources maintained at these two computers.





�





The major disadvantage of point to point connections becomes apparent when more than 2 computers need to communicate with one another. For a point to point scheme that provides a separate communication channel for each pair of computers, the number of connections grows more rapidly as the number of interconnected computers increases. Mathematically, the number of connections needed for N computers is proportional to the square of N. More precisely, � EMBED Equation.2  ���, where N is the number of computers whereas C is the number of connections. Thus direct point to point connections result in a substantially expensive arrangement because of the extensive cabling required. 





Moreover, the communication between computers follow two patterns defined in the principle of locality of reference. Firstly, if a pair of computers communicates once, the pair is likely to communicate again in the near future and then periodically. This pattern is called the temporal locality of reference to imply a relationship over time. Secondly, a computer tends to communicate most often with other computers that are nearby. This is known as the physical locality of reference to emphasize the geographic reference. Thus a point to point mesh between computers results in a substantial waste of communication resources.





Elementary Network Structure


As mentioned earlier, a network is used to interconnect machines intended for executing user/application programs. These machines are traditionally known as hosts. These hosts are connected by communication subnets or subnets for short. The subnet carries messages from a source host to the intended destination host. By separating the pure communications aspect of the network (the subnet) from the application aspect (the host), the complete network design is greatly simplified.
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The subnet can further be divided into two different types of components, the transmission lines and the switching elements or more precisely, the IMPs (Interface Message Processors). The transmission lines provide the physical connectivity which allows the digital data to be communicated between hosts. IMPs are specialised computers used to connect these transmission lines and route the incoming messages towards the appropriate outgoing links.





Local Area Networks


Most local area networks share a common medium or a single switch. In the first case, data packets sent by any machine are received by all other computers. An address field within the packets specifies whom the packets are destined to. Upon receiving a packet, a computer checks the address field. If the packet is intended for some other computer, it is simply ignored.





Channel allocation schemes (means by which a single medium is shared amongst several computers) may also differ. They may either by static or dynamic A typical static allocation would be to divide up time into discrete intervals and run a round robin (token), allowing each computer to transmit only when its time slot comes up. Channel capacity is wasted in such schemes when a computer has nothing to transmit during its allotted slot.





Dynamic allocation methods for a common channel are either centralised or decentralised. In the centralised channel allocation method, there is a single entity which determines the computer that should transmit next. It might do so by accepting requests and making a decision according to some internal algorithm. In a decentralised channel allocation method, there is no central entity, each computer must decide for itself whether or not to transmit.





In LANs, IMPs are reduced to a single chip embedded inside the host. Thus there is always one host per IMP. Additionally LANs usually have symmetric topologies. Following paragraphs describe the three topologies used most often with LANs,





Star Topology. A network uses a star topology if all computers connect physically to a central device known as a switch or a hub. A typical hub consists of an electronic device that accepts data from a sending computers and delivers it to the destination computer.
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Practically star networks seldom have a symmetric shape in which the hub is located at an equal distance from all computers. Instead, the hub often resides in a location separate from the computers attached to it.





Ring Topology. A network that uses a ring topology arranges for the computers to be connected in a closed loop - a cable connects the first computer to a second computer, another cable connects the second computer to the third and so on, until a cable connects the last computer back to the first. The name ring arises because one can imagine the computers and the cables connecting them arranged in a circle.





It is important to remember that the ring, like a star topology, refers to logical connections among computers and not their physical layout. The computers and connections in a ring network need not be arranged in a circle. Instead, the cable between a pair of computers in a ring network may follow a hallway or rise vertically from one floor of a building to another. Furthermore, if one computer is far from others in the ring, the two cables that connect the distant computer may follow the same path.
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Bus Topology. A network that uses a bus topology usually consists of a single long cable to which computers attach. Practically, ends of a bus network must be terminated to prevent electrical signals from reflecting back along the bus.
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Any computer attached to a bus can send a signal down the cable and all the computers will receive that signal. The computers attached to a bus network must coordinate to ensure that only one computer sends a signal at any time or chaos results.





Each topology has its advantages and disadvantages. A ring topology makes it easier for computers to coordinate access and to detect whether the network is operating correctly. However, an entire ring network is disabled if one of the cable segments is cut. A star topology helps protect the network from damage to a single cable because each cable connects only one machine to the central switch. However, switch failure can render the entire network inoperative. A bus requires fewer cables than star, but has the same disadvantages as a ring, i.e., a bus network is disabled if some one accidentally cuts the cable.





Wide Area Networks (WAN)


A key issue that separates WAN technologies from LAN technologies is scalability. A WAN must be able to grow as needed to connect many sites spread across large geographical distances, with many computers at each site. Furthermore, a technology is not classified as a WAN unless it can deliver reasonable performance for networks of large sizes. Thus a WAN does not merely interconnect many computers at many sites, it must also provide sufficient capacity to permit the computers to communicate simultaneously.





Instead of using a shared medium or a single electronic switch to move packets from one computer to another, a WAN is constructed from many switches. The initial size of a WAN is determined by the number of sites and the average number of computers per sites that the WAN connects. More switches can be added as required to connect additional sites or additional computers. 





Switching techniques that can be employed to communicate data generally fall into the following three categories,





Circuit Switching. In circuit switching, each connection between the calling and the called subscribers results in a physical communication channel being set up through the network for the duration of the call. Once this channel has been established, data may flow through it. The connection is terminated at the end of the session and all the resources of the connection are released for use by other connections.





The call set up procedure in circuit switched networks may require a significant amount of time. However, once the connection has been established, network resources for connection are reserved only for that connection. Thus there is no danger of congestion. Moreover, the two nodes must transmit and receive data at the same rate. 





Circuit switching is, therefore, a good choice in environments where significant amount of data needs to be transferred at a fixed rate. However, circuit switching utilises network resources inefficiently as there may be no communication when the two nodes are busy processing previous messages. As a result, the network resources reserved for the connection are not utilised for that period.





Message Switching. In message switching networks, no physical channel is established in advance between the transmitter and the receiver. Instead, the block of data transmitted by the transmitter is stored in the first switching node and then forwarded later, one hop at a time. Each block is received in its entirety, inspected for errors and then transmitted to the next switching node. Networks using this approach are known as the store and forward networks. With message switching, there is no limit on the block size. This means that the switches must have disks to buffer large blocks of data. Moreover, a large block may tie up a link between two switches for several minutes. These factors render message switching useless for interactive traffic.





Packet Switching. As opposed to message switching, packet switching networks place a tight upper limit on the block size, allowing the packets to be buffered in the switch memory (RAM) instead of the disks. Messages of arbitrarily long lengths are fragmented by the networking software at the source computer prior to transmission. The networking software at the destination computer reassembles the appropriate packets to form a single message. The lengths and structure of the packets are defined to facilitate efficient communication.





In packet switched networks, the source computer puts the network addresses of the source and destination computers in the packet header when it creates the packet. The source computer then passes these packets to the local packet switch. This switch stores the packet and then inspects the destination address contained in its header. Each packet switch contains a routing directory specifying the outgoing link to be used for each network address. After determining an appropriate link to forward the packet on towards its destination, the switch forwards the packet to the next packet switch. Intermediate switches on the route perform the same operation on the packet (i.e., store packet, look up destination address, forward packet). Finally, the switch at the destination site forwards the packet to the destination computer.
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Packet Switches


The basic electronic switch used in a wide area network is called a packet switch because it moves packets from one switch port to another. Conceptually, each packet switch is a small computer that has a processor and memory as well as input output devices used to send and receive packets. Packet switches used in modern high speed WANs consist of special purpose hardware. Packet switches in early WANs were constructed from conventional mini-computers dedicated to the task of packet switching. 
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In a packet switch, some I/O ports operate at high speed and are used to connect the switch to other packet switches. The second type of I/O devices operate at a lower speed and are used to connect the switch to individual computers at a site. The exact details of the hardware depend upon the WAN technology and the desired speed. Almost every form of point to point communication technology has been used to build a WAN.





Structure of a Simple WAN


A set of packet switches are interconnected to form a WAN. An example of a WAN is shown below. A WAN does not need to be symmetric - the interconnections among switches and the speeds at which each operates is chosen to accommodate the expected traffic and provide redundancy in case of failure. In the example WAN shown below, switch 1 connects to two computers and has one external connection to another switch. In contrast, switch 2 connects to only one computer and has two external connections to switches 3 and 4.
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Store and Forward Switching


In a LAN where all computers share a medium, only one pair of computers are allowed to exchange a frame at a given time. On the contrary, a WAN permits many computers to send packets simultaneously. The fundamental paradigm used in wide area packet switching systems is called the store and forward switching. To perform store and forward switching, a packet switch must buffer packets in memory. The store operation occurs when a packet arrives. The I/O hardware inside the packet switch places a copy of the packet in the switch’s memory and informs the processor, using an interrupt mechanism, that packet has arrived. Next, the forward operation occurs. The processor examines the packet, determines over which interface it should be sent and starts the output hardware device to send the packet.





If multiple packets must be sent to the same output interface, the packet switch can hold packets in memory until the output device is ready. If the output device is busy, the processor places the outgoing packet in a queue associated with the device. As soon as it finishes sending a packet, the device extracts and begins sending the next packet in the queue.
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A Simple Queuing Scheme in a Packet Switch





Physical Addressing in a WAN


From the view of an attached computer, most WANs operate similar to a LAN. Each WAN technology defines the exact frame format a computer uses when sending and receiving data. Furthermore, each computer connected to a WAN is assigned a physical address. When sending a frame to another computer, the sender must supply the destination’s address.





Many WAN use a hierarchical addressing scheme that makes forwarding more efficient. Hierarchical addressing divides an address into multiple parts. The simplest hierarchical scheme partitions an address into two parts. The first part identifies a packet switch and the second part identifies a computer attached to that packet switch. Such a scheme is shown below.
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Consider the computer connected to port 4 of switch 2. It is assigned the address 2.4. In practice an address is represented as a single binary value with some bits of the binary value used to represent the first part of the address (i.e., the switch) and the other bits used to represent the second part (i.e., the port of the switch to which the specific computer is attached).





Next Hop Forwarding


A packet switch must choose an outgoing path over which to forward each packet. If the packet is destined for one of the computers attached directly to one of the ports of the same switch, the switch forwards the packet to that computer. If the packet is destined for a computer attached to another packet switch, the packet must be forwarded over one of the high speed connections that leads to that switch. To make the choice, a packet switch uses the destination address stored in the packet. 





A packet switch does not keep complete information about how to reach all possible destinations. Instead, a given switch has the information about the next place (hop) to send the packet such that the packet will eventually reach its destination. This process is known as the next hop forwarding mechanism. Consider the following packet switched network.
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Destination Address�
Next Hop�
�
1.2�
Interface C�
�
1.5�
Interface C�
�
2.2�
Computer F�
�
2.6�
Computer E�
�
3.2�
Interface A�
�
3.5�
Interface A�
�



Next Hop Information on Switch 2





As shown here, the next hop information can be organised into a table. Each entry in the table lists a destination and the next hop used to reach that destination. When forwarding a packet, the switch extracts the packet’s destination address, searches the table for an entry that matches the destination and then sends the packet to the next hop specified in that entry. Consider the computer 1.2 forwarding a packet to computer 3.5. Switch 1 looks up its next hop forwarding table and forwards the packet to switch 2 via its interface C. Switch 2 looks up the next hop for the 3.5 and forwards the packet to switch 3 via its interface A. However, if it finds a packet destined for address 2.2, the switch forwards the packet directly to computer F.





Source Independence


Next hop forwarding does not depend on the packet’s original source or on the path the packet has taken before it arrives at a particular packet switch. Instead, the next hop to which a packet is sent depends only on the packet’s destination. This concept is known as source independence and is a fundamental idea in networking. 





Source independence allows the forwarding mechanism in a computer network to be compact and efficient. Because all packets follow the same path, only one table is required. Because forwarding does not use source information, only the destination address needs to be extracted from a packet. Furthermore, a simple mechanism handles forwarding uniformly - packets that originate on directly connected computers and packets that arrive from other packet switches use the same mechanism.





Relationship of Hierarchical Addressing to Routing


The table used to store the next hop information is commonly known as the routing table and the process of forwarding a packet to its next hop is known as routing. In the routing table shown previously, it can be seen that more than one entry contains the same next hop value. Further examination reveals a pattern - all destination addresses that have an identical first part will be forwarded to the same packet switch. Thus when forwarding a packet, a packet switch only needs to examine the first part of a hierarchical address. The modified routing table is shown below.





Destination Address�
Next Hop�
�
1. any_computer�
Interface C�
�
2.2�
Computer F�
�
2.6�
Computer E�
�
3.any_computer�
Interface A�
�



Abbreviated Routing Table





Using only one part of a two part hierarchical address to forward a packet has two practical consequences. First the computation time required to forward a packet can be reduced because the routing table can be organised as an array that uses indexing instead of searching. Second, the entire routing table can be shortened to contain one entry per destination switch instead of one entry per destination computer. The reduction in table size can be substantial for a large WAN in which many computers attach to a given packet switch.





A two part hierarchical addressing scheme essentially allows all except the final packet switch to use only the first part of the destination address when forwarding a packet. When the packet reaches the switch to which the destination computer is attached, that switch examines the second part of the address and selects the appropriate destination computer. 





Routing in a WAN


The capacity of a WAN must be increased as additional computers are connected to the network. To handle a few additional computers, the capacity of an individual switch can be increased by adding I/O interface hardware or a faster CPU. Such changes can accommodate small increases in the size of the network. Large increases require new packet switches. The fundamental concept that makes it possible to build a WAN with a large capacity arises because the switching capacity can be increased without adding individual computers. In particular, packet switches can be added to the interior of a network to handle load. Such switches do not need to have computers attached. These switches are called interior switches, and the switches to which computers attach directly are called exterior switches. An example of such a network is shown below.
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For a WAN to work correctly, both interior and exterior packet switches must have a routing table each and both types must forward packets. Furthermore, values in the routing table must guarantee the following


Universal Routing. The routing table in the switch must contain a next hop route for each possible destination.


Optimal Routes. In a switch, the next hop value in the routing table for a given destination must point to the shortest path to the destination.





A simple packet switched network and routing tables for each switch are shown below.
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Routing Table Switch 1�
Routing Table Switch 2�
Routing Table Switch 3�
Routing Table Switch 4�
�
Destination�
Next Hop �
Destination�
Next Hop �
Destination�
Next Hop �
Destination�
Next Hop �
�
1�
-�
1�
A�
1�
C�
1�
D�
�
2�
C�
2�
-�
2�
B�
2�
B�
�
3�
C�
3�
A�
3�
-�
3�
D�
�
4�
C�
4�
C�
4�
A�
4�
-�
�



Default Routes


The routing table for switch 1 in the previous figure illustrates an important concept. Although the hierarchical addressing scheme reduces the size of the routing table by removing duplicate routes for individual computers, the abbreviated routing table still contains many entries with the same next hop. Switch 1 has only one connection to other packet switches. All out going traffic must be sent across that connection. Consequently, except for the entry that corresponds to the node itself, all entries in switch 1’s routing table have a next hop that points to the link from node 1 to node 3 (i.e. port C of switch 1). In networks with a small number of switches, the list of duplicate entries in a routing table is short. However a switch in a large WAN may contain hundreds of duplicate entries in its routing table. In such cases, examining the list of routes can be tedious.





Most WAN technologies include a mechanism that can be used to eliminate duplicate routing entries. This mechanism is known as the default route or the default routing table entry and allows a single entry in a routing table to replace a long list of entries that have the same next hop value. Only one default entry is allowed in any routing table and that entry has a lower priority than other entries. If the forwarding mechanism does not find an explicit entry for a given destination, it uses the default entry. The routing table shown above can, therefore, be modified using the default routing table entries for all switches. The modified table is shown below.





Routing Table Switch 1�
Routing Table Switch 2�
Routing Table Switch 3�
Routing Table Switch 4�
�
Destination�
Next Hop �
Destination�
Next Hop �
Destination�
Next Hop �
Destination�
Next Hop �
�
1�
-�
*�
A�
1�
C�
*�
D�
�
*�
C�
2�
-�
2�
B�
2�
B�
�
�
�
4�
C�
3�
-�
4�
-�
�
�
�
�
�
4�
A�
�
�
�



Default routing is optional. A default entry is present only if more than one destination has the same next hop value. For example, the routing table for switch 3 does not need a default route because each entry has a unique next hop. However, the routing table for switch 1 benefits from a default route because all destinations except those computers connected directly to switch 1 have the same next hop.





Routing Table Computation


Routing tables for simple WANs can be computed manually. However such methods are impractical in large networks. Consequently, software is used to compute routing table entries. Two basic approaches are employed.





Static Route Computation. A program computes and installs routes when a packet switch boots. After that, the routes do not change.


Dynamic Route Computation. A program builds an initial routing table when a packet switch boots. The program then alters the table as conditions in the network change.





Each type of route computation method has its advantages and disadvantages. The chief advantages of static route computation are simplicity and low network overhead. The chief disadvantage is its inflexibility - statically computed routes cannot be changed easily. Most networks use dynamic route computation algorithms because these allow the networks to handle problems automatically. For example, programs can monitor traffic on the network as well as the status of the network hardware. These programs can then modify the routes to accommodate failure. Because large networks are designed with redundant connections to handle occasional hardware failures, these mostly use some form of dynamic route computation.
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