Computer Networks : Introduction



What is a Computer Network ?

A computer network is an interconnected collection of autonomous computers. Two computers are said to be interconnected if they are able to exchange information. The connection need not be via a copper wire; lasers, microwaves and communication satellites can also be used. By requiring the computers to be autonomous, systems with a clear master/slave relationship are excluded. If one computer can forcibly start, stop or control another one, then the computers are not autonomous. A system with one control unit and many slave units is not a network; nor is a large computer with remote card readers, printers and terminals.



When computers, or strictly speaking programs executing on computers are the source and sink of digital information, then the process of sharing information is known as data communications. In the world of data communications, a computer is usually referred to as a host. Hosts are ultimate source and sink of information. A host might be a mainframe, or a mini-computer or even a desktop personal computer. 



In the early days of data communications, it was common for one host to be connected to many terminals, which would have limited or no processing capability of their own. The hosts had to initiate and control all communications even when a terminal was the originator of the information. This is known as the master/slave model of communications. Typically the host would periodically ask whether the terminals wanted to send it anything. If they did, they could only send it during the time allowed by the host.



Now, it is more common for data communications to be concerned with connecting entities which have sufficient processing power to be treated as equals in communications terms. Thus a mainframe can be connected to a personal computer and both may be treated as logically equal machines. Clearly they are not equal in processing power but as communication devices they both have the same needs and abilities.



If two hosts are physically connected to each other by some communication channel, e.g., a piece of wire, it is still possible for each one to operate normally as though it were in isolation from the other. If one wants to send some information to the other, it will have to open a logical link. This logical link must be opened, managed and closed for each communication session even though the physical connection is always there. It is only during the time that the link is logically open that the hosts can use the channel for sharing information. If more than two hosts need to share information amongst themselves, then they can be connected by a computer network.



What is a Distributed System ?

A distributed system is a collection of autonomous computers linked by a network, with software designed to provide an integrated computing facility. 



Distributed systems are implemented on hardware platforms that vary in size from a few workstations interconnected over a single local area network, to the Internet - a world wide interconnected collection of local and wide area networks linking thousands or even millions of computers.



Computer networks provide the necessary means for communication between the components of a distributed system. Networking facilities used in distributed systems are implemented by a variety of hardware components including communication circuits, switches and interfaces, and software components such as protocol managers and communication handlers. Some of the software components are normally considered as parts of the operating system or even parts of the application software executing on the computers connected to the network. The resulting functionality and performance is determined by all of these components and not simply by the networking hardware and the lower layers of the software. The collection of the hardware and software components that provide the communication facilities for a distributed system may also be termed as its communications sub-system.



Distributed systems are generally constructed so as to isolate the communications sub-system from the application components. The application components virtually communicate with each other by passing messages of arbitrary lengths. The syntax as well as the semantics of these messages are defined in the application level protocols. Physically, the application components pass these messages to the communication sub-system via well defined interfaces. The communication sub-system actually communicates these messages as frames, packets or cells of data. Each of these has a structure that allows efficient communication over the underlying physical network. 
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Data Communication in Distributed Systems



The components of the communications sub-system neither deal with the semantics of the messages nor do they differentiate between different applications on the basis of their messages. This isolation of the application components from the communications sub-system allows the implementation of a wide variety of communications media and protocols without performing any change in the application software.



Objectives and Goals of Networking

Different organisations implement and use networks to achieve certain objectives. Most common of these are explained below

Resource Sharing. One of the objectives of implementing computer networks is to provide facilities to share resources. Computing resources that can be shared using computer networks include programs, data and various peripheral devices. Shared resources should be available to all authorised users irrespective of the physical location of the resources or its users. Peripheral equipment used in an organisation can be extremely expensive and is only utilised a small percentage of time per user. Thus it seems illogical to purchase such equipment for every single workstation. Instead, the organisation purchases and installs only enough peripheral equipment over a network which is shared by all users. These include printers, fax machines, modems, storage devices etc.

Improved Reliability. Companies may wish to implement and use networks to improve the reliability and availability of information systems. This is achieved by providing alternate and backup/secondary services over the network. Should a primary service fail, the user should use the backup while the primary service is recovered. One specific example of this is to replicate data and information on multiple machines so that if one of them is unavailable (due to a hardware failure or a software crash), other copies may be used. Moreover, the presence of multiple CPUs means that if one fails, the others may be able to take over the work of the one that failed. The performance of the complete system may, however, reduce as the workload on the complete system per CPU increases. For certain domains such as the military, air traffic control and banking etc., the ability to continue operations even when encountering hardware problems or failures is of significant importance.

Cost Savings. Small computers have a much better price/performance ratio than large ones. Mainframes used to be roughly a factor of 10 faster than the fastest micro-computer. Recently, however, the cost of microcomputers has reduced significantly but their performance has also increased manifold. For instance, from a clock speed of 10 MHz for a PC XT to 300 MHz of Pentium based PC. Similarly the word size of the microcomputers has also increased from 8 bits to 32 bits. The cost of a mainframe, which includes the initial price, installation charges and routine maintenance and servicing charges, has not reduced. This imbalance has motivated many systems designers to build systems comprising of powerful desktop workstations, generally one per user, with data kept on one or more shared file
 or/and database
 server machines.  This has also led to the development of systems where large, powerful computers are located in the same building and 
connected
 via local area networks . These local area networks at distinct organisational sites can be 
inter
connected via wide area networks, thus providing immense benefits.

Improved Communications. Networked computers are a major factor in the recent communication revolution. A networked desktop PC with its complete complement of e-mail and messaging facilities is almost as vital to an executive as are his phone and fax machine. One significant advantage of e-mail over a phone or fax machine is that, in the absence of technical failures, there is no concept of a busy dial tone. Once a person types the mail and sends it, it automatically gets transferred to the recipient’s electronic mailbox in the organisation’s mail server. Even if the 
recipient
 is not present, the message stays in the mailbox and is displayed to the 
recipient
 whenever he/she logs on to the server.



Processing Models

These describe how information is processed by the computers connected to a network. Data can be processed by client machines, by a central servers or by a number of computers collectively. An appropriate model depends upon the application 
requirements
. Following are the three basic models



Centralised Computing. Centralised computing refers to an environment where a central powerful host maintains the data and application programs. The terminal machines are either less powerful or do not have any processing capabilities of their own. These terminal devices are only used as input 
output
 devices, where the users enter their requests for data and view the results processed by the central host computer. These terminals may be 
distributed
 at geographically distant locations.



Centralised processing provides several advantages. Entire business data and information is maintained centrally at one location. This ensures that all the users work with consistent and 
up to
 date information. Additionally, backing up is a simpler task as data and information on only one machine needs backing up. Implementation of  various levels of security is also simple as only a single machine and its resources need to be protected. Although the server may be an expensive computer, terminals, due to their limited hardware, are inexpensive devices.



Centralised processing does have its share of disadvantages. Performance of a central server may reduce significantly if several tasks are allocated to it. Moreover, this model is most appropriate for fulfilling general categories of information and processing requirements. It is difficult to implement specific solutions for each individual user. The performance of the 
system
 also drops with an increase in the number of users 
submitting
 requests to the server.



Distributed Computing. With more high power and low cost desktop computers in the market, the trend of distributing the processing workload and information on a set of networked computers is on the rise. Unlike centralised computing, where all the work is done on the server, data storage and processing can be carried out on the local workstations in a distributed system. Because each computer can store and process data, servers do not need to be as powerful and expensive. Moreover, users with a variety of needs may be 
accommodated
 while allowing them to share data, resources and services. The computers used in distributed computing are capable of working as standalone systems but are networked together for increased functionality.



A major drawback of a distributed computing system is the increased system administration workload. This includes problems of backing up, security, information and data version control etc.



Collaborative Computing. This allows computers to share processing power across a network. Applications can be written to use processing 
power 
on other computers to complete jobs. Such systems usually provide high performance as the users are not limited to the processing power of one system to complete tasks. Moreover, such systems can also provide the facility of distributed systems, such as their ability to share resources and data.



Because of their similarity with distributed systems, collaborative systems have similar advantages and disadvantages. For example, a wide variety of user requirements can be fulfilled but at a high cost of administration.



Peer to Peer Networks

These are the simplest form of networks. Each workstation acts as both a client and a server. There is no central repository of information and no central server. Data and resources are distributed throughout the network and each user is responsible for sharing data and resources connected to their system.



Advantages of peer to peer networks include their simplicity and low cost. However, effective peer to peer networking is only possible in small inexpensive networks. If the number of workstations increases above 10, administration problems can crop up. 



As a dedicated powerful server machine is not required, peer to peer networks are cheap. Individual computers only need to be connected via suitable media after installing appropriate networking cards and drivers. 



Administrative difficulties render peer to peer networks unsuitable for large systems (i.e. more than 10 workstations). This is because the effort of administering a peer to peer network increases tremendously for a large number of workstations. This also results in confusion and conflicts in the work environment as each user is responsible for making suitable resources sharable. This may vary for different users as well as different tasks. Thus evolving a proper working strategy may be difficult.



Server Based Networks

In distributed computing, client server paradigm represents a method of interaction used when two application programs communicate over a network. A client is the one that initiates communication where the program that waits to be contacted is a server. 
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Client Server Interaction



A given program can act as a server for one service and a client for another. This can best be explained by an example. Consider a situation where the accountant of a company uses a client program to calculate the pay of an employee. The client program is simply a dedicated user interface. It has no direct access to any rule or information that is required for processing the query. The client program sends a request to a server process which has a direct access to the rules used to calculate the pay, but has no information regarding various aspects of employees’ career and other professional details. For that, this server process initiates a client procedure which requests an employee database server to provide the required information. When the database server returns the required information to the pay server, the pay server calculates the net pay on the basis of the professional details of the employee and the rules. Once the pay has been calculated, it is returned to the client process executing on the accountant’s machine. This process is shown in the following figure.
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A server process as a client to another server process



Dedicated server machines are powerful computers that provide services to other computers on the network. Alternatively, the less powerful machines that execute programs that are used to initiate requests for services executing on the server machines are known as client machines. The serv
er
 machine
s
 usually execute data and information services which manage the data maintained generally at the server. These services provide access to these data and information. Moreover, other services may also be executed on the server computer, such as print services, file services, e-mail services etc. 



A server computer need not only be a faster computer with a more powerful processor, but it also requires much more storage space to store data that needs to be shared. As most of the data processing tasks are conducted by the server computer, clients can be low cost, less powerful machines only capable of performing the data entry and display options.



As a server’s task is to provide files/data in response to users’ requests, it should not be used as a general purpose workstation. When the number of users on the network grows beyond a certain limit, more than one server may be required to handle requests from clients. Different servers may be used to execute different tasks, for example, one may be a dedicated database server, the other may be a file server etc. Servers may be divided into file & print servers, application servers and specialised servers. 



File and print servers are optimised to provide requested files to the clients and to manage printing requests. These are mainly used to store data and applications. When a client executes an application from a file and print server, it copies the needed files to the local disks or local computer’s memory and then executes the application. No part of the application executes at the server and the entire processing is conducted locally on the client. Thus, to update an application, the administrator need only update the files on the server.



Application servers are opposite of the file and print servers. The application component that the client executes is stored on the client. Requests are then sent to the application components on the servers to be processed. The processed information is sent back to the application component on the client machine. For example, a database application with a 
front-end
 on the client. The 
front-end
 is a small application that executes on a client computer and sends and receives information to and from the 
back-end
 at the server. When a query is posted from the 
front-end
, it is communicated to the 
back-end
 at the server, requesting it to search for the requested information. The 
back-end
 at the server then searches the database, locates the information that was requested and sends the answer back to the 
front-end
 on the client machine.



Specialised servers include server machines that perform specialised tasks. For example, mail servers are specifically set up to 
fulfill
 the e-mail requirements of the users. Similarly, communications servers are set up to handle remote users dialing into the network.



Server based networks are easier to manage and secure as the security and management operations are limited to a few specific computers. Server based networks are also cost effective, with the server storing almost all of the information on the network, client computers do not require extensive hardware (e.g. powerful processors, large memory banks and high capacity disks). The cost savings on the client machines can be used to upgrade the server hardware so that it may operate efficiently.



Services Offered over a Network

File Services. File services include file transfer, file storage and retrieval, file update synchronisation and archiving.



File transfer requires secure and reliable data transfer. Files may be stored on a variety of different media. 
On-line
 data is stored information that is readily available on the server. Central data storage is one of the primary uses of a network. Users can access these data at any time instantly. Devices most commonly used for 
on-line
 storage are hard disks. Hard disks have high performance but are costly.



Data migration occurs when it is moved from one form of storage to another. Most network operating systems have at least a simple backup program included. 
Less frequently accessed data may be migrated to 
off-line
 storage devices. Most commonly used media to store such data is the magnetic tape. Unfortunately this data storage method does not provide easy access. 
Off-line
 storage is
,
 
therefore
,
 
used primarily to archive and backup data.



To provide a cost effective and an easy access to a large amount of data, near line storage devices are used. Such storage is achieved by using juke boxes with a large number of tapes or optical disks. These tapes or disks can be automatically put 
on-line
 fairly quickly in response to a user request. Near line storage is 
convenient
 as it requires little intervention from the administrator. 



File update synchronisation keeps a track of different versions of the same file. If two clients open a file at the same time and try to save the changes that each have made, one file will overwrite the other. File update synchronisation tries to coordinate these changes. This difficult task is accomplished by using software to determine which changes are most current and complete.




Archiving
 is the process of backing up data in case of a hard disk failure. Without a well designed backup plan, there is the potential of losing important data that can be difficult to reproduce. The administrator needs to develop a schedule according to which all computers on the network are backed up from one location.



Print Services. Networks allow sharing of printing devices. Without a network, each user would need a printer attached to their workstation, which is a costly option. With networked print services, companies need to buy only a small number of printers and share them among all the users. Print services allow queue based printing. This allows a client application to spool the print job off to a network server so the application thinks that the job has printed and lets the user continue to work. While the users continue to work, the print server handles the printing of the print job on the printer. Print queues can be assigned different priorities. This enables users to print more important documents quickly while lower priority jobs wait.



Message Services. As already mentioned, computers over a network are increasingly being used as communication devices. Various communication services are offered, namely e-mail, chat, video conferencing etc. E-mails have conventionally been used to relay 
primarily
 text based messages. However recent e-mail packages allow users to 
conveniently
 attach binary files, digital images, movie clips etc. to their e-mails. The e-mail system manages the coding of the attachments as well as the segmentation of the large attachments into multiple smaller messages.



Application Services. Normally with application services, a small application is loaded on the client computers and the main application and data is loaded on the server. The small application on the client is usually just a 
front-end
 to give the user an interface. It does no processing on its own. The client application sends 
queries
 to the server and lets it do the processing. Once the server has completed the requested operation, it returns the requested information.



Distributed Databases and Database Services. Communication networks make it feasible to access remote data or databases, allowing sharing of data among a potentially large community of users. There is also a potential for increased reliability. When one computer fails, data at other sites are still accessible. Critical data may be replicated at different sites, making it available with higher p
rob
ability. Multiple processors also open the door to improved performance. For instance, a query can be executed in parallel at several sites.



The term distributed databases is used to describe any architecture between two extremes. It may imply a 
particular
 type of distributed data management system where users are given transparent, integrated access to a collection of databases. In other words, the user is given the illusion of a single database
 
with one global schema. Queries on this database are automatically translated into queries on the underlying databases. Thus the stress here is on transparency and integration. Recently, researchers agree that transparency and integration may be incompatible with requirements for autonomy and diversity of implementations. They are using the term distributed database in a more general sense to mean a collection of possibly 
independent
 or federated database systems. Each system has some set of facilities for exchanging data and services with other members.



Distributed database systems come in a variety of forms and shapes and may provide differing levels of transparency. These systems may run on different hardware architectures ranging from a collection of tightly coupled computer connected over a high speed network to a set of geographically distributed machines connected by low speed telephone lines. The data themselves may be represented in a variety of models. In spite of all this variety, there is a fundamental feature that makes a distributed database different from a conventional database, the data are partitioned and stored at separate computers. This introduces two key problems. Firstly, to answer a query, data residing at separate computers may have to be combined and moved. Secondly, since the data are under the control of separate computing elements, it may be necessary to coordinate transactions to preserve data consistency.



Types of Networks

Local Area Networks (LAN). These carry messages at relatively high speeds between any of the computers connected to a communications medium, such as a 
fiber
 optic cable or a coaxial cable that traverses a single building or campus. No routing of messages is required since the medium provides direct connections between all of the computers in a network. 



Latency is low in LANs, except when the message traffic is high. The transfer rates offered by current LAN technologies is in the range of 0.2 to 100 Mbps (Mega-bits per second). These transfer rates are adequate for the implementation of distributed systems but some multimedia applications demand higher data rates.



Metropolitan Area Networks (MAN). This class of networks is based on the 
fiber
 optic cabling of towns and cities for the transmission of video, voice and other data over distances of 
up to
 50 kilometers. The data transmission facilities of such networks can be exploited to provide data transfer rates that are compatible with the requirements of distributed systems. Message routing and other delays are much shorter than for wide area networks, producing typical latencies of less than one millisecond. MANs meet needs similar to those currently met by LANs while spanning greater distances.



Wide Area Networks (WAN). These carry messages at lower speeds between computers that are 
separated
 by large distances. The computers that are interconnected by a WAN are called host computers. They may be located in different cities, countries or continents. The physical communications medium is a set of communications circuits linking a set of dedicated computers called packet switches that manage the network. Hosts are connected to the network through these packet switches. Messages or packets are routed to their destinations by the packet switches. The routing operation introduces a delay at each node in the route. The total transmission time for a message depends upon the route message follows. The current performance of WANs does not fully meet the requirements of distributed systems. Typical latencies are in the range of 0.1 to 0.5 seconds. The circuits used in most current WANs have data transfer rates in the range between 20 to 500 kbps (kilo-bits per second). However, circuits with higher data rates are also becoming available.







