Arrays and Strings



6.1 Introduction

Consider a program that allows the user to enter the temperature for each day of a week and then prints the average temperature of that week.



#include <stdio.h>



int main(void)

{

	float SunTemp;

	float MonTemp;

	float TueTemp;

	float WedTemp;

	float ThuTemp;

	float FriTemp;

	float SatTemp;



	float Average;



	printf("Enter temperature for each day of the week of the day ");

	printf("separated by space :: ");

	scanf("%f %f %f %f %f %f %f",&SunTemp,&MonTemp,&TueTemp,&WedTemp,

									&ThuTemp,&FriTemp,&SatTemp);

	getchar();

	Average= 	(SunTemp+MonTemp+TueTemp+WedTemp+ThuTemp+FriTemp+SatTemp)/7.0;

	printf("Average temperature for the week :: %7.2f",Average);

	return(0);

}



This program uses a collection of similar data elements (of data type float) where each data element has been given a unique variable name. If the number of data elements increase (e.g., to modify the program to provide the average temperature of a specific month), the programming effort increases significantly as the programmer has to declare individual data elements to store the temperature value for each day of the month.



If a collection of homogeneous values (i.e., of the same type) are to be used in a program, these are usually stored in arrays. More specifically, an array is a series of variables that share the same basic name and are distinguished from one another by a numerical tag (also known as the array index). To access or manipulate a specific variable in the array, the programmer has to specify the name of the array and the index value representing the position of the variable in the array. An interesting aspect of using arrays is that the index can also be an expression (i.e., a variable, constant or a combination of variables, constants and operators) with an integer value. This makes it convenient for the programmer to write powerful array access routines. 



6.2 Defining One Dimensional Arrays

An array is a collection of variables of a certain type, placed contiguously in memory. Like other variables, the array needs to be defined, so the compiler knows what is the type of the array elements and how many elements are contained in that array. A declaration for an array is given below,



	float Temperature[7];



Here, the float specifies the type of the variables in the array, just as it does with simple variables, and the word Temperature is the name of the array. In [7], the number tells how many variables of type float are contained in  this array. Each of the separate variables in the array is called an element. The brackets tell the compiler that the variable being declared is actually an array. Figure 6-1 shows the array.



�

Figure 6-1 : Representation of float Temperature[7];



6.3 Using Arrays in Programs

Once the array has been declared, its individual elements may be accessed with subscripts or indexes. These are the numbers in brackets following the array name. Note, however, that this number has a different meaning when referring to an array element than it does when defining the array, when the number in brackets is the size of the array. When referring to an array element, this number specifies the element’s position in the array. All the array elements are numbered or indexed starting at 0. The element of the array Temperture with the index 2 would be referred to as Temperature[2]. Note that, because the numbering starts with 0, this is not the second element of the array, but the third. Thus, the index of the last array element is one less than the size of the array. This is shown in figure 6-2.



�

Figure 6-2 : Referencing Individual Array Elements



As mentioned earlier, the array subscript can be an integer constant, variable or an expression with an integral value.



The following program uses an array to store the temperature of every day of the week entered by the user. Then it calculates the average temperature for the week and prints it for the user.



#include <stdio.h>



int main(void)

{

	float Temperature[7];

	float Average;

	float Sum = 0.0;

	int DayOfWeek;

	for (DayOfWeek=0;DayOfWeek<7;DayOfWeek++)

	{

		printf("Enter temperature for day[%d] :: ",DayOfWeek);

		scanf("%f",&Temperature[DayOfWeek]);

	}

	for (DayOfWeek=0;DayOfWeek<7;DayOfWeek++)

	{

		Sum += Temperature[DayOfWeek];

	}

	Average = Sum/7.0;

	printf("Average Temperature :: %7.2f\n",Average);

	return(0);

}



In this program, the following section of the code reads data from the keyboard and places it in the keyboard buffer.



	for (DayOfWeek=0;DayOfWeek<7;DayOfWeek++)

	{

		printf("Enter temperature for day[%d] :: ",DayOfWeek);

		scanf("%f",&Temperature[DayOfWeek]);

	}



The for loop causes the process of asking for and receiving a temperature value from the user to be repeated seven times. The first time through the loop, the DayOfWeek variable has the value 0 and scanf statement causes the value typed in to be stored in array element Temperature[0] which is the first element of the array. This process is repeated till the value of DayOfWeek becomes more than 6.



To put data into a specific array element, the scanf function require the address of that particular array element. This is why the scanf function has a pointer &Temperature[DayOfWeek] as an argument to the function. Here, Temperature[DayOfWeek] is a specific array element, depending upon the value of the variable DayOfWeek, and &Temperature[DayOfWeek] is its address.



To calculate average, the program needs to access each element of the array successively and add its value to the value of a variable representing the running total (i.e., the variable Sum). This is accomplished by the following program segment,



	for (DayOfWeek=0;DayOfWeek<7;DayOfWeek++)

	{

		Sum += Temperature[DayOfWeek];

	}



The statement Average = Sum/7.0; then calculates the average of the values entered by the user. A typical execution session of this program is given below,

 

Enter temperature for day[0] :: 12.35

Enter temperature for day[1] :: 11.15

Enter temperature for day[2] :: 12.03

Enter temperature for day[3] :: 11.20

Enter temperature for day[4] :: 11.55

Enter temperature for day[5] :: 11.45

Enter temperature for day[6] :: 12.10

Average Temperature :: 11.69



Arrays can also be used to store data when the number of data elements is not known in advance. For instance, consider a traffic monitoring system that needs to calculate the average speed of all the vehicles  passing through a specific point in a day. The system should, therefore, incorporate some means to enter the speed of each vehicle passing through that point until it is signaled to stop entering data (e.g., when the system clock strikes midnight, or the user presses a key on the keyboard). The system then add all the speed values together and divides the sum by the total number of vehicles monitored to get the average speed.



Surely the designer of such a system cannot precisely determine the size of the array to store the speed value of each vehicle as the number of vehicles passing that particular point will be different for each day. It is, however, possible to declare a large array and then use only as many elements as required by the system. An example of such a program is given below,



#include <stdio.h>

#include <conio.h>

#define MAX 100



int main(void)

{

	float Speed[MAX];

	float Average;

	int Count = 0;

	float Sum = 0.0;

	int i;

	char More;

	do

	{

		printf("Enter speed for vehicle no. %d :: ",Count);

		scanf("%f",&Speed[Count]);

		getchar();

		Count++;

		printf("Press 'n' to exit, anyother key to enter another value ");

		More = getche();

		printf("\n");

	}

	while(More != 'n');

	for (i=0;i<Count;i++)

	{

		Sum += Speed[i];

	}

	Average = Sum/Count;

	printf("Average Speed of %d vehicles is %7.2f\n",Count,Average);

	return(0);

}



In this program, the statement float Speed[MAX]; declares an array Speed to store floating point values and the size of the array is given by the identifier MAX. This identifier is given the value by the preprocessor directive #define MAX 100. This arrangement simplifies program modification as only the number 100 has to be changed to the required value if the size of the array needs to be modified.



The following program segment is used to enter data into the array,



	do

	{

		printf("Enter speed for vehicle no. %d :: ",Count);

		scanf("%f",&Speed[Count]);

		getchar();

		Count++;

		printf("Press 'n' to exit, anyother key to enter another value ");

		More = getche();

		printf("\n");

	}

	while(More != 'n');



The variable Count, which is initialised to 0, is used an the array index, Each time a user enters a value, the variable Count is incremented. Thus, the value of Count always points to the array element into which data has to be entered. Moreover, the value of Count, at any instant is the total number of floating point values assigned to the respective array elements. The body of the loop is executed till the user presses n at the prompt

Press 'n' to exit, anyother key to enter another value 



When the user presses n at the prompt mentioned above, the do-while loop is terminated and the following segment of the program is executed,



	for (i=0;i<Count;i++)

	{

		Sum += Speed[i];

	}



Here, the variable i is used as the array index and the variable Count represents the total number of array elements that contain valid data. Value of each element of the array Speed, from Speed[0] to Speed[Count-1] is added to the variable Sum and the result is assigned back to the variable Sum. The average is then calculated by the statement 

Average = Sum/Count;   



An execution session of this program is given below,



Enter speed for vehicle no. 0 :: 55.3

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 1 :: 45.5

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 2 :: 67

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 3 :: 64

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 4 :: 53.2

Press 'n' to exit, anyother key to enter another value n

Average Speed of 5 vehicles is 57



Consider another execution session of this program

Enter speed for vehicle no. 0 :: 55.3

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 1 :: 45.5

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 2 :: 67

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 3 :: 64

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 4 :: 53.2

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 5 :: 55.3

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 6 :: 64

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 7 :: 53.2

Press 'n' to exit, anyother key to enter another value n

Average Speed of 8 vehicles is 57.19



6.4 Checking Array Bounds

As mentioned earlier, an array is a collection of variables of a certain type, placed contiguously in memory. Moreover, array elements are accessed with subscripts or indexes which specify the location of the elements in the array. If the value of the subscript is greater than or equal to the numerical value representing the size of the array, the program actually attempts to access memory outside the array. For instance, in a previous program, an array Temperature of seven floating point numbers was declared. The subscripts to be used to access elements of this array range from 0 to 6. The expression Temperature[7] attempts to access memory outside the bounds of this array. This is shown in figure 6-3,
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Figure 6-3 : Array Bounds



In C there is no mechanism to check and to warn if the array subscript is larger than the size of the array. Data entered with too large a subscript is placed in memory outside the array, probably overwriting other data or the program itself. This will lead to unpredictable results with no warning from the C system that the array bounds have been exceeded.



The responsibility of checking whether the program has exceeded array bounds or not lies with the programmer. All operations which involve the use of arrays must contain code that insures that the data manipulation occurs within the array bounds. For instance, consider a modified version of the example shown above,



#include <stdio.h>

#include <conio.h>

#define MAX 10



int main(void)

{

	float Speed[MAX];

	float Average;

	int Count = 0;

	float Sum = 0.0;

	int i;

	char More;

	do

	{

		printf("Enter speed for vehicle no. %d :: ",Count);

		scanf("%f",&Speed[Count]);

		getchar();

		Count++;

		printf("Press 'n' to exit, anyother key to enter another value ");

		More = getche();

		printf("\n");

	}

	while((More != 'n') && (Count<MAX));

	for (i=0;i<Count;i++)

	{

		Sum += Speed[i];

	}

	Average = Sum/Count;

	printf("Average Speed of %d vehicles is %7.2f\n",Count,Average);

	return(0);

}



The test condition in the do-while loop (i.e., (More != 'n') && (Count<MAX)) not only checks for the value of the variable More, but also checks the value of the variable Count. As mentioned earlier, the value of variable Count determines the number of values entered into the array. If this value is greater than or equal to the value of the identifier MAX, the expression (Count<MAX) is false and the test expression becomes false. As a result, the body of the loop is not executed again. Thus the expression (Count<MAX) protects the array bounds from being crossed. 



In this particular example, the value of MAX is defined as 10. A typical test session in which the user attempts to input more than 10 values is shown below,



Enter speed for vehicle no. 0 :: 55.3

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 1 :: 45.5

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 2 :: 67

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 3 :: 64

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 4 :: 53.2

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 5 :: 55.3

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 6 :: 64

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 7 :: 53.2

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 8 :: 64

Press 'n' to exit, anyother key to enter another value y

Enter speed for vehicle no. 9 :: 53.2

Press 'n' to exit, anyother key to enter another value y

Average Speed of 10 vehicles is 57.47



Here, the program did not allow the user to enter data into more than 10 array elements.



6.5 Storage Classes and Array Initialisation

Arrays may be of storage class automatic, external or static but not register. In traditional C, only external and static arrays can be initialised using an array initialiser. In ANSI C, automatic arrays can also be initialised. 



It should be noted that static and external arrays, if not initialised, their elements are automatically initialised to 0, whereas the automatic arrays retain whatever garbage values were already in the memory locations. For example, consider the following program,



#include <stdio.h>



int main(void)

{

	int AutoArray[3];

	static int StaticArray[3];

	int i;

	printf("Printing contents of an automatic array without initialisation\n");

	for (i=0;i<3;i++)

	{

		printf("%d ",AutoArray[i]);

	}

	printf("\nPrinting contents of a static array without initialisation\n");

	for (i=0;i<3;i++)

	{

		printf("%d ",StaticArray[i]);

	}

	return(0);

}



An execution session of this program provides the following output,



Printing contents of an automatic array without initialisation

2493 19802 314 

Printing contents of a static array without initialisation

0 0 0



Consider a program that initialises an automatic array,



#include <stdio.h>



int main(void)

{

	int i;

	int DaysInMonth[12] = {31,28,31,30,31,30,31,31,30,31,30,31};

	for (i=0;i<12;i++)

	{

		printf("Month %2d has %d days\n",i+1,DaysInMonth[i]);

	}

	return(0);

}



The output of this program is given below,



Month  1 has 31 days

Month  2 has 28 days

Month  3 has 31 days

Month  4 has 30 days

Month  5 has 31 days

Month  6 has 30 days

Month  7 has 31 days

Month  8 has 31 days

Month  9 has 30 days

Month 10 has 31 days

Month 11 has 30 days

Month 12 has 31 days  



Here, the statement 

int DaysInMonth[12] = {31,28,31,30,31,30,31,31,30,31,30,31};

declares an array, DaysInMonth, of 12 elements and initialises these with the integer values in the list on the other side of the assignment operator. The number of items in the list should match the size of the array.



Consider the following program, Here the list of numbers assigned to the array during initialisation contains only 10 elements, instead of 12,



#include <stdio.h>



int main(void)

{

	int i;

	int DaysInMonth[12] = {31,28,31,30,31,30,31,31,30,31};

	for (i=0;i<12;i++)

	{

		printf("Month %2d has %d days\n",i+1,DaysInMonth[i]);

	}

	return(0);

}



The output of this program is given below,



Month  1 has 31 days

Month  2 has 28 days

Month  3 has 31 days

Month  4 has 30 days

Month  5 has 31 days

Month  6 has 30 days

Month  7 has 31 days

Month  8 has 31 days

Month  9 has 30 days

Month 10 has 31 days

Month 11 has 0 days

Month 12 has 0 days



The compiler assigned each of the integer values in the list to the successive array elements. The last two elements, DaysInMonth[10] and DaysInMonth[11] are initialised to 0.



The C compiler also has a mechanism to automatically determine the size of an array at initialisation, if not defined explicitly by the programmer. The compiler makes the array large enough to hold the number of values specified in the initialisation list. Consider the following example, 



#include <stdio.h>



int main(void)

{

	float ShoppingBill[] = {72.25,100.25,88.80,90.0,70.5,105.5,95.75};

	int i;

	long ArraySize;

	ArraySize = sizeof(ShoppingBill)/sizeof(float);

	printf ("Shopping Bills for %ld days\n\n",ArraySize);

	for(i=0;i<ArraySize;i++)

	{

		printf("%7.2f Ruppees\n",ShoppingBill[i]);

	}

	return(0);

}



The output of this program is given below,



Shopping Bills for 7 days



  72.25 Ruppees

 100.25 Ruppees

  88.80 Ruppees

  90.00 Ruppees

  70.50 Ruppees

 105.50 Ruppees

  95.75 Ruppees



The statement 

float ShoppingBill[] = {72.25,100.25,88.80,90.0,70.5,105.5,95.75};

causes the compiler to declares an array, ShoppingBill, of floating point numbers. The size of the array is made equal number of items in the intialisation list. It is possible for the programmer to determine the size of the array, as is done in the program by the expression 

sizeof(ShoppingBill)/sizeof(float). The expression sizeof(ShoppingBill) gives the size of the array in bytes. To determine the total number of elements in the array, it is divided by the expression sizeof(float) which provides the size of the type float. The resultant value is the number of floating point numbers that the array can hold.



6.6 Arrays and Pointers

A pointer is a symbolic way of using addresses. Since the hardware instructions of computing machines use addresses heavily, pointers allow the expression of concepts in a way that is close to the way the machines express themselves. This makes programs with pointers efficient. Moreover, pointers provide an efficient way of dealing with arrays.



An array’s name is also a pointer to the first element of an array. Thus if MyArray[] is an array, then



MyArray == &MyArray[0]



Both represent the memory address of the first element of the array. Both are pointer constants and they remain fixed for the duration of the program. However, they can be assigned as values to a pointer variable. The value assigned to this pointer can be changed, for example, 



#include <stdio.h>

#include <stdlib.h>



int main(void)

{

	int i, numbers[10], *numptr, data;

	char Temp[10];

	printf ("Address at the beginning of the array %u\n",numbers);

	numptr = numbers;

	for (i=0;i<10;i++)

	{

		printf("Enter number %d ",i);

		gets(Temp);

		numbers[i] = atoi(Temp);

		printf("%d\n",*(numptr+i));

	}

	for (i=0;i<10;i++)

	{

		printf("The value in location %d at address %u is ",

					i,numptr+i);

		printf("%d\n",*(numptr+i));

	}

	return(0);

}



Going through the first iteration of the second loop, 0 is added to numptr. numptr still points to the first address of the array. In the next iteration, the value of i is incremented to 1 and numptr + i , when interpreted by C is translated to add one storage unit. For arrays, this means that address is increased to the address of the next element and not just one byte. This is another reason why it is important to declare a pointer variable with respect to the type of variable a pointer points to. The address is not just enough, the computer needs to know how many bytes are used to store the variable. Thus it can be said that



numbers + 2 == &numbers[2]

*(numbers+2) == numbers[2]



It is important not to confuse *(numbers+2) with *numbers + 2 . The indirection operator (*) has a higher precedence than +, so the latter expression means (*numbers)+2, i.e., 2 added to the value of the first element.



6.7 Arrays as Arguments to Functions

Consider the following example,



#include <stdio.h>

#include <stdlib.h>



void getData(int InArray[]);

void printData(int OutArray[]);



int main(void)

{

	int numbers[10];

	getData(numbers);

	printData(numbers);

	return(0);

}



void getData(int InArray[])

{

	char Temp[10];

	int i;

	for (i=0;i<10;i++)

	{

		printf ("Enter number %d ",i);

		gets(Temp);

		InArray[i] = atoi(Temp);

	}

}



void printData(int OutData[])

{

	int i;

	for (i=0;i<10;i++)

	{

		printf("Number[%d] = %d\n",i,OutData[i]);

	}

}



In the function declarations, InArray[] or OutArray[] does not create an array but a pointer. In the function calls, the argument numbers is a pointer to the first element of a 10 element array. The function calls pass pointers to both the functions. So these functions can be rewritten as



void getData(int *InArray);

void printData(int *OutArray);



respectively.



Thus when an array name is used as a function argument, a pointer is passed to the function. The function then uses this pointer to effect changes on the original array in the calling program. The above mentioned example can be rewritten as follows;



#include <stdio.h>

#include <stdlib.h>



void getData(int *InArray);

void printData(int *OutArray);



int main(void)

{

	int numbers[10];

	getData(numbers);

	printData(numbers);

	return(0);

}



void getData(int *InArray)

{

	char Temp[10];

	int i;

	for (i=0;i<10;i++)

	{

		printf ("Enter number %d ",i);

		gets(Temp);

		*(InArray + i) = atoi(Temp);

	}

}



void printData(int *OutData)

{

	int i;

	for (i=0;i<10;i++)

	{

		printf("Number[%d] = %d\n",i,*(OutData+i));

	}

}



It is also important to note that none of these functions have any information regarding the size of these arrays. This information can be hard coded in the programs as shown above or the last element of the array may contain a special value indicating the end of the array. It is also possible to pass this information as a separate argument to the function, e.g.,



void getData(int InArray[],int ArraySize);



The following program lets the user enter a variable number of integer values, not more than 10 integers, and calculate their mean and sum. In the end, these statistics are presented to the user.



#include <stdio.h>

#include <stdlib.h>

#define MAX 10



int getData(int *InArray);

int add(int *InArray,int Count);

float getMean(int Sum,int Count);



int main(void)

{

	int Count;

	int Numbers[MAX];

	int Sum;

	float Mean;

	Count = getData(Numbers);

	Sum = add(Numbers,Count);

	Mean = getMean(Sum,Count);

	printf("Count = %d :: Sum = %d :: Mean = %f\n",Count,Sum,Mean);

	return(0);

}



float getMean(int Sum, int Count)

{

	float Mean;

	Mean = ((float) Sum)/((float) Count);

	return(Mean);

}



int add(int *InData,int Count)

{

	int i;

	int Sum = 0;

	for (i=0;i < Count;i++)

	{

		Sum += *(InData+i);

	}

	return(Sum);

}



int getData(int *InData)

{

	char ExitChoice, Temp[10];

	int Count = 0;

	do

	{

		printf("Enter Number %d : ",Count);

		gets(Temp);

		*(InData+Count) = atoi(Temp);

		Count++;

		puts("Press 'x' to exit, anyother key to continue entering data");

		ExitChoice = getche();

		puts("");

	}

	while((ExitChoice != 'x') && (Count < 10));

	return(Count);

}



6.8 Multi-Dimensional Arrays

C language allows arrays of any type, including arrays of arrays. If two bracket pairs are used in a declaration after the identifier, a two dimensional array is declared. A two dimensional array can be regarded as an array of arrays. For example, consider the following declaration,



int Data[10][15];



Here Data is an array of 10 elements, where each of these 10 elements is an array of 15 integer numbers. Similarly, if three bracket pairs are used after the identifier, in the declaration, a three dimensional array is declared. For example,



float Sales[3][10][4];



Thus, the array dimension is increased by adding a bracket pair in the declaration. The following discussion focuses on two dimensional arrays. Whatever is valid for two dimensional arrays can be generalised to arrays of higher dimensions.



6.8.1 Two Dimensional Arrays

Consider a program that calculates the total yearly rainfall for three years. The program uses a two dimensional array to store the rainfall for each month of the last three years. The source code is given below,



#include <stdio.h>



int main(void)

{

	float rainfall[3][12];

	float YearlyRainfall[3];

	int i,j;



	for(i=0;i<3;i++)

	{

		for(j=0;j<12;j++)

		{

			printf("Enter rainfall[%d][%d] :: ",i,j);

			scanf("%f",&rainfall[i][j]);

		}

	}



	for(i=0;i<3;i++)

	{

		for(j=0;j<12;j++)

		{

			printf("%6.2f",rainfall[i][j]);

		}

		printf("\n");

	}



	for(i=0;i<3;i++)

	{

		YearlyRainfall[i] = 0.0;

		for(j=0;j<12;j++)

		{

			YearlyRainfall[i] += rainfall[i][j];

		}

	}



	for(i=0;i<3;i++)

	{

		printf("Total rainfall in year %d :: %7.2f\n",i,YearlyRainfall[i]);

	}

	return(0);

}



The statement float rainfall[3][12]; creates a two dimensional array in the memory. It can be visualised as a table with 3 rows and 12 columns (figure 6-4).   
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Figure 6-4 : Two Dimensional Array rainfall[3][12]



To access a particular element of the array, two index values need to be specified, one for the row and the other for the column. For instance, the following program segment is used to enter data into the array elements.



	for(i=0;i<3;i++)

	{

		for(j=0;j<12;j++)

		{

			printf("Enter rainfall[%d][%d] :: ",i,j);

			scanf("%f",&rainfall[i][j]);

		}

	}



In this program segment, variables i and j are used as the array subscripts. Variable i is used to access a specific row of the array and variable j is used to access a particular column for that row. For each value of i, the value of j is varied from 0 to 11. Thus, when the value of i is 1 and the value of j is 3, the expression rainfall[i][j] gives the value of the element rainfall[1][3]. The statement scanf("%f",&rainfall[i][j]); allows the user to enter a floating point number into an array element specified by the values of variables i and j. 



Another one dimensional array, YearlyRainfall[3], is declared to store the total rainfall for each year. Each element of this array will hold the sum of all the columns of the array rainfall for that particular row. The following program segment performs this operation.  



	for(i=0;i<3;i++)

	{

		YearlyRainfall[i] = 0.0;

		for(j=0;j<12;j++)

		{

			YearlyRainfall[i] += rainfall[i][j];

		}

	}



For each value of i, i.e., every row, the respective array element of YearlyRainfall is initialised to 0 by the statement YearlyRainfall[i] = 0.0;. The loop after this statement performs a running total of all the elements of that specific row of the array rainfall. The following program segment then prints the total rainfall for each of the three years.



	for(i=0;i<3;i++)

	{

		printf("Total rainfall in year %d :: %7.2f\n",i,YearlyRainfall[i]);

	}



A typical execution session of this program is shown below,



Enter rainfall[0][0] :: 10.5

Enter rainfall[0][1] :: 10.2

Enter rainfall[0][2] :: 9.8

Enter rainfall[0][3] :: 6.7

Enter rainfall[0][4] :: 6.1

Enter rainfall[0][5] :: 5.8

Enter rainfall[0][6] :: 4.5

Enter rainfall[0][7] :: 6.2

Enter rainfall[0][8] :: 7.5

Enter rainfall[0][9] :: 9.6

Enter rainfall[0][10] :: 9.9

Enter rainfall[0][11] :: 10.3

Enter rainfall[1][0] :: 10.6

Enter rainfall[1][1] :: 10.7

Enter rainfall[1][2] :: 10.2

Enter rainfall[1][3] :: 7.1

Enter rainfall[1][4] :: 6.7

Enter rainfall[1][5] :: 5.8

Enter rainfall[1][6] :: 4.9

Enter rainfall[1][7] :: 5.7

Enter rainfall[1][8] :: 7.0

Enter rainfall[1][9] :: 9.1

Enter rainfall[1][10] :: 9.4

Enter rainfall[1][11] :: 9.9

Enter rainfall[2][0] :: 10.7

Enter rainfall[2][1] :: 9.9

Enter rainfall[2][2] :: 9.5

Enter rainfall[2][3] :: 6.2

Enter rainfall[2][4] :: 6.2

Enter rainfall[2][5] :: 5.5

Enter rainfall[2][6] :: 4.2

Enter rainfall[2][7] :: 5.7

Enter rainfall[2][8] :: 7.1

Enter rainfall[2][9] :: 8.9

Enter rainfall[2][10] :: 9.2

Enter rainfall[2][11] :: 10.3

   10.50   10.20    9.80    6.70    6.10    5.80    4.50    6.20    7.50    9.60    9.90   10.30

   10.60   10.70   10.20    7.10    6.70    5.80    4.90    5.70    7.00    9.10    9.40    9.90

   10.70    9.90    9.50    6.20    6.20    5.50    4.20    5.70    7.10    8.90    9.20   10.30

Total rainfall in year 0 ::    97.10

Total rainfall in year 1 ::    97.10

Total rainfall in year 2 ::    93.40



To summarise, in order to find the total rainfall for a given year, the value of i is kept constant and the value of j is varied over its full range. This is accomplished by the inner for loop. Then the process is repeated for the next value of i, i.e., the next year. This is accomplished by the outer for loop. A nested loop structure like this is natural for handling two dimensional loops. One loop handles one subscript whereas the other loop handles the second subscript.



Consider another version of the same program. This program takes in the rainfall measured for each month in three years and then prints the average rainfall for each month. The source code of this program is shown below,



#include <stdio.h>



int main(void)

{

	float rainfall[3][12];

	float MonthlyAverage[12];

	float Sum;

	int i,j;



	for(i=0;i<3;i++)

	{

		for(j=0;j<12;j++)

		{

			printf("Enter rainfall[%d][%d] :: ",i,j);

			scanf("%f",&rainfall[i][j]);

		}

	}



	for(i=0;i<3;i++)

	{

		for(j=0;j<12;j++)

		{

			printf("%6.2f",rainfall[i][j]);

		}

		printf("\n");

	}



	for(j=0;j<12;j++)

	{

		Sum = 0.0;

		for(i=0;i<3;i++)

		{

			Sum += rainfall[i][j];

		}

		MonthlyAverage[j] = Sum/3.0;

	}



	for(i=0;i<12;i++)

	{

		printf("Average rainfall in Month %2d :: %7.2f\n",i,MonthlyAverage[i]);

	}

	return(0);

}



The following section of the program calculates the average rainfall for each month,



	for(j=0;j<12;j++)

	{

		Sum = 0.0;

		for(i=0;i<3;i++)

		{

			Sum += rainfall[i][j];

		}

		MonthlyAverage[j] = Sum/3.0;

	}



In contrast to the previous program, the for loop with the subscript j as the loop control variable is now the outer loop and the for loop with the subscript i as the loop control variable is the inner loop. Each time the outer loop cycles once, the inner loop cycles its complete allotment. Thus, this arrangement cycles through all the years (subscript i) before changing months (subscript j). As a result, the three year total for the first month is calculated first, then the three year total for the second month, and so on. A typical execution session of this program is shown below,



Enter rainfall[0][0] :: 10.5

Enter rainfall[0][1] :: 10.2

Enter rainfall[0][2] :: 9.8

Enter rainfall[0][3] :: 6.7

Enter rainfall[0][4] :: 6.1

Enter rainfall[0][5] :: 5.8

Enter rainfall[0][6] :: 4.5

Enter rainfall[0][7] :: 6.2

Enter rainfall[0][8] :: 7.5

Enter rainfall[0][9] :: 9.6

Enter rainfall[0][10] :: 9.9

Enter rainfall[0][11] :: 10.3

Enter rainfall[1][0] :: 10.6

Enter rainfall[1][1] :: 10.7

Enter rainfall[1][2] :: 10.2

Enter rainfall[1][3] :: 7.1

Enter rainfall[1][4] :: 6.7

Enter rainfall[1][5] :: 5.8

Enter rainfall[1][6] :: 4.9

Enter rainfall[1][7] :: 5.7

Enter rainfall[1][8] :: 7.0

Enter rainfall[1][9] :: 9.1

Enter rainfall[1][10] :: 9.4

Enter rainfall[1][11] :: 9.9

Enter rainfall[2][0] :: 10.7

Enter rainfall[2][1] :: 9.9

Enter rainfall[2][2] :: 9.5

Enter rainfall[2][3] :: 6.2

Enter rainfall[2][4] :: 6.2

Enter rainfall[2][5] :: 5.5

Enter rainfall[2][6] :: 4.2

Enter rainfall[2][7] :: 5.7

Enter rainfall[2][8] :: 7.1

Enter rainfall[2][9] :: 8.9

Enter rainfall[2][10] :: 9.2

Enter rainfall[2][11] :: 10.3

   10.50   10.20    9.80    6.70    6.10    5.80    4.50    6.20    7.50    9.60    9.90   10.30

   10.60   10.70   10.20    7.10    6.70    5.80    4.90    5.70    7.00    9.10    9.40    9.90

   10.70    9.90    9.50    6.20    6.20    5.50    4.20    5.70    7.10    8.90    9.20   10.30

Average rainfall in Month  0 :: 10.60

Average rainfall in Month  1 :: 10.27

Average rainfall in Month  2 ::  9.83

Average rainfall in Month  3 ::  6.67

Average rainfall in Month  4 ::  6.33

Average rainfall in Month  5 ::  5.70

Average rainfall in Month  6 ::  4.53

Average rainfall in Month  7 ::  5.87

Average rainfall in Month  8 ::  7.20

Average rainfall in Month  9 ::  9.20

Average rainfall in Month 10 ::  9.50

Average rainfall in Month 11 :: 10.17



6.8.2 Initialising Two Dimensional Arrays

The following program is a version of the previous program. 



#include <stdio.h>



int main(void)

{

	float rainfall[3][12]={{10.5,10.2,9.8,6.7,6.1,5.8,4.5,6.2,7.5,9.6,9.9,10.3},

		                {10.6,10.7,10.2,7.1,6.7,5.8,4.9,5.7,7.0,9.1,9.4,9.9},

		                {10.7,9.9,9.5,6.2,6.2,5.5,4.2,5.7,7.1,8.9,9.2,10.3}};

	float MonthlyAverage[12];

	float Sum;

	int i,j;



	for(i=0;i<3;i++)

	{

		for(j=0;j<12;j++)

		{

			printf("%6.2f",rainfall[i][j]);

		}

		printf("\n");

	}



	for(j=0;j<12;j++)

	{

		Sum = 0.0;

		for(i=0;i<3;i++)

		{

			Sum += rainfall[i][j];

		}

		MonthlyAverage[j] = Sum/3.0;

	}



	for(i=0;i<12;i++)

	{

		printf("Average rainfall in Month %2d :: %7.2f\n",i,MonthlyAverage[i]);

	}

	return(0);

}



In this program, the array rainfall[3][12] is initialised in the following declaration



	float rainfall[3][12]={{10.5,10.2,9.8,6.7,6.1,5.8,4.5,6.2,7.5,9.6,9.9,10.3},

		                {10.6,10.7,10.2,7.1,6.7,5.8,4.9,5.7,7.0,9.1,9.4,9.9},

		                {10.7,9.9,9.5,6.2,6.2,5.5,4.2,5.7,7.1,8.9,9.2,10.3}};



For the initialisation, 3 embraced sets of numbers are included, all enclosed by one more set of braces. The data in the first interior set of braces is assigned to the first row of the array, the data in the second interior set is assigned to the second row, and so on. 



The rules about mismatches between data and array sizes that are valid for one dimensional arrays also apply to multi-dimensional arrays. That is, if the first set of braces enclose 10 numbers, only the first 10 elements of the first row are affected. The last two elements in that row would get the standard default initialisation to zero. If there are too many numbers, that is an error, extra numbers do not automatically get assigned to elements of the next row.



6.8.3 Two Dimensional Arrays and Pointers

Consider the following declaration,

float AnArray[2][4];



AnArray being the name of the array is a pointer and it points to the first element of the array. In this case, the first element is itself an array of 4 floating point numbers. Therefore, AnArray points to the whole array AnArray[0]. As AnArray[0] is the name of the first array of floating point numbers, this makes AnArray[0] a pointer to its first element, the floating point number AnArray[0][0]. In short, AnArray points to AnArray[0], which is an array of float, and AnArray[0] points to AnArray[0][0] which is a floating point number. This makes AnArray a pointer to a pointer.



The following program prints the addresses of AnArray, AnArray[0] and AnArray[0][0].



#include <stdio.h>



int main(void)

{

	float AnArray[2][4];

	printf("The address AnArray        = %u\n",AnArray);

	printf("The address AnArray[0]     = %u\n",AnArray[0]);

	printf("The address &AnArray[0][0] = %u\n",&AnArray[0][0]);

	return(0);

}



The output of this program is given below,



The address AnArray        = 4064

The address AnArray[0]     = 4064

The address &AnArray[0][0] = 4064



This shows that the address of the first array in the array of arrays (AnArray) and the address of the first element in that array (AnArray[0]) are the same. Each is the address of the first element, i.e., each is numerically the same as &AnArray[0][0]. However, there is a difference. The pointer AnArray[0] is the address of a float, so it points to a 4-byte data object. The pointer AnArray is the address of an array of 4 floats, so it points to a 16 byte data object. Thus adding 1 to AnArray should produce an address 16 bytes larger, while adding 1 to AnArray[0] should produce an address 4 bytes larger. This is demonstrated in the following program.



#include <stdio.h>



int main(void)

{

	float AnArray[2][4];

	printf("The address AnArray        = %u\n",AnArray);

	printf("The address AnArray[0]     = %u\n",AnArray[0]);

	printf("The address &AnArray[0][0] = %u\n",&AnArray[0][0]);



	printf("\n\n");

	printf("The address AnArray+1         = %u\n",AnArray+1);

	printf("The address AnArray[0]+1      = %u\n",AnArray[0]+1);

	printf("The address &AnArray[0][0]+1  = %u\n",&AnArray[0][0]+1);

	return(0);

}



The output of this program is given below,



The address AnArray        = 4064

The address AnArray[0]     = 4064

The address &AnArray[0][0] = 4064





The address AnArray+1         = 4080

The address AnArray[0]+1      = 4068

The address &AnArray[0][0]+1  = 4068



Thus, adding 1 to AnArray moves the pointer from one array to the next array, while adding 1 to AnArray[0] moves the pointer from one array element to the next array element.



6.8.4 Functions and Multidimensional Arrays

There are several ways by which a function can be used to deal with two dimensional arrays. For example, a function can be written to process one dimensional arrays, and then this function is used to process each subarray of a two dimensional array. It is also possible to write a function that treats the complete two dimensional array as a one dimensional array and processes it as a one dimensional array. Alternatively, a function can be developed to explicitly deal with two dimensional arrays. 



6.8.4.1 Applying One Dimensional Function to Subarrays

The following program uses a function that takes a one dimensional array of characters and its size, and converts each lowercase character into an uppercase character. The main function declares and initialises a two dimensional array of characters and passes each subarray successively to this function. In the end the main function prints the contents of the two dimensional array.



#include <stdio.h>

#include <conio.h>



#define ROW 3

#define COLUMN 5



void makeUpperCase(char InData[],int Size);



int main(void)

{

	int i,j;

	char Data[ROW][COLUMN];

	for(i=0;i<ROW;i++)

	{

		for(j=0;j<COLUMN;j++)

		{

			Data[i][j] = getche();

		}

		printf("\n");

	}



	for (i=0;i<ROW;i++)

	{

		makeUpperCase(Data[i],COLUMN);

	}



	printf("\n\n");

	for (i=0;i<ROW;i++)

	{

		for(j=0;j<COLUMN;j++)

		{

			putchar(Data[i][j]);

		}

		putchar('\n');

	}



	return(0);

}



void makeUpperCase(char InData[],int Size)

{

	int i;

	for(i=0;i<Size;i++)

	{

		if ((InData[i] <= 'z') && (InData[i] >= 'a'))

		{

			InData[i] -= 32;

		}

	}

}



A for loop in the function main uses the makeUpperCase function to process the subarray Data[0], then the subarray Data[1] and finally subarray Data[2]. Also passed to the function makeUpperCase is the size of each subarray. An execution cycle of this program provides the following output,



Hello

HowDo

YouDo



HELLO

HOWDO

YOUDO



6.8.4.2 Applying a One-Dimensional Function to the Whole Array

In the preceding example, the two dimensional array Data was taken as an array of 3 arrays of 5 characters each. Alternatively the two dimensional array Data can also be taken as an array of 15 characters. Consider the following version of the example shown above,



#include <stdio.h>

#include <conio.h>



#define ROW 3

#define COLUMN 5



void makeUpperCase(char InData[],int Size);



int main(void)

{

	int i,j;

	char Data[ROW][COLUMN];

	for(i=0;i<ROW;i++)

	{

		for(j=0;j<COLUMN;j++)

		{

			Data[i][j] = getche();

		}

		printf("\n");

	}



	makeUpperCase(Data[0],COLUMN * ROW);



	printf("\n\n");

	for (i=0;i<ROW;i++)

	{

		for(j=0;j<COLUMN;j++)

		{

			putchar(Data[i][j]);

		}

		putchar('\n');

	}



	return(0);

}



void makeUpperCase(char InData[],int Size)

{

	int i;

	for(i=0;i<Size;i++)

	{

		if ((InData[i] <= 'z') && (InData[i] >= 'a'))

		{

			InData[i] -= 32;

		}

	}

}



In this particular case, the makeUpperCase function call receives Data[0] as the first argument and an integer value 3(5, i.e., 15 as the second argument. The first argument initialises the pointer InData in makeUpperCase to the address of Data[0][0]. Thus, InData[0] corresponds to Data[0][0] and InData[4] corresponds to Data[0][4]. However, InData[5] corresponds to the element following Data[0][4] which is Data[1][0], the first element of the next subarray. Also note that the definition of the function makeUpperCase remains unchanged. The second parameter is used to indicate the size of the complete array, rather than just one subarray. As a result only one call to the function makeUpperCase is necessary, as opposed to 3 calls in the previous example. 



A typical execution session of this program produces the following output,



Point

ersar

egood



POINT

ERSAR

EGOOD



6.8.4.3 Apply a Two Dimensional Function

Both of the approaches discussed so far lose track of the column and row information. In this particular application, this information may be unimportant, but in certain other applications it may be necessary to retain this information within the called function. For instance a function that is supposed to process the information column-wise rather than row-wise should have the row and column information available. This can be accomplished by declaring the right kind of formal variable so that the function can pass the array properly. In this case, the pointer to the first element of the two dimensional array is passed to the called function. There it is assigned to a variable which is a pointer to an array of elements equal to the number of columns in the original two dimensional array.



Consider the following version of the original example,



#include <stdio.h>

#include <conio.h>



#define ROW 3

#define COLUMN 5



void makeUpperCase(char InData[][5]);



int main(void)

{

	int i,j;

	char Data[ROW][COLUMN];

	for(i=0;i<ROW;i++)

	{

		for(j=0;j<COLUMN;j++)

		{

			Data[i][j] = getche();

		}

		printf("\n");

	}



	makeUpperCase(Data);



	printf("\n\n");

	for (i=0;i<ROW;i++)

	{

		for(j=0;j<COLUMN;j++)

		{

			putchar(Data[i][j]);

		}

		putchar('\n');

	}



	return(0);

}



void makeUpperCase(char InData[][5])

{

	int i;

	int j;

	for(i=0;i<ROW;i++)

	{

		for(j=0;j<COLUMN;j++)

		{

			if ((InData[i][j] <= 'z') && (InData[i][j] >= 'a'))

			{

				InData[i][j] -= 32;

			}

		}

	}

}



Here, Data is the pointer to the first sub array of 5 characters. In the definition of function makeUpperCase, it is assigned to InData[][5], which is a pointer to an array of 5 characters. The length of a row is built into the function, but the number of rows is left open.



Output of a typical execution session of this program is given below,



ptrsa

relot

offun



PTRSA

RELOT

OFFUN



6.9 Strings

C has no special variable type for strings. Instead, strings are stored in a one dimensional array of type char. By convention, a string in C is terminated by the end-of-string sentinel \0, or null character. It is useful to think of strings having a variable length, delimited by \0, but with a maximum length determined by the size of the string. The size of the string must include the storage needed for the end-of-string sentinel. As with all arrays, it is the job of the programmer to make sure that string bounds are not overrun.



String constants are written between double quotes. For example, “abc” is a character array of size 4, with the last element being the null character \0. This string may be visualised as shown in figure 6-5. Note that string constants are different from character constants. For example, “a” and ‘a’ are not the same. The array “a” has two elements, the first with a value ‘a’ and second with a value ‘\0’.



�

Figure 6-5 : A String



String variables, as discussed above are arrays of type char. The size of the array must be kept one more than the longest string that will be stored in the array. This extra one byte is used to store the null terminating character at the end of string. The following program reads a string from the keyboard and prints it on the display.



#include <stdio.h>



int main(void)

{

	char Name[50];

	printf("Enter your name ");

	scanf("%s",Name);

	printf("Hello %s\n",Name);

	return(0);

}



The statement char Name[50]; declares an array Name of 50 characters. The statement scanf("%s",Name); reads characters from the keyboard and stores them the array Name. When the user enters a whitespace character, the scanf function inserts a \0 in the array. %s is the format specifier for strings. A typical execution session of this program is shown below,



Enter your name Omar

Hello Omar        



6.9.1 String Input Output

As mentioned earlier, scanf function scans only till a whitespace character and inserts a null terminating character in the array. Thus a multiword string cannot be entered into an array using the scanf function. Consider the following execution cycle of the above mentioned program,



Enter your name Omar Bashir

Hello Omar        



The solution to this problem is to use another C library function, gets. The purpose of gets is get a string from the keyboard and assign its contents to the specified character array. It is not as versatile a function as scanf as it only specialises in reading strings. It is terminated only when the return/enter key is pressed. Therefore, tabs and spaces are acceptable parts of the input string. The gets function is a part of the matching pair. The other, puts, is used to display a specified string on the monitor. Following is a version of the above mentioned program that uses gets and puts functions to read and print character strings.



#include <stdio.h>



int main(void)

{

	char Name[50];

	printf("Enter your name ");

	gets(Name);

	puts("Hello");

	puts(Name);

	return(0);

}



A typical execution session of this program is given below,



Enter your name Omar Bashir

Hello 

Omar Bashir        



As shown in the program, gets function takes only one parameter, i.e., a pointer to a character. As Name is the name of an array of characters, it is the pointer to the first character of the array. gets function reads characters until it reaches a newline character (‘\n’), which the user generates by pressing the enter key. It takes all the characters before (but not including) the newline character, attaches a null terminating character at the end and places the string in the memory location specified by the pointer passed to it as the argument.



The puts function takes only one argument, that is the pointer to the string that is to be displayed. puts starts printing characters from the address it is passed till it encounters the null terminating character. If, for some reason, the null terminating character of a string gets overwritten by some other character, puts will continue printing characters from successive memory locations until it encounters null somewhere in the memory location. Another characteristic of puts is that each string printed by puts is displayed on a new line. For a string that is being printed, when puts finds a null terminating character, it replaces it with a newline character and then prints it.



6.9.2 Initialising Strings

Since strings are arrays of characters, these can be initialised in a manner similar to arrays. The following example shows how a string can be initialised in a program,



#include <stdio.h>



int main(void)

{

	char Str[] = {'T','h','i','s',' ','i','s',' ','a',' ','s','t',

			  'r','i','n','g','\0'};

	puts(Str);

	return(0);

}



The output of this program is 



This is a string



Here Str[] is an array of characters, each element of which is initialised by the respective character in the array initialiser. Each character in the initialiser has to be surrounded by a pair of single quote marks and the last character in the initialiser must be a null terminating character. The same program may be written as follows,



#include <stdio.h>



int main(void)

{

	char Str[] = "This is a string";

	puts(Str);

	return(0);

}



The output of this program is as follows,



This is a string



Here the string Str[] is initialised by a string constant. The complete string constant is surrounded by a pair of double quotes. A null terminating character is not required at the end as the string format causes this to happen automatically.



6.9.3 String Handling Functions

C inherently has no special string handling operators. Rather, C employs a large set of useful string handling library functions. These functions have been written in C and are all quite short. The prototypes of these functions are declared in the header file string.h. This file, therefore needs to be included in programs where these functions are to be used. Some of the most widely used string handling functions are described in the following paragraphs.



6.9.3.1 strlen

strlen takes, as an argument, a pointer to a string and returns the number of characters in the string except the null terminating character. Consider the following example,



#include <stdio.h>

#include <string.h>



int main(void)

{

	char AString[50];

	int SizeOfArray;

	int SizeOfString;

	printf("Enter a string :: ");

	gets(AString);

	SizeOfArray = sizeof(AString);

	SizeOfString = strlen(AString);

	printf("The array is %d characters long\n",SizeOfArray);

	printf("The string \"%s\" is %d characters long\n",AString,SizeOfString);

	return(0);

}



An execution session of this program is given below,



Enter a string :: Hello World

The array is 50 characters long

The string "Hello World" is 11 characters long



The statement char AString[50]; declares an array of 50 characters. The function call gets(AString); allows the user to enter a string which is stored in the character array AString. For the above mentioned example, the state of the array is shown in figure 6-6. In the statement SizeOfArray = sizeof(AString); the sizeof operator determines the length of the array AString. This value is assigned to the variable SizeOfArray. Alternatively, in the statement SizeOfString = strlen(AString); the strlen function determines the number of characters preceding the first null terminating character in the array. This value is assigned to the variable SizeOfString.
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Figure 6-6 : strlen Operation



Note that the value of the variable SizeOfString may change for different execution cycles of the program, whereas the value of the variable SizeOfArray is same for each execution cycle. This is because the size of the array remains constant for each execution cycle of the program. Consider another execution cycle,



Enter a string :: Good Morning

The array is 50 characters long

The string "Good Morning" is 12 characters long



6.9.3.2 strcat

strcat function is used to concatenate two strings. This function takes two strings as arguments. A copy of the second string is attached on to the end of the first string. The resultant concatenated string is assigned to the first argument. The second string is not altered. Consider the following example,



#include <stdio.h>

#include <string.h>



int main(void)

{

	char String1[15];

	char String2[15];

	printf("Enter String1 : ");

	gets(String1);

	printf("Enter String2 : ");

	gets(String2);

	strcat(String1,String2);

	printf("Operation : strcat(String1,String2)\n");

	printf("String1 = %s\n",String1);

	printf("String2 = %s\n",String2);

	return(0);

}



An execution cycle of this program is shown below,



Enter String1 : Omar

Enter String2 : Bashir

Operation : strcat(String1,String2)

String1 = OmarBashir

String2 = Bashir



strcat function does not check to see if the concatenated string will fit in the character array specified as the first argument. Thus, if a string that is larger in size than the first character array is written into that array, the program may malfunction. One option with the programmers is to use strlen function and sizeof operator to insure that the concatenation operation is only allowed when the size of the concatenated string is less than the size of the first character array. Consider a modified version of the program shown above,



#include <stdio.h>

#include <string.h>



int main(void)

{

	char String1[15];

	char String2[15];

	printf("Enter String1 : ");

	gets(String1);

	printf("Enter String2 : ");

	gets(String2);

	printf("Operation : strcat(String1,String2)\n");

	if((strlen(String1) + strlen(String2)) < sizeof(String1))

	{

		strcat(String1,String2);

		printf("String1 = %s\n",String1);

		printf("String2 = %s\n",String2);

	}

	else

	{

		printf("Concatenated string will be too big\n");

	}

	return(0);

}



In this program, the expression (strlen(String1) + strlen(String2)) determines the total length of the concatenated string, i.e., the number of characters that the concatenated string will contain minus the null terminating character. The expression sizeof(String1) determines the size of the character array String1. If the total number of characters in the final concatenated string will be less than the size of the character array that has been declared to hold it (i.e., the first argument of the strcat function call), the program executes the following statements,



		strcat(String1,String2);

		printf("String1 = %s\n",String1);

		printf("String2 = %s\n",String2);



The null terminated string contained in String2 is appended to the null terminated string contained in String1 and the resultant is placed in String1. After this operation, the contents of String1 and String2 are displayed.



Alternatively, if String1 is not big enough to store the concatenated string, the following statement is executed,



printf("Concatenated string will be too big\n");



Two execution sessions of this program are shown below,



Enter String1 : Omar

Enter String1 : Bashir

Operation : strcat(String1,String2)

String1 = OmarBashir

String2 = Bashir



Enter String1 : Zulfiqar

Enter String1 : Kirmani

Operation : strcat(String1,String2)

Concatenated string will be too big 



6.9.3.3 strcmp

strcmp takes pointers to two strings as arguments, compares them and returns an integer value based on the comparison. The value returned is zero if the contents of both the strings are the same. Otherwise a non-zero value is returned. Consider the following program. This program keeps asking the user to enter a string till the time that string has the same contents as a string predefined in the program.



#include <stdio.h>

#include <string.h>

#define SOLUTION "Ulan Bator"



int main(void)

{

	char Answer[40];

	do

	{

		printf("Name the capital of Mongolia : ");

		gets(Answer);

		if(strcmp(Answer,SOLUTION) == 0)

		{

			puts("CORRECT");

		}

		else

		{

			puts("WRONG :: Try again");

		}

	}

	while(strcmp(SOLUTION,Answer) != 0);

	return(0);

}



In this program, the value of the identifier SOLUTION has been defined as a string constant “Ulan Bator”. The program ask the user the following question,



Name the capital of Mongolia :



The statement gets(Answer); stores the user’s response as a null terminated string in the array Answer. The expression strcmp(Answer,SOLUTION) returns a zero if the contents of Answer match with the string constant “Ulan Bator”. In that case, the message CORRECT is displayed to the user and the program terminates. If the string entered by the user is other than “Ulan Bator”, the result of the expression strcmp(Answer,SOLUTION) is a non-zero number. The message WRONG :: Try again is printed and another iteration of the do-while loop is executed, asking the user to enter the answer again. This process is repeated till the time the user enters a correct value.



A typical execution session of this program is shown below,



Name the capital of Mongolia : Moscow

WRONG :: Try again

Name the capital of Mongolia : Peking

WRONG :: Try again

Name the capital of Mongolia : Ulan Bator

CORRECT



strcmp compares strings, not arrays. Thus, although the array Answer can contain 40 characters and “Ulan Bator” contains only 11 characters (including the null terminating character), the comparison operation is performed only for the part of the array Answer up to its first null terminating character. Thus strcmp can be used to compare strings stored in arrays of different sizes. Moreover, strcmp compares the ASCII values of the string characters. This makes strcmp case sensitive. Thus, for strcmp, “Ulan Bator” is different from “ulan bator”, which is different from “ULAN BATOR”.



Most implementations of strcmp function return the difference in ASCII code between the two characters. Others return a negative number if the first string comes before the second alphabetically, 0 if they are the same and a positive number if the first string follows the second alphabetically. In general, strcmp skips characters until it finds the first pair of disagreeing characters. It then returns the difference in the ASCII code of the corresponding characters of the two strings. Consider the following example,



#include <stdio.h>

#include <string.h>



int main(void)

{

	printf("strcmp(\"A\",\"A\") = %d\n",strcmp("A","A"));

	printf("strcmp(\"A\",\"B\") = %d\n",strcmp("A","B"));

	printf("strcmp(\"C\",\"A\") = %d\n",strcmp("C","A"));

	printf("strcmp(\"Switch\",\"Stitch\") = %d\n",strcmp("Switch","Stitch"));



	return(0);

}



The output of this program is given below,



strcmp("A","A") = 0

strcmp("A","B") = -1

strcmp("C","A") = 2

strcmp("Switch","Stitch") = 3



In most of the cases, strings are only compared to determine whether they contain the same elements or not. In such cases, the programmers only check if the return from the 
strcmp
 function is a 0 or a nonzero number. However, in applications such as sorting a list of string, the programmers need to check if the return value was zero, a positive number or a negative number.



6.9.3.4 strcpy

strcpy function takes pointers to two strings as arguments. It copies the contents of the string point
ed
 to by the second argument into the string pointed to by the first argument. The contents of the string pointed to by the first argument are overwritten. The contents of the string pointed to by the second argument remain unchanged. Consider the following program, 



#include <stdio.h>

#include <string.h>



int main(void)

{

	char Original[] = "This is a string";

	char Copy[20];

	printf("The original string : \"%s\"\n",Original);

	printf("Copying the contents of Original into Copy\n");

	strcpy(Copy,Original);

	printf("The copied string : \"%s\"\n",Copy);

	printf("The original string : \"%s\"\n",Original);



	return(0);

}



The output of this program is given below,



The original string : "This is a string"

Copying the contents of Original into Copy

The copied string : "This is a string"

The original string : "This is a string"



The statement strcpy(Copy,Original); copies the contents of the string pointed to by Original to the string pointed to by Copy. The contents of the string  pointed to by Original remain unchanged whereas the contents of the string pointed to by Copy are overwritten by the contents of the string pointed to by Original. It should be noted that strcpy does not check the size of the destination array before copying the contents of the source string to the destination. It is, therefore the responsibility of the programmer to ensure that the destination array has enough room to accommodate the incoming string.



6.9.4 Accessing Individual String Elements

As mentioned earlier, a string is a null terminated array of characters. In several applications, the ability to access and manipulate individual characters in a string is required. Characters in a
 string can be accessed as elements of the array holding the string. However, the elements of interest in that array are generally the characters placed before the null terminating character.



The following program asks the user to enter a character string. Once the user has enter the string, the program sends the pointer to the string to a function that converts all the lowercase characters in the string to uppercase.



#include <stdio.h>

#include <ctype.h>

#include <string.h>



void string2UpperCase(char []);



int main(void)

{

	char String[40];

	puts("Enter a character string ");

	gets(String);

	string2UpperCase(String);

	puts(String);

	return(0);

}



void string2UpperCase(char InString[])

{

	int i = 0;

	while(InString[i] != '\0')

	{

		InString[i] = toupper(InString[i]);

		i++;

	}

}



In this program, the function string2UpperCase takes in a pointer to a character array. The loop while(InString[i] != '\0') examines each character of the array, starting from the first character, and if the character is not the null character, the body of the loop is executed. Inside the body of the loop, the statement 

InString[i] = toupper(InString[i]); uses the toupper function to convert the input character to an uppercase character if it is a lowercase character. All other characters are returned without any change. The prototype of the toupper function is declared in ctype.h. The returned character is assigned back to the same element of the array InString. Thus, the function string2UpperCase converts all the characters of the  string to uppercase.



An alternate implementation of the string2UpperCase function would use the 
strlen
 function to determine the length of the string, minus the null terminating character. The function can then employ a 
for
 loop to iterate as many times as the number of characters in the string. Within the body of the loop, a character from the string is accessed and 
is 
converted to uppercase if it is a lowercase character. Alternate implementation of this function is shown below,



void string2UpperCase(char InString[])

{

	int i;

	int Length;

	Length = strlen(InString);

	for(i=0;i<Length;i++)

	{

		InString[i] = toupper(InString[i]);

	}

}



A typical execution session of this program is given below,



Enter a character string

Hello World.

HELLO WORLD.



6.9.5 Arrays of Strings

A string is an array of characters. An array of strings should therefore be an array of arrays, i.e., a two dimensional array. An array of strings is declared as follows,



char StringArray[10][40];



The order of subscripts in an array declaration is important. The first subscript gives the number of items (i.e., strings) in the array, while the second subscript gives the maximum length each string in the array can have. Thus, for the declaration shown above, StringArray can have 10 strings where each string can contain a maximum of 40 characters, including the null terminating character.



Consider the following program. It allows the users to enter 10 strings. Then it converts characters in all the string to uppercase and prints them on the screen.



#include <stdio.h>

#include <ctype.h>



#define MAX 10

#define LEN 40



void string2Uppercase(char InString[]);



int main(void)

{

	char StringArray[MAX][LEN];

	int i;



	for(i=0;i<MAX;i++)

	{

		printf("Enter string[%d] :: ",i);

		gets(StringArray[i]);

	}



	for(i=0;i<MAX;i++)

	{

		string2Uppercase(StringArray[i]);

	}



	for(i=0;i<MAX;i++)

	{

		printf("String[%d] = %s\n",i,StringArray[i]);

	}

	return(0);

}



void string2Uppercase(char InString[])

{

	int i;

	for(i=0;i<strlen(InString);i++)

	{

		InString[i] = toupper(InString[i]);

	}

}



In the function main, separate loops are used 
to
 accept strings in the array (one at a time) from the user, convert them into uppercase and then print them. The function string2Uppercase performs the same operation described in the section 6.9.4. A typical execution session of this program is shown below,



Enter string[0] :: IBM PC

Enter string[1] :: Apple Macintosh

Enter string[2] :: Sun Microsystems

Enter string[3] :: Microsoft Windows

Enter string[4] :: Xerox Copiers

Enter string[5] :: ICL Mainframes

Enter string[6] :: Newfield Automation

Enter string[7] :: Computer Associates

Enter string[8] :: Texas Instruments

Enter string[9] :: Intel chips



String[0] = IBM PC

String[1] = APPLE MACINTOSH

String[2] = SUN MICROSYSTEMS

String[3] = MICROSOFT WINDOWS

String[4] = XEROX COPIERS

String[5] = ICL MAINFRAMES

String[6] = NEWFIELD AUTOMATION

String[7] = COMPUTER ASSOCIATES

String[8] = TEXAS INSTRUMENTS

String[9] = INTEL CHIPS



6.9.6 Conversion Between Strings and Numerical Data

In several cases, data that is fed to programs from files or other sources is inherently in the form of ASCII text strings. In such cases, numerical information, that must be managed and processed by the programs, needs to be converted into their appropriate data types and assigned to suitable variables for processing. C provides three functions that can be used to convert numerical information in text format to appropriate data types. These are the atoi, atol and atof functions. atoi stands for ASCII to integer, atof stands for ASCII to floating point and atol stands for ASCII to long integer. 



All the three functions accept one argument, i.e., pointer to the string that needs to be converted. atoi and atol return an integer value and a long integer value, respectively,  corresponding to the string entered. Thus “1234”, which is a string of 4 characters, is converted to 1234, a single 
int
 or a 
long
 value (depending upon whether atoi or atol function was used). These functions ignore leading blank spaces, process a leading algebraic sign (+ or -), if any, and process digits up to the first non-numeric digit. Thus, “34+25” is converted to 34. atof function can accept 
strings with decimal points, 
preceding algebraic signs
 and representations in scientific notation (e.g., 
“
1.6e-9
”
),
 and converts them into floating point numbers.



Consider the following example. It accepts an integer, a long integer and a floating point number as ASCII strings. Then it uses these functions to convert them into their respective types. The returned values are assigned to suitable variables and the values of these variables are then printed.



#include <stdio.h>

#include <stdlib.h>



int main(void)

{

	char Integer[10];

	char LongInteger[10];

	char FloatingNumber[10];



	int AnInt;

	long ALong;

	float AFloat;



	printf("Enter an integer :: ");

	gets(Integer);

	printf("Enter a long integer :: ");

	gets(LongInteger);

	printf("Enter a floating point number :: ");

	gets(FloatingNumber);



	AnInt = atoi(Integer);

	ALong = atol(LongInteger);

	AFloat = atof(FloatingNumber);



	printf("Converted Values are %d :: %ld :: %e\n",AnInt,ALong,AFloat);

	return(0);

}



A typical execution session of this program is shown below,



Enter an integer :: -15

Enter a long integer :: 76549

Enter a floating point number :: -3.3e-16

Converted Values are -15 :: 76549 :: -3.299999e-16



Conversion can also be accomplished in the reverse direction, i.e., numerical values can be transformed into null terminated strings. Three functions, itoa, ltoa and gcvt can be used to perform the conversion to null terminated strings from integers, long integer and floating point numbers, respectively. 



itoa function call takes three arguments. The first is the integer value that is to be converted to a null terminated string, the second is the pointer to the string where the string representation of the integer value has to be stored, and the third is the radix, i.e, number system in which the value should be represented
 as a string
. ltoa function call also takes 3 argument. In this case, the second and the third arguments are the same as for the itoa function, but the first argument is a long integer value. If the value of 
radix
 is 10, the string contains the decimal representation of the value of the first argument. Alternatively, if the value of 
radix
 is 16, the string contains the hexadecimal representation of the value of the first argument. 



gcvt function call also takes three arguments. The first argument is the floating point value that has to be converted, the second argument is the number of digits that need to be represented and the third argument is the pointer to the string where the string representation of the floating point number has to be stored. The value of the floating point number in the first argument is rounded off so that it can be accommodated in the number of digits specified in the second argument.



The following program demonstrates the application of these functions,



#include <stdio.h>

#include <stdlib.h>



int main(void)

{

	int AnInt;

	long ALong;

	float AFloat;



	char Integer10[10];

	char Integer16[10];

	char Long10[10];

	char Long16[10];

	char FloatString[15];



	printf("Enter an integer, a long integer and a floating point number\n");

	printf("separated by spaces :: ");

	scanf("%d %ld %f",&AnInt,&ALong,&AFloat);



	itoa(AnInt,Integer10,10);

	itoa(AnInt,Integer16,16);

	printf("%d as a string at base 10 is %s and at base 16 is %s\n",

		     AnInt,Integer10,Integer16);



	ltoa(ALong,Long10,10);

	ltoa(ALong,Long16,16);

	printf("%ld as a string at base 10 is %s and at base 16 is %s\n",

		    ALong,Long10,Long16);



	gcvt(AFloat,8,FloatString);

	printf("%f as a string is %s\n",AFloat,FloatString);

	return(0);

}



In this program, the function call itoa(AnInt,Integer10,10); converts the decimal value of AnInt into its string representation because the 
radix
, i.e., the third argument, is specified as 10. The resultant string representation is stored in the location pointed to by Integer10. The function call itoa(AnInt,Integer16,16); converts the hexadecimal value of AnInt into its string representation as the radix is specified as 16. The resultant string is saved in the location pointed to by Integer16. The function calls ltoa(ALong,Long10,10); and ltoa(ALong,Long16,16); perform the same operations on the value of ALong and store the resultant strings in location pointed to by Long10 and Long16. The function call gcvt(AFloat,8,FloatString); converts the 8 most significant digits of the value of AFloat to a string representation and store that string in the location pointed to by FloatString.



A typical execution session of this program is given below,



Enter an integer, a long integer and a floating point number

separated by spaces :: 56 65531 -10.987654

56 as a string at base 10 is 56 and at base 16 is 38

65531 as a string at base 10 is 65531 and at base 16 is fffb

-10.987654 as a string is -10.987654
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