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1.
Halting problem 


The halting problem is to decide in general whether a program, P, that takes an input, X, will halt or not.  The halting problem is undecidable, that is, there is no decision procedure that will tell us whether an arbitrary program, P, will halt or not, when run with its input, X.

Comments:

(i)   For specific program and inputs, we may be able to decide whether a program will halt or not.  But there is no general decision procedure that will tell for any program P given some input X whether it will halt or not.  We say that the halting problem is undecidable.

(ii)  At the heart of the halting problem is self-reference, similar to the problem that

is present in a paradoxical statement like:  "This statement is false."  If we assume that the statement is true, then by its own logical assertion , it is false; on the other hand, if we assume that it is false, then the statement asserts that it is true.  The statement itself is contradictory.  So, too, the notion that the halting problem is decidable is contradictory.

2. 
Arguments that the halting problem is undecidable.

2.0
Preliminaries


We wish to combine a program, P, and its data, X, unambiguously.  How can we encode P and X so that a single sequence of bits is decodable into P and X?  There are many ways to do this, two of which are shown below:

(i)
Pad each bit of P and each bit of X with a leading zero, and insert the 2-bit delimiter ‘10’ between the two bit streams representing P and X.  Then, when we encounter a ‘10’ token in the input stream, we have reached the end of P.

(ii)
Pad each bit of P with a leading 0; pad each bit of X with a leading 1.  Then, the occurrence of the first 1 in the left position of a 2-bit token is the start of X.


In both cases,  we can decode P and X mechanically.  We will use angled brackets to indicate that P and X are encoded as a bit string, as shown here:  <P,X>

2.1  


Imagine that Rob tells his teacher, Hing, that he believes he can build a machine to solve the halting problem.  Hing is skeptical, but to his surprise, Rob says he has a program, HR , that  will input an arbitrary program, P, and its input, X, and return "Yes" if P halts and "No" otherwise.  Hing asks Rob for the program, and modifies it as follows:  Hing's program, HR', reads the program, P, encodes P into the pair <P, P> (using an encoding scheme such as was presented above), and calls HR as a subroutine with arguments <P, P>.  If HR returns “yes”, then HR’ goes into an infinite loop; if HR returns “No”, then HR’ halts.  That is HR’ on an input P behaves as follows:


HR’(P ) =  if HR(<P,P>) then loop

Clearly, HR' can be implemented.  The programs HR and HR' are shown below:
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(a) Rob's Pascal program

(b) Hing's Pascal program


Now, Rob and Hing perform an experiment together.  They run HR'(HR'), that is, they run Hing's program with his program as input.  Two scenarios may occur:

(i)  HR'(HR') halts.  This implies that HR(<HR',HR'> ) returned "No", that is, the program HR' loops forever.  But this contradicts the observable behavior of HR'.

(ii) HR'(HR') loops.  This implies that HR(<HR',HR'> ) returned "Yes", that is, the program HR' halts.  But again this contradicts the observable behavior of HR'.


In summary, no matter whether HR’ on HR’ halts or loops, HR errs in its prediction.  Next in 2.2, we give another argument (proving the same result) that avoids the problem of whether one has the ability to observe if a program is looping on its input.

2.2


In this version, Hing asks Rob, "What do you think will happen if I run HR' on HR'?  Will HR' halt?  Rob takes his program HR and runs it on <HR', HR'>.  HR returns "No" after 5 minutes.  So Rob replies that HR' loops when run on itself as data.  Hing then proceeds to take HR' and run it with HR' as input.  Since  HR(<HR', HR'>) is false, Hing's program halts in just over 5 minutes in contradiction to Rob's prediction .  


Let's suppose instead that HR returns "Yes" after 5 minutes when run on 

<HR’, HR>.  So, Rob replies that HR' halts  after 5 minutes when run with HR' as its input.  Hing again takes HR' and runs it with HR' as input.  Since HR(<HR', HR'>) is true, the statement in Hing's program


HR'(HR') = if HR(<HR', HR'>) then loop

takes the then branch and loops.  HR' is observed to loop well after the 5 minutes that Rob's program ran before halting.  Again, this contradicts the behavior predicted by Rob.

Logical Formulation:  We can state the halting problem by asking whether the following proposition is true or not:


HH’xH(<H',x>) =
true if H’ on x halts





=
false if H’ on x loops

The negation of this is the statement

(1)
~HH’xH(<H',x>) =
true if H’ on x halts





=
false if H’ on x loops

Translated literally, the logic states the following:  "It is not the case that there exists a program H such that for all programs, H’, and inputs, x, H returns TRUE if H’ halts and FALSE if H’ loops indefinitely, when run with the input x."

We can transform this logical statement as follows:

(2)
H~H’xH(<H',x>) =
true if H’ on x halts





=
false if H’ on x loops

Translated literally, the logic states the following:  "For any program H it is not the case that for all programs, H’ and inputs, x, H returns TRUE if H’ halts and FALSE if H’ loops indefinitely, when run with the input x."  This is equivalent to (1) above.

(3)
HH’x~H(<H',x>) =
true if H’ on x halts





=
false if H’ on x loops
Translated literally, the logic states the following:  "For any program H, there exists some program, H', and input, x, such that H does not return TRUE if H' halts and FALSE if H' loops indefinitely, when run with the input x."  Again, this statement is equivalent to the previous two.  Notice, that now we simply need to find a program, H', and an input, x, that makes H undecidable (unable to answer TRUE or FALSE).  In the two-player game, first we picked an arbitrary program, HR for H.  Next, we substituted the actual program, HR' for H' and HR' again for x.


Is it necessary to choose some argument HR' for both H’ and x?  In general, why do we design HR' as given above?


According to the previous discussion, in order to show that H cannot solve the halting problem, we need to show that there exists a program H’ and an input x that makes H undecidable.  How shall we design it?  We wish H to have a hard time predicting the behavior of H’ on an input x.  So in our design for H’, we want H’ to behave differently from the prediction of H.  Thus we include a copy of H’ in the program code for H’ such that if H’ answers “halt”, then H’ loops and if H’ answers “loop” then H’ halts.  However, while we are still in the process of designing H’--and before we finish its design--how is it possible to incorporate in its design a copy of itself for H such that it (e.g., H’) would act differently than what is claimed in the message returned by H?  We do this by making the description of H’ for H an input of H’.


Let us denote the input to H’ by P.  Therefore, the H in H’ must be working on the parameter <P,x>.  It is understood that later we will be running H’ by giving H’ as its input so that the parameter for H is in fact <H’,x>.  Examining the logic further, we wish that H working on <H’,x> will return a message that contradicts the actual behavior of H’ running on H’.  Therefore, we should choose x to be H’, which again is the input P to H.  Hence, we end up with the design that H’(P) = if H(P,P) then loop.

3.
Halting problem with single-loop programs


Is the halting problem undecidable if the programs are restricted to those having only a single loop (no nested loops or recursion)?  The result is, Yes, it is still undecidable.


If the halting problem were decidable for this restricted type of program, we might argue as follows:


(i) we reduce the general halting problem to this restricted version


(ii) since it is decidable for this restricted version, it is therefore decidable for the general problem (since it can be reduced to the restricted form)


How might we reduce the general problem to the single loop problem?  We argue that the ordered pair <P, x>, where P is any Pascal program and x is its input, can be converted to <PC, y>, where PC is the fetch-execute single-loop cycle of the computer and y is whatever software is in memory: this software consists of our program, HR; our input, x; the PASCAL run-time system; and so on.  Clearly, anytime we run a program, we are observing a single-loop processor execute the bit stream in memory.  So, the transformation that reduces the general halting problem to this restricted form is mechanical enough that it can be implemented by program code.

4.
Space limited halting problem (fixed partition memory).


Suppose we must run our program in a fixed partition memory.  A program running on such a machine can behave in one of three ways:


(i) it halts normally


(ii) it loops indefinitely


(iii) it attempts to address memory outside of its partition, or some other exception condition is encountered (register overflow, etc.).


Hing argues that the halting problem with a fixed memory partition is solvable.  Here's his argument:  Our program, HL, will save its state vector (e.g., all of the memory in the fixed partition as well as all registers including the program instruction register). Let us, after each instruction of HL is executed, save the state vector as a vector, V.  If V is duplicated during execution, we have an infinite loop.  (Since nothing is different, the successor state must be the same as the successor state previously, and so on).  Suppose our state vector is N bits long; then,, there are just 2N possible configurations of V.  So, if the machine does not halt before 2N distinct states have been recorded, then we can conclude that it will loop indefinitely.  Note that we need to use a significantly larger partition (that can hold at least 2N configurations) in order to solve the halting problem for programs over a partition of size N.

5.
Discussions of Random Access Memory (RAM)


A machine with fixed partition memory restriction contrasts with the Random Access Machine (RAM) model in which we have as much memory as we need; and as big a register size as we need to represent our input and to address memory.  We may think of the RAM model, not as a machine with infinite memory, but as a machine with extensible memory and register size. If a problem requires more memory than we have or a larger register size, our RAM can create the needed resources on the fly.  It is conceivable that such a RAM machine is not that unrealistic.  On the other hand, in our daily programming practice, the programs are usually written in a way that is independent of the machine that the program is supposed to run on.  So in our study of the theory of computing, we do not want to be limited in the use of space and prefer to assume the RAM as our model.  According to the discussion in 2, the halting problem for RAM (with no limit on space) is undecidable.
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