The Relational Model

(A Tutorial)

In 1961, E. Codd published a landmark paper in which he formulated the relational database model.  It has revolutionized database processing.  The goals of the relational model were:


(1) Ease of use: all information is presented as simple tables;


(2) Non-redundant storage of information:  information is not repeated unnecessarily in different parts of the database;


(3) Storage and retrieval of information can be accomplished by a series of algebraic manipulations on tables; consequently, database processing has a mathematical foundation.  (Thus, the relational model has done for information storage and retrieval what the propositional logic of Boole did for valid argumentation - e.g.., provided an algebraic foundation.)


Let us consider the problem of producing a grade report for students containing the following information:


last name, 1st name, course name, credit hours, grade, gpa


When we look at these fields, we see that last name, 1st name and gpa are attributes of a student; that course name and credit hours are attributes of course; and that grade is an attribute of a student who has taken a course.  A cardinal principle of the relational model is to store information characteristics of different entities in different tables.  Each table should contain only attributes that are characteristic of one entity.  (The process of information analysis that results in such "pure" relations is called normalization.) 


We should never store all of the grade report information as a single table.  Consider, for example, the redundancy involved in the table below:

lastname
1stname
coursename


credhrs
grade  gpa
Jones

Tom

Intro to Comp Inf Systems
3

A 
  3.50

Jones

Tom

Principles of Biology

4

B 
  3.50

Smith

Susan

Intro to Comp Inf Systems
3

B 
  3.25

Smith 

Susan

The Enjoyment of Music
3

A 
  3.25

Last name, 1st name and GPA are stored not just once for each student, but repeated for each course a student takes - this is redundant.  Notice, that if the student's GPA changes, it will have to be changed in every row for that student.  Similarly, note that credit hours for a course is repeated every time the course is taken by different students, instead of just once for each course.

Relational Tables:   Codd proposed that information be stored in tables called relations.  We will see later that a relation is actually a mathematical structure.  For example, attributes of a student might be put in a relation called student:


student(ssn, lastname, 1stname, gpa)



ssn

lastname

1stname

gpa

601-20-5789

Agecourt

Sandra

3.60


523-23-5673

Bell


James


3.50


601-30-2481

Curry


Samuel

3.40


278-70-7315

Holloway

Jane


3.60

The first line in the example above defines the relation student. Student is the name of the relation; its attributes - ssn, lastname, 1stname, and gpa - are put in parentheses.  Attributes form the columns of the table.  The rows of the relation are the data for particular students.  Each relation has one or more attributes, called the primary key, which uniquely identifies each row of the table.  In the definition of the relation student, ssn is underlined to indicate that it is the primary key of the relation.




In relational terminology, the rows of a table or relation are called tuples; the number of columns in the table is the degree of the relation; the number of rows in the table is the cardinality of the relation; a tuple with three attributes is called a 3-tuple; and the set of valid values for an attribute is called the domain of the attribute.  Thus, the student relation in our example has degree 4, cardinality 4, consists of 4-tuples, and the domain of GPA is numbers between 0 and 4 with 2 decimal digits.


The relational tables proposed by Codd in his relational model have the following characteristics:


(1)  A row may not contain any repeating groups. 


For example, we could not have a table row like:



Jones Tom  CIS120  A  BIO102  B  MUS102 A 

where we mean that Tom Jones got an A in CIS120, a B in BIO102, and an A in MUS102.  The repeating pair of attributes, {course id, grade} is called a repeating group.  A table without repeating groups is said to be a "flat" table or file. 


(2)  No duplicate rows are allowed.  


(3)  The ordering of rows does not matter.


Up until the time that Codd's paper was published, in order to retrieve information from a database, one had to have information about how information was ordered.  For example, when you look up someone's telephone number in a telephone book, you search alphabetically--your search algorithm depends on the fact that names are stored in alphabetical sequence by last name.  Someone interested in looking up the telephone numbers of all people who have the same zip-code address would prefer that the telephone book be ordered by zip-code.  In the relational model, you don't depend on the ordering of rows in order to access information of interest.  Thus, we say that in the relational model, a program is independent of the data it accesses.


(4)  As long as columns are identified with attribute names, it doesn't matter in what order they occur in a row.

Relations

Consider the four ssn's in the student relation above.  They form a subset of the set of all possible ssn's.  Similarly, the attribute, last name, is a subset of the domain of possible last names; 1st name is a subset of possible 1st names; and gpa is a subset of possible gpa's.  


Given sets S1, S2,...,Sn, the Cartesian product 

S1 X S2 X ... X Sn 

consists of the set of all possible n-tuples where the first element of each n-tuple is from S1, the second element is from S2, and so on.

Example:  Let ssn be {523-23-5673, 601-30-2481} and lastname be {Bell, Curry, Holloway}.  Then, the Cartesian product 

ssn X lastname = {523-23-5673 Bell, 523-23-5673 Curry, 523-23-5673, Holloway, 601-30-2481 Bell, 601-30-2481 Curry, 601-30-2481, Holloway}.


The tuples of the Cartesian product have a first element from the set of ssn's and a second element from the set of student last names.  They are 2-tuples.


Given sets S1,S2, ...,Sn, a relation, R, is a subset of the Cartesian product S1 X S2 X ... X Sn.  


We can arrange the elements of the Cartesian product set in the example above into rows of a relational table:


523-23-5673 Bell


523-23-5673 Curry


523-23-5673 Holloway


601-30-2481 Bell


601-30-2481 Curry


601-30-2481 Holloway

A relation is a subset of the Cartesian product.  In the student relation defined previously, 523-23-5673 is Bell's ssn, and 601-30-2481 is Curry's ssn.  Thus, only the first and fifth ssn's and last names are part of the student relation.  

Operations on Relations

We will consider several operations on relations.  First, let us define a small database consisting of the following relations:


sec17 (ssn, lastname, 1stname, GPA)



sec18 (ssn, lastname, 1stname, GPA)



course (courseid, coursename,credhrs)


stgrades (ssn, courseid, grade)


The data in these relations is shown below:

sec17


ssn


lastname

1stname

gpa

601-20-5789

Agecourt

Sandra

3.60


523-23-5673

Bell


James


3.50

sec18


ssn


lastname

1stname

gpa

601-30-2481

Curry


Samuel

3.40


278-70-7315

Holloway

Jane


3.60

course



courseid
coursename



  credhrs

cis120

Intro to Comp Inf Systems


3


bio180
Principles of Biology



4


mus293
The Enjoyment of Music


3


phi101
Introduction to Philosophy


3

stgrades


ssn


courseid
grade

601-20-5789

cis120

A


601-20-5789

bio180
 A


601-20-5789

phi101
 C


601-20-5789

mus293
 A


523-23-5673

bio180
 C


523-23-5673

phi101
 B


523-23-5673

cis120
 
B


601-30-2481

cis120
 
W


601-30-2481

bio180
 A


278-70-7315

cis120

 A



We will now define the operations of union, difference, projection, restriction or selection, and join.

(1)  The union of two relations produces a third relation containing all of the rows from each relation with any duplicate rows resulting from the union being eliminated.  Union is indicated with the symbol +.


Example:  Let sec17and18 be the relation produced by the union of sec17 and sec18.  We express this with the relational assignment statement,



sec17and18 = sec17 + sec18

Then, sec17and18 is:


ssn


lastname

1stname

gpa

601-20-5789

Agecourt

Sandra

3.60


523-23-5673

Bell


James


3.50  


601-30-2481

Curry


Samuel

3.40


278-70-7315

Holloway

Jane


3.60

(2)
The difference between two relations produces a third relation containing all of the rows in the 1st relation that are not in the 2nd relation.  The symbol, -, indicates difference.


Example:  Suppose, after creating sec17and18, we inadvertently erased sec17.  Then, 



sec17 = sec17and18 - sec18

would recreate the relation, sec17.


Note:  Union and difference are valid operations only when the two relations involved have exactly the same shape or structure: column domains must be identical.

(3)
The projection on a relation over a list of specified attributes produces a relation whose columns are just those attributes in the order specified, and with duplicate rows eliminated.  The operation of projection is indicated by the symbol, %.


Example:  grades = stgrades%grade 

This produces the relation, grades, below:



      grade



 A




 C




 B



          W

Notice that grades has just one column and duplicate values of grade have been eliminated. (If duplicate values of grade had not been eliminated, the result would not be a relation, since relations cannot have duplicate rows.)

(4)
The selection (or restriction) of a relation produces a relation containing just those rows of the original relation that satisfy the Boolean expression that expresses the selection criteria.  Selection is denoted by a semicolon.


Example:  goodst = stgrades;grade='A'   

produces the relation


ssn


courseid
grade

601-20-5789

cis120
  
  A


601-20-5789

bio180
  A


601-20-5789

mus293
  A


601-30-2481

bio180
  A


278-70-7315

cis120
  
  A

Notice that the relation resulting from a selection has the same structure as the original relation.

(5)  The join of two relations produces a third relation containing all of the attributes from each of the two relations. A row is created in the new relation whenever the two original relations have equal values for any common attributes.  Join is symbolized by *.


Example:  stgrname = stgrades * sec18

produces

ssn

       courseid
grade  lastname
1stname

gpa
601-30-2481

cis120

W
  Curry
Samuel

3.40

601-30-2481

bio180
A
  Curry
Samuel

3.40

278-70-7315

cis120

A
  Holloway
Jane


3.60


Actually, we did not repeat the ssn attribute, since in the join this common attribute of the two relations has the same value.


The join relation allows us to relate any two relations in a database which have one or more common attributes.


A very important property of an algebra is that of closure. Just as any arithmetic operation in the algebra of real numbers produces another real number, so any operation on relations in the relational algebra produces another relation.  Thus, we can create a succession of new relations using the operations above.  For example, we can take the relation stgrname produced above and use it to produce a relation with just lastname, 1stname, courseid and grade to produce a report.  


The operation



report = stgrname%lastname,1stname,courseid,grade

will produce


lastname
1stname
courseid
grade

Curry

Samuel
cis120
 
 W


Curry

Samuel
bio180
 A


Holloway
Jane

cis120
 
 A

Exercise:  Write a series of relational assignments statements using the above operations on the database defined initially to produce a relation that contains grade report information for each student consisting of lastname, 1stname, coursename, and grade.

