As Bell Atlantic attempts to convert more and more customers to the ExpressTrak software there is an ever increasing need for the software to run as fast and efficiently as possible.  This document is an effort to bring together many of the ideas and solutions to common performance problems as well as to provide guidelines for many programming choices.  The document is divided into several categories to help the reader quickly navigate to information germane to their situation.  There is some overlap of problems across categories and some problems could be solved with a combination of solutions.  The categories are COBOL, DB2, SORT, and Run-time Environment.  Run-time environment is sort of a catch –all for anything that does not fit into one of the other categories.  The examples sited are an attempt to give the programmer a real world example of the solution.    

Category: COBOL

1. Caching Logic.  One of the easiest ways to improve performance is simply to do less.  Using caching logic means before you look up some information or even do some intensive calculations, check and see if you are doing them for the same key values that you just did them for.   The most obvious and beneficial example of this is reference data lookups in DB2.  For example:  If your code calls a data layer module to do a lookup of  some type code associated with a particular POF-ID POE-ID and REM-ID, save off the values used to do the lookup. Then, before calling the data layer the next time, check to see if you are going to use the same POF-ID, POE-ID, and REM-ID.  If you are, use the values returned the last time and don’t make the call.

Example:  Original code moves two passed in variables to the host variables and executes a SQL statement.



MOVE RS01-POF-ID TO BTCP-POF-ID



MOVE RS01-POE-ID TO BTCP-POE-ID



EXEC SQL




SELECT SV_PNT_F




INTO :BTCP-SV-PNT-F




FROM BLACT_CUP




WHERE POE_ID = BTCP-POE-ID AND





POF_ID = BTCP-POF-ID



END-EXEC



IF SQLCODE = 0




MOVE BTCP-SV-PNT TO SS01-SV-PNT-F



ELSE




MOVE SPACES TO SS01-SV-PNT-F




                                 BTCP-SV-PNT-F



END-IF 

New code adds 2 new WORKING STORAGE fields:


01  WS-PREV-POE-ID      PIC X(8) VALUE SPACES.


01  WS-PREV-POF-ID      PIC X(8) VALUE SPACES.

Before the MOVE RS01… statements a check of the new variables compared to the previous values is done:


IF RS01-POF-ID = WS-PREV-POF-ID AND


     RS01-POE-ID = WS-PREV-POE-ID

   
        MOVE BTCP-SV-PNT-F TO SS01-SV-PNT-F


ELSE

And statements are added to save off the previous values for the next time
         


         MOVE RS01-POF-ID TO BTCP-POF-ID





          WS-PREV-POF-ID


         MOVE RS01-POE-ID TO BTCP-POE-ID





          WS-PREV-POE-ID


         EXEC SQL






         .


         .


         .

                END-EXEC


         IF  SQLCODE = 0



         .

                .



         . 


         END-IF



END-IF




  

ExpressTrak Example:  There are numerous examples in the Pricing, Media and EPS code, here is one.  In module BDLN29SA, in paragraph A21000-PROCESS-RECURRING-ITEMS there is a PERFORM of Paragraph A21005-CHECK-DUPLICATE-SV-PNT.  This paragraph checks to see if the same service point is being processed.  If it is then the returned values from the previous lookup are used again.

2. INITIALIZE statements.  INITIALIZE is a handy COBOL verb that will ensure that Numeric fields have zeros and Alphanumeric and Character fields have spaces.  Unfortunately misusing this statement can be very CPU intensive and expensive.   Common mistakes include things like initializing the WORKING-STORAGE record to be used by a READ INTO statement.  COBOL is going to overlay the WORKING-STORAGE record area with whatever is in the record of the file being read, and the INITIALIZE is wasteful.  Another common mistake is to initialize a large data area that is made up of many smaller fields because it is one statement versus many, when only a few of the fields really need to be initialized.  Several statements that initialize fields will be much faster than a single statement that initializes a large area of differing data types.

Example:  Almost every program uses the INITIALIZE verb. 

3. SEARCH vs. SEARCH ALL.  When looking for a row(s) while processing arrays in COBOL, there are several options available.  Not all options are the same however, and the wrong choice can slow down execution and waste CPU.   SEARCH performs a sequential search of the array.  For very small arrays and arrays where ascending order of the arrays keys can NOT be achieved, SEARCH is the choice.  SEARCH ALL performs a binary search and is going to be faster in for any array with more than a few rows.  The more rows that are in the array the better SEARCH ALL vs. SEARCH gets.  The caveat is that the rows must be loaded in ascending order.  A common misconception is that to be able to use SEARCH ALL, rows must have unique keys.  There may be rows with duplicate keys as long as the array is loaded in ascending order.  In the case where there are multiple rows with the same key, the SEARCH ALL will find a row there is just no guarantee which of the multiple rows it finds.  Code is then added to simply decrease the index by one until the keys no longer match.  Then set the index back up by 1 and the first row with a matching key is located.  Sequential row processing until the keys no longer match can then be performed.  This sounds complicated, but it really is not and is so much faster than using  SEARCH.

Example: Here is an example of taking a sequential search (SEARCH) and making it a binary search (SEARCH ALL).  The original code contains an array defined as follows:

WS-PHONE-NUM-TABLE.

WS-PHONE-NUM-TABLE-ENTRY 
OCCURS 1 TO 1000 TIMES

DEPENDING ON WS-TABLE-SIZE

INDEXED BY WS-PNT-INDEX.

10  WS-PNT-ACCT-ID

PIC X(8).

10   WS-PNT-PHONE-NUM
PIC X(13).

The original sequential  search code looks like this:


SET WS-SPT-INDEX TO 1


SEARCH WS-PHONE-NUM-TABLE-ENTRY



AT END




SET WS-TABLE-ROW-FOUND TO FALSE



WHEN ACCT-ID = WS-PNT-ACCT-ID (WSPNT-INDEX)




MOVE WS-PNT-PHONE-NUM (WSPNT-INDEX) TO PHONE-NUM




SET WS-TABLE-ROW-FOUND TO TRUE


END-SEARCH.

To make this a binary search we must add the ASCENDING KEY clause to the OCCURS statement


01  WS-PHONE-NUM-TABLE.

05 WS-PHONE-NUM-TABLE-ENTRY 
OCCURS 1 TO 1000 TIMES

DEPENDING ON WS-TABLE-SIZE

ASCENDING KEY IS WS-PNT-ACCT-ID

INDEXED BY WS-PNT-INDEX.



10   WS-PNT-ACCT-ID

PIC X(8).

10   WS-PNT-PHONE-NUM
PIC X(13).

When loading the table the rows must be loaded in ascending key order.  If this can not be achieved, then a SEARCH ALL can not be used.

The new search code looks like the following:  Notice the SET statement is gone and the only other change is the addition of the word ALL.


SEARCH ALL WS-PHONE-NUM-TABLE-ENTRY



AT END




SET WS-TABLE-ROW-FOUND TO FALSE



WHEN ACCT-ID = WS-PNT-ACCT-ID (WSPNT-INDEX)




MOVE WS-PNT-PHONE-NUM (WSPNT-INDEX) TO PHONE-NUM




SET WS-TABLE-ROW-FOUND TO TRUE


END-SEARCH.

ExpressTrak Example:  Pricing module XAFWCO01 has a SEARCH ALL in S9500-DETERMINE-CONCUR which is only performed if the CUST-ID is different than the previous one (an example of caching logic.  See point number 1.).  Media module BFP00016 contains a SEARCH in paragraph A99230-DETERMINE-ENVLP-WT.  The array contains 1 to 50 entries.  A SEARCH ALL may improve performance depending upon how many rows are usually in the array.  If there are not very many then the SEARCH is probably good.

4. MOVE statements.  COBOL can be fairly inefficient at executing moves of large data areas.  A somewhat common example occurs when processing variable length records.  A file being processed is variable length of 30,000 bytes.  A record is read into an 01 level in a COBOL module and a MOVE is coded that moves the 01 level to another data area.  The MOVE will move all 30,000 bytes even if only a few hundred contained real data.  Moves of this size use unnecessary CPU and take valuable clock time.  A better solution is to move only the real data.  Obviously, to do this the length of the real data must be determined.  One way would be to include the length as part of each record.  Another is to use the LENGTH OF clause.  The bottom line is that by moving only the size necessary, resources will be saved.

Example:  If  your working storage area looks like this:


01   WS-BUFFER-AREA                              PIC X(20000).


01   WS-RECORD-A


PIC X(100).


01   WS-RECORD-B


PIC X(150).


01   WS-RECORD-C


PIC X(20000).

If WS-BUFFER-AREA is being used as a hold area for A,B, and C records, when it is  time to move the appropriate bytes to a linkage area item LS-BUFFER-REC.  If you are moving a record A it is a waste to move the whole buffer area, so it should be coded as follows:


MOVE WS-BUFFER-AREA (1: LENGTH OF WS-RECORD-A) TO LS-BUFFER-REC.

ExpressTrak Example:  EPS module XTOJN130 contains numerous examples of  performance enhancements implemented to reduce resource use by qualifying move areas.

5.    Variable length records.  Often times we need to make use of the ability of COBOL to READ and WRITE variable length records.  When working with code containing SELECT/ASSIGN’s and FD’s there are some coding techniques necessary to ensure that variable length records are written correctly.  For example:  If you have a variable length file of 5004 bytes, you would code your 01 level under your FD to be PIC X(5000), accounting for the 4 bytes for the length.  If you WRITE a record using the 5000 byte 01 level, no matter how long your record really is, it will be padded with spaces for the whole 5000 bytes.  The answer is to have an additional 01 level below the 5000 byte one.  The second 01 level is an array with an OCCURS 1 TO 5000 DEPENDING ON …   The field referenced by the depending on clause will contain the actual length of the variable length record.  When you WRITE a record using this second 01 level, the record is not padded with spaces.  The actual I/O is slower if the records are padded with spaces, and any sorts using the records will be slower and require more resources.

       Example: The file description is done as follows:



FD PHONE-FILE-OUT

  RECORDING MODE IS V.                 

01 PHONE-RECORD-OUT-F         PIC X(30000).             

01 PHONE-RECORD-OUT.                                    

   

     05 PHONE-REC                                         

      


     OCCURS 1 TO 30000 TIMES

     DEPENDING ON WS-PHONE-REC-LEN.

      


10 PHONE-REC-BYTE       PIC X.        


Other working storage fields:



01  WS-HEADER         

PIC X(100).



01  WS-DETAIL-1

PIC X(25000).



01  WS-DETAIL-2

PIC X(17500).



01  WS-TRAILER

PIC X(50).            


When the record is to be written, the second 01 level is referenced not the first, to insure the correct number of bytes are written:



EVALUATE TRUE                                           

WHEN WS-REC-TYPE-HDR


COMPUTE WS-PHONE-REC-LEN = LENGTH OF WS-HEADER                                  

    


WRITE PHONE-RECORD-OUT FROM WS-HEADER           

WHEN WS-REC-TYPE-TRL                                  

    


COMPUTE WS-PHONE-REC-LEN = LENGTH OF WS-TRAILER                             

    


WRITE PHONE-RECORD-OUT FROM WS-TRAILER          

WHEN WS-REC-DETAIL-1


COMPUTE WS-PHONE-REC-LEN = LENGTH OF WS-DETAIL-1                                            

     


WRITE PHONE-RECORD-OUT FROM WS-DETAIL-1



        WHEN WS-REC-DETAIL-2




COMPUTE WS-PHONE REC-LEN = LENGTH OF WS-DETAIL-2




WRITE PHONE-RECORD-OUT FROM WS-DETAIL-2  

END-EVALUATE.                                         

ExpressTrak Example: Taxing module PDS20000 contains an excellent example of this technique.

Category:  DB2

1. Loading into Working-Storage Arrays.  Item number 1 under COBOL mentions caching logic for lookups to DB2 tables.  Another way to reduce the impact of accessing DB2 tables (almost always the most CPU costly processing in a batch application) is to OPEN a single cursor for a particular SQL access and then FETCH all of the rows into a WORKING-STORAGE array and then processing from that array.  This is effective in cases where the code is returning static reference data by processing the following logic thousands of times: opening a cursor, fetch a few rows and then closing the cursor.  Opening a single cursor, then “loading” an internal array with the data then using a SEARCH or SEARCH ALL (see point number 2 in the COBOL section) can be much faster than the individual cursors.

Example: For the following example assume that a data layer currently does several hundred thousand selects on a DB2 table and the DB2 table is fairly static reference data.  This is a good candidate to load in to a working storage table as long as the DB2 table is not to large, say less than 20,000 to 25,000 rows.

The original SQL statement is as follows:


EXEC SQL                                             

 SELECT P_JRN_CLS_RGLTD_I                          

     

INTO :WS-P-JRN-CLS-RGLTD-I                      

       
FROM P_JRN_CLS_D                                

   
WHERE POF_ID         = :WS-POF-ID             AND

                      POE_ID         = :WS-POE-ID             AND

                     R_JRN_C       = :WS-STATE-ID        AND 

                     CU_CLS_C    = :WS-CU-CLS-C        AND

          P_JRN_CLSD_E_D > :PCSD-P-JRN-CLSD-E-D   AND

          P_JRN_CLSD_S_D <= :PCSD-P-JRN-CLSD-S-D     

END-EXEC.                                            

The following array would be added to WORKING-STORAGE:


01  WS-ARRAY.                                           

    

05  WS-ARRAY-REC-CNT             PIC S9(9) COMP.    

    

05  WS-ARRAY-ROW                                    

        

OCCURS 1 TO 30000 DEPENDING ON WS-ARRAY-REC-CNT 

        

ASCENDING KEY IS                                

        

WS-ARRAY-KEY                                    

        

INDEXED BY WS-ARRAY-INDEX.                      

        

10  WS-ARRAY-KEY.                               

            


15  WS-ARRAY-POF-ID            PIC X(8).    

            


15  WS-ARRAY-POE-ID            PIC X(8).    

            


15  WS-ARRAY-STATE-ID          PIC X(2).    

            


15  WS-ARRAY-CU-CLS-C          PIC X(3).    

        

10  WS-ARRAY-P-JRN-CLSD-E-D        PIC X(10).   

        

10  WS-ARRAY-P-JRN-CLSD-S-D        PIC X(10).   

        

10  WS-ARRAY-WS-P-JRN-CLS-RGLTD-I  PIC X(1).    

Then the following cursor would be declared to pull the rows from DB2.


DECLARE LOAD_CURSOR CURSOR FOR  

   

SELECT  POF_ID                 

          

,POE_ID                 

         

,R_JRN_C                

          

,CU_CLS_C               

          

,P_JRN_CLSD_E_D         

          

,P_JRN_CLSD_S_D         

          

,P_JRN_CLS_RGLTD_I      

     

FROM  P_JRN_CLS_D            

 

ORDER BY  POF_ID         ASC     

          

,POE_ID         ASC     

          

,R_JRN_C        ASC     

          

,CU_CLS_C       ASC     

          

,P_JRN_CLSD_E_D DESC    

          

,P_JRN_CLSD_S_D DESC    

END-EXEC                          

This cursor would be opened once upon first access to the program.  Every row from a good fetch is then added to the new array.

To satisfy the individual select statements, a binary search is done on the array. 

ExpressTrak Example:  Pricing module BTS101BU builds its WS-TAX-TABLE with data returned from a data called which ultimately returns every row from the DB2 table.

2. Use of VSPlus.  There are times when a DB2 access is so costly in terms of CPU use and elapsed time that it can not be allowed to be executed on the critical path of a batch execution.  There are several options available in such a situation, and Bell Atlantic has chosen the use of VSPlus software for such circumstances.  Vsplus allows a “coreloading” of the DB2 data for use in the batch run.  The actual loading of the VSPlus linear VSAM files is done off of the critical path, usually at cycle kickoff or some other convenient point in the cycle.  The data layer that previously accessed DB2, now accesses a linear VSAM file with a SQL-like access interface.  The term coreloading comes from the fact that when a row is fetched, the page containing that row is loaded into memory and subsequent rows from that page are pulled directly from memory, which is extremely fast.  Rows selected from DB2 and loaded into a linear VSAM file are subject to several rules.  First, the rows must be loaded in ascending key order.  Second, there can be no duplicates, the keys must be unique.  To get around the duplicates rule, a sequence number can be added to the record at the end of the key.  This requires the use of a COBOL module to create the unload file from DB2 to be loaded into the linear VSAM.  If the keys are already unique, then a utility can be used to create the unload file from DB2.  The utility is the preferred choice because it means less components and is a little faster.  VSPlus is not the cure all replacement for DB2 in the batch job stream, but for conditions where millions of lookups are being done for the same reference data on fairly large tables, it can be a great choice.

Example:  Pricing job XBEXVC80 is a good example of using the utility approach.  Data layer BDL803VS accesses the linear VSAM loaded by XBEXVC80.  XBEXVA80 is an example that uses a COBOL program for the unload(BTS014UL).  Data layer BDL014VS uses the linear VSAM loaded by XBEXVA80.

3. Doing an Explain.  How do you tell if SQL embedded in COBOL is going to perform poorly or not?  Or if you already know that a particular embedded SQL is performing poorly, but you don’t know why, what can you do?  Running an Explain is a good place to start.  There are several ways to do an Explain.  A simple one is to wrap it around the execution of your SQL in a SPUFI as follows:

  DELETE FROM PLAN_TABLE                                     

    WHERE QUERYNO = 99999                                    

        ;                                                    

  EXPLAIN ALL SET QUERYNO = 99999 FOR                        

--                                                           

  SELECT MIN(A.ADR_F)                                        

  FROM   XTOR.SV_PNT_ISC  A                                  

  WHERE A.SV_PNT_F =                                         

     (SELECT DISTINCT B.SV_PNT_F                             

      FROM   XTOR.BLACT_CUP  B                               

      WHERE B.BLACT_F  = ? AND                               

            B.SV_PNT_F =                                     

           (SELECT MIN(C.SV_PNT_F)                           

              FROM XTOR.NK_AUTH   C                          

              WHERE B.SV_PNT_F = C.SV_PNT_F               AND

               C.VR_STT_C  = 'CP'                         AND

               C.VR_STTE_C IN('AC','RT')                  AND

               C.VR_ACTL_END_D = '9999-12-31'))              

       ;                                                     

 --

           SELECT  * FROM PLAN_TABLE  

       
WHERE QUERYNO IN (99999) 

     
ORDER BY QUERYNO         

              ; 


The results of running this in SUPFI is a table showing for each table in the SQL what access path will be chosen by the DB2 optimizer.  From this information you can see where the problem might lie.  If you want to try something to see it effect on the access path, simply change the spufin member and resubmit.

Bind packages with the explain yes option and look at explain output

To look at the access paths chosen by the DB2 optimizer it is advisable to have the EXPLAIN(YES) option set in the bindcard of packages/plans. DB2/PM can then be used to extract the plan information from the PLAN table and examined for any relational scans etc.

Things to look for in an explain output:

*   Whether or not a join was required and the type of join being performed.                                    

*   The method DB2 is assumed to use to access the table.                    

*   Whether an index was used or a relational scan is being performed.   

*   The number of index matching columns.                                           

*   Various fields related to query I/O parallelism                         

*   If a new or composite table was created, whether a sort on that table was required.                                                           

*   The lock mode of the table space.                                       

*   Whether prefetch is anticipated to be used.                             

Following is an example of a job that will extract the explain details from a plan table:

//EXPLAIN1 JOB (SPB200R0C0,2A000000,XBET,1,9999,0),'EXPLAIN',           

// MSGCLASS=T,NOTIFY=&SYSUID,MSGLEVEL=(1,1),REGION=0M,CLASS=A,

// TIME=1

//*+JBS BIND DBL1                                                    

//***********************************************************        

//*                                                                  

//EXPLN1   EXEC PGM=DB2PM                                            

//STEPLIB DD DSN=BADB2.DBL1.LOADLIB,DISP=SHR                         

//        DD DSN=BADB2.DBL1.DSNLOAD,DISP=SHR                         

//EXPLAIN DD DSN=EXPLAIN.OUFILE,DISP=MOD                 

//SYSIN DD *                                                         

  GLOBAL PLANEXPLAIN(DB2PMX51)                                       

  EXPLAIN PACKAGE(XCV1BBP2.XCV1DL08) LEVEL(DETAIL) SSID(DBL1)        

  EXEC                                                               

Following is an example of the explain output from the above command:

1ACTUAL AT:04/22/99 18:40:02      DB2PM (V5)               PAGE       :     1-1                                                      

                                 EXPLAIN PACKAGE           DB2 RELEASE: V5                                                           

 LOCATION: NJ13_DBL1               XCV1DL08                USER AUTHID: XBEXT100                                                     

 SUBSYSTEM:DBL1                      BASIC                 CURR.SQLID : XBEXT100                                                     

 PACKAGE LOCATION  :NJ13_DBL1                                                                                                        

 PACKAGE COLLECTION:XCV1BBP2                                                                                                         

 PACKAGE ID        :XCV1DL08                                                                                                         

 PACKAGE VERSION ID:                                                                                                                 

 STATEMENT NUMBER  :     319                                                                                                         

0SQL STATEMENT READ FROM SYSIBM.SYSPACKSTMT:                                                                                         

  DECLARE XCV1DL08 CURSOR FOR                                                                                                        

  SELECT DISTINCT PRCSG_LVL_C                                                                                                        

  FROM T40402_ASPOI                                                                                                                  

  WHERE FAD466_IDENT_PURCH = :WS-NUM-VARIABLES.WS-SPP-PURCH AND                                                                      

  FAD420_IDENT_PURCH = :WS-NUM-VARIABLES.WS-BSPO-PURCH AND FAD401_IDENT_PURCH =                                                      

  :WS-NUM-VARIABLES.WS-ASPO-PURCH                                                                                                    

 STATUS   : COMPILED-BOUND USING DEFAULTS FOR INPUT VARIABLES                                                                        

 ISOLATION: CURSOR STABILITY                                                                                                         

0-------------------------------------------------------------------------------                                                     

 PLAN TABLE DATA    OWNER: XBEXT100                                                                                                  

 BIND TIME : 1999-04-22-18.25.20.650976                                                                                              

0QUERYNO:     319, ACC. TYPE:   I, PLAN NO:   1, TABLE NAME: T40402_ASPOI                                                            

 Q BLOCK NO.:   1, MATCHCOLS:   3, TAB. NO:   1,   -  OWNER: XBP2                                                                    

 DATE: 1999-04-22, PLAN:         , METHOD :   0, INDEX NAME: I4040211                                                                

 TIME: 18:25:20.6, PCKG: XCV1DL08, IDXONLY : NO,   -  OWNER: XBP2                                                                    

 TS LOCKMODE:  IS, COL.FUNC. :   , PREFETCH:   , MULT.INDEX :                                                                        

 ACCESS DEG :   0, ACC.PGROUP:  0, JOIN DEG:  0, JOIN PGROUP:    0                                                                   

 PAGE RANGE :    , PARALL.MODE:  , JOIN TYPE:  , MERGE JOIN :    0                                                                   

 WHEN_OPTIM :                                  , QBLOCK_TYPE: SELECT                                                                 

 CORRELATION:                    , GROUP MEMB.:                                                                                      

 COLLECTION : XCV1BBP2           , VERSION    :                                                                                      

0SORTN TABLE -UNIQUE: N, JOIN: N, ORDER BY: N, GROUP BY: N, PARAL.GROUP:     0                                                       

 SORTC TABLE -UNIQUE: N, JOIN: N, ORDER BY: N, GROUP BY: N, PARAL.GROUP:     0                                                       

 -------------------------------------------------------------------------------                                                     

 THE ACCESS PATH CHOSEN BY DB2 AT 18:25:20.6   ON 1999-04-22                                                                         

0+------------------------------------------------------------------+                                                                

 | MATCHING INDEX SCAN WITH SCAN OF REFERENCED DATA PAGES           |                                                                

 | NUMBER OF MATCHING COLUMNS: 3 - THE INDEX HAS 4 COLUMNS          |                                                                

 | NON-CLUSTERED INDEX SCAN WILL BE USED                            |                                                                

 | LOCK MODE IS SHARE LOCK FOR THE PAGE IN THE SEGMENTED TABLE      |                                                                

 | PAGE RANGE SCAN WILL NOT BE USED                                 |                                                                

 |                                                                  |                                                                

 |                                                                  |                                                                

 +------------------------------------------------------------------+                                                                

1ACTUAL AT:04/22/99 18:40:02      DB2PM (V5)               PAGE       :     1-2                                                      

                                 EXPLAIN PACKAGE           DB2 RELEASE: V5                                                           

 LOCATION: NJ13_DBL1               XCV1DL08                USER AUTHID: XBEXT100                                                     

 SUBSYSTEM:DBL1                      BASIC                 CURR.SQLID : XBEXT100                                                     

 PACKAGE LOCATION  :NJ13_DBL1                                                                                                        

 PACKAGE COLLECTION:XCV1BBP2                                                                                                         

 PACKAGE ID        :XCV1DL08                                                                                                         

 PACKAGE VERSION ID:                                                                                                                 

 STATEMENT NUMBER  :     319                                                                                                         

0SQL STATEMENT READ FROM SYSIBM.SYSPACKSTMT:                                                                                         

  DECLARE XCV1DL08 CURSOR FOR                                                                                                        

  SELECT DISTINCT PRCSG_LVL_C                                                                                                        

  FROM T40402_ASPOI                                                                                                                  

  WHERE FAD466_IDENT_PURCH = :WS-NUM-VARIABLES.WS-SPP-PURCH AND                                                                      

  FAD420_IDENT_PURCH = :WS-NUM-VARIABLES.WS-BSPO-PURCH AND FAD401_IDENT_PURCH =                                                      

  :WS-NUM-VARIABLES.WS-ASPO-PURCH                                                                                                    

 STATUS   : COMPILED-BOUND USING DEFAULTS FOR INPUT VARIABLES                                                                        

 ISOLATION: CURSOR STABILITY                                                                                                         

0-------------------------------------------------------------------------------                                                     

 PLAN TABLE DATA    OWNER: XBEXT100                                                                                                  

 BIND TIME : 1999-04-22-18.25.20.650976                                                                                              

0QUERYNO:     319, ACC. TYPE:    , PLAN NO:   2, TABLE NAME:                                                                         

 Q BLOCK NO.:   1, MATCHCOLS:   0, TAB. NO:   0,   -  OWNER:                                                                         

 DATE: 1999-04-22, PLAN:         , METHOD :   3, INDEX NAME:                                                                         

 TIME: 18:25:20.6, PCKG: XCV1DL08, IDXONLY : NO,   -  OWNER:                                                                         

 TS LOCKMODE:    , COL.FUNC. :   , PREFETCH:   , MULT.INDEX :                                                                        

 ACCESS DEG :   0, ACC.PGROUP:  0, JOIN DEG:  0, JOIN PGROUP:    0                                                                   

 PAGE RANGE :    , PARALL.MODE:  , JOIN TYPE:  , MERGE JOIN :    0                                                                   

 WHEN_OPTIM :                                  , QBLOCK_TYPE: SELECT                                                                 

 CORRELATION:                    , GROUP MEMB.:                                                                                      

 COLLECTION : XCV1BBP2           , VERSION    :                                                                                      

0SORTN TABLE -UNIQUE: N, JOIN: N, ORDER BY: N, GROUP BY: N, PARAL.GROUP:     0                                                       

 SORTC TABLE -UNIQUE: Y, JOIN: N, ORDER BY: N, GROUP BY: N, PARAL.GROUP:     0                                                       

 -------------------------------------------------------------------------------                                                     

 THE ACCESS PATH CHOSEN BY DB2 AT 18:25:20.6   ON 1999-04-22                                                                         

0+------------------------------------------------------------------+                                                                

 | ADDITIONAL SORT FOR UNION OR UNIQUENESS                          |                                                                

 | PAGE RANGE SCAN WILL NOT BE USED                                 |                                                                

 |                                                                  |                                                                

 |                                                                  |                                                                

 +------------------------------------------------------------------+                                                                

 ===============================================================================                                                     

 LOCATION     : NJ13_DBL1                                                                                                            

 COLLECTION ID: XCV1BBP2                                                                                                             

 PACKAGE ID   : XCV1DL08                                                                                                             

 VERSION ID   :                                                                                                                      

1ACTUAL AT:04/22/99 18:40:02      DB2PM (V5)               PAGE       :     1-3                                                      

                                 EXPLAIN PACKAGE           DB2 RELEASE: V5                                                           

 LOCATION: NJ13_DBL1               XCV1DL08                USER AUTHID: XBEXT100                                                     

 SUBSYSTEM:DBL1                      BASIC                 CURR.SQLID : XBEXT100                                                     

 CONSIST.TOKEN: X'1642CB39098DA7F6'                                                                                                  

 PDSNAME      : PXBBB.SYST.A99X02.DBRMLIB                                                                                            

 OWNER        : XBEXT100             QUOTE        : APOSTROPHE                                                                       

 CREATOR      : XBEXT100             COMMA        : PERIOD                                                                           

 BIND DATE    : 1999-04-22           HOSTLANG     : VS COBOL II                                                                      

 BIND TIME    : 18.25.20.650976      CHARSET      : ALPHANUMERIC                                                                     

 CREATE DATE  : 1999-03-26           MIXED        : NO                                                                               

 CREATE TIME  : 10.31.29.706497      DEC31        : NO                                                                               

 QUALIFIER    : XBP2                 DATA CURRENCY: INHIBIT BLOCKING                                                                 

 BASE SIZE    :       1224           SQLERROR     : NOPACKAGE                                                                        

 AVERAGE SIZE :       2644           SOURCE       : DBRM                                                                             

 SYSENTRIES   :          0           PRECOMP. DATE: 1999-04-12                                                                       

 SQL STATEMENT:          1           PRECOMP. TIME: 18.30.47.369375                                                                  

 VALIDATE     : BIND                 VALID        : YES                                                                              

 ISOLATION    : CURSOR STABILITY     OPERATIVE    : YES                                                                              

 RELEASE      : AT COMMIT            REOPTIMIZAT. : NO                                                                               

 DEGREE       : 1                    DEFERPREPARE : INHERITED FROM PLAN                                                              

 KEEP DYNAMIC : NO                                                                                                                   

 ===============================================================================                                                     

1REPORT ON:04/22/99 18:40:02        DB2 PM (V5)                    SUMMARY PAGE                                                      

                                       EXPLAIN                                                                                       

                                    SUMMARY REPORT         USER AUTHID: XBEXT100                                                     

0                                                                                                                                    

0THE FOLLOWING   1 DB2 PM EXPLAIN REQUESTS WERE PROCESSED:               PAGE NO                                                     

0                                                                                                                                    

0  1:    DBL1 PACKAGE  : XCV1BBP2                     .XCV1DL08                                                                      

              BASIC REPORT REQUESTED                                                                                                 

       DBRM/PACK   STMT TYP                                                                                                          

       XCV1DL08     319 P    MATCHING INDEX SCAN(3/4)-DATA PAGES            1-1                                                      

       XCV1DL08     319 P    ADDITIONAL SORT FOR UNION OR UNIQUENESS        1-2                                                      

0                                                                                                                                    

0DB2PM EXPLAIN PROCESSING COMPLETED.                                                                                                 
 As a rule of thumb:

· Relational table scans on large tables will be more expensive than index scans. 

· An index only scan is more efficient than an index scan followed by data pages fetch.  If your query is using a table scan, as indicated by the explain, consider getting an index built on the columns that will match your predicates the best. This is true especially if the query is to be executed numerous times. 

· More matching columns for an index scan should translate to better performance.

· Sorts are expensive, order by, groups by clauses need to be looked at more carefully to see if they are indeed required. 

· For example if an application does not require data to be ordered in a particular way and creates an output file for another application which does require the data to be ordered - it may be better, performance wise,  to not order the data in the select statement but rather have a syncsort step after the job completes to get the data in the order required by the following application.

4. Adding Indexes.  If an Explain shows that a tablespace scan is being done and it is being done against a large table, where an index access would be preferred, the programmer may find that the needed index does not exist.  The next step here is to contact the DBA team and work with them to get the appropriate index added.

5. Utilities for mass INSERTS. In situations where a significant number of records are to be inserted into a table, the DB2 load utility is the preferred approach over writing a COBOL program that performs the inserts using imbedded SQL statements. The load utility easily outperforms inserts and also alleviates issues resulting from logging of changes in the DB2 log.

Example:  The following is an example of how the IBM utility DSNUTILB can be used to do mass loads.

//XTOJDM05   EXEC PGM=DSNUTILB,PARM='&DB2,LDUTID&AREA'        

//STEPLIB  DD DSN=BADB2.&DB2SYS..DSNLOAD,DISP=SHR             

//UCC11NR  DD DUMMY                                           

//SYSOUT   DD SYSOUT=*                                        

//SYSUDUMP  DD SYSOUT=(A,,SARD),DEST=SARD                     

//SYSTSPRT DD SYSOUT=*                                        

//SYSDUMP  DD SYSOUT=*                                        

//SYSPRINT DD DSN=&NODE..JDM&AREA.S10.SYSPRINT(+1),           

//            DISP=(NEW,CATLG,CATLG),                         

//            DCB=(&GDGMODL.),                                

//            UNIT=DISK,SPACE=(TRK,(&PSPACE1,&SSPACE1),RLSE)  

//UTPRINT  DD DSN=&NODE..JDM&AREA.S10.UTPRINT(+1),            

//            DISP=(NEW,CATLG,CATLG),                         

//            DCB=(&GDGMODL.),                                

//            UNIT=DISK,SPACE=(TRK,(&PSPACE1,&SSPACE1),RLSE)  

//SYSERR   DD DSN=&NODE..JDM&AREA.S10.SYSERR,                 

//            DISP=(NEW,DELETE,CATLG),                        

//            UNIT=DISK,SPACE=(CYL,(&PSPACE1,&SSPACE1),RLSE)  

//SYSMAP   DD DSN=&NODE..JDM&AREA.S10.SYSMAP,

//            DISP=(NEW,DELETE,CATLG),                               

//            UNIT=DISK,SPACE=(CYL,(&PSPACE1,&SSPACE1),RLSE)         

//SYSUT1   DD DSN=&NODE..JDM&AREA.S10.SYSUT1,                        

//            DISP=(NEW,DELETE,CATLG),                               

//            UNIT=DISK,SPACE=(CYL,(&PSPACE1,&SSPACE1),RLSE)         

//SYSDISC  DD DISP=SHR,DSN=PXTOJ.JDM&AREA.S10.SYSDISC              

//SORTOUT  DD DSN=&NODE..JDM&AREA.S10.SORTOUT,                       

//            DISP=(NEW,DELETE,CATLG),                               

//            UNIT=DISK,SPACE=(CYL,(&PSPACE1,&SSPACE1),RLSE)         

//*---------------------------------------------------------------*/ 

//* INPUT FILES FOR LOAD UTILITY                                     

//*---------------------------------------------------------------*/ 

//SYSREC00 DD DISP=SHR,DSN=PXTOJ.JDM&AREA.S10.SYSREC00 *LOAD DATA TO 

//SYSTSIN  DD DUMMY                                                  

//SYSIN    DD DISP=SHR,DSN=PXTOJ.JDM&AREA.S10.SYSIN(LOAD)   *LOAD TABLE FOR

//*

Where the SYSIN load would contain something like the following:

LOAD DATA INDDN SYSREC00 DISCARDDN SYSDISCA RESUME YES LOG NO 

INTO TABLE XEXT.T40050_USAGE_10                               

 (                                                            

  DAD045_EMR_CAT_ID  POSITION(     1:    2 )                  

    CHAR               (     2)                               

        ,                                                     

  DAD045_EMR_GROUP   POSITION(     3:    4 )                  

    CHAR               (     2)                               

        ,                                                     

  DAD045_EMR_TYPE    POSITION(     5:    6 )                  

    CHAR               (     2)                               

        ,                                                     

  EVENT_DATE         POSITION(     7:    16 )                 

    DATE EXTERNAL      (    10)                               

        ,                                                     

  FROM_NUMBER_LENGTH POSITION(     17:    18 )                

    CHAR               (     2)                               

        ,                                                     

  DAD035_ORIG_NPA    POSITION(     19:    21 )

CHAR               (     3)                      

      ,                                            

DAD035_ORIG_NXX    POSITION(     22:    24 )       

  CHAR               (     3)                      

      ,                                            

ORIG_LINE_NUMBER   POSITION(     25:    28 )       

  CHAR               (     4)                      

      ,                                            

TO_NUMBER_LENGTH   POSITION(     29:    30 )       

  CHAR               (     2)                      

      ,                                            

DAD035_TERM_NPA    POSITION(     31:    33 )       

  CHAR               (     3)                      

      ,                                            

DAD035_TERM_NXX    POSITION(     34:    36 )       

  CHAR               (     3)                      

      ,                                            

TERM_LINE_NUMBER   POSITION(     37:    40 )       

  CHAR               (     4)                      

      ,

SATELLITES         POSITION(    *   )  

   VARCHAR                              

)

ExpressTrak example:  The EPS job XTOJDM8* contains IBM load utilities.

6.   Using a DB2 unload utility instead of a COBOL program
DB2 program DSNTIUAL performs a lot faster than using a COBOL program that selects data from DB2 table(s) and writes to a flat data file. The DSNTIUAL program can be fed a SQL select statement required for selecting the data.

Example: Following is an example of how the DSNTIUAL can be used to select data from DB2 table(s):

//DSNUNLDX JOB (SPB200R0C0,2AH0F300,XBET,1,9999,0),'TEST JOB',       

// CLASS=A,MSGCLASS=T,MSGLEVEL=(1,1),NOTIFY=&SYSUID,                  

// TIME=1,REGION=5M                                                   

//*                                                                   

//*+JBS BIND DBL1                                                     

//* -----------------------------------------------------------------
//* STEP020 -  RUNS AN IBM UTILITY TO UNLOAD DB2 DATA          

//* ----------------------------------------------------------------- 

//STEP020  EXEC PGM=IKJEFT01,DYNAMNBR=20,REGION=5M                    

//SYSUDUMP  DD SYSOUT=(A,,SARD),DEST=SARD            *ABENDAIDDUMP *  

//SYSABOUT  DD SYSOUT=(A,,SARD),DEST=SARD            

//SYSPRINT  DD SYSOUT=*                                               

//SYSDBOUT  DD SYSOUT=(A,,SARD),DEST=SARD   

//SYSTSPRT  DD SYSOUT=*,DCB=BLKSIZE=133                               

//ABNDRPT   DD SYSOUT=*                                               

//UTPRINT   DD SYSOUT=*                                               

//SYSPUNCH  DD SYSOUT=*                                               

//STEPLIB   DD DSN=BADB2.DBL1.DSNLOAD,DISP=SHR                        

//          DD DSN=BADB2.DBL1.LOADLIB,DISP=SHR                        

//          DD DSN=SYS1.LE.SCEERUN,DISP=SHR                           

//SYSREC00  DD DSN=XXXXXX.UNLOAD,DISP=(NEW,CATLG)                   

//SYSTSIN   DD *                                                      

 DSN SYSTEM (DBL1)                                                    

 RUN PROGRAM(DSNTIAUL) PLAN(DSNTIAUL) PARM ('SQL')                    

/*

//SYSIN     DD *                                                      

   SELECT  NK_AUTH_TLB, SV_PNT_F, CU_LN_F FROM XBP2.NK_AUTH            

          ;                                                           

//*

7. Ensure that table statistics are updated before performing a bind

The DB2 optimizer uses the table and index statistics from the DB2 catalogs to determine the optimal access path. If the table statistics do not reflect the data in the table, the optimizer may decide to perform a table scan instead of using indexes. This can be very expensive depending on the size of the table. A quick and easy way to look at the statistics is to query the sysibm.systables  catalog table for the specific table you are interested in and look for the values in columns CARD, NPAGES. A value of -1 indicates that statistics have not been collected from the table/index and runstats needs to be run on the table. If the values differ significantly from the number of rows in the table - once again a runstats may be necessary to update the catalog statistics. Once the runstats process has been run, the bind should be performed again so that the optimizer takes advantage of the new statistics.

8. Some general tips on query performance:

Make sure that your query is coded to select only the necessary columns and has no unneeded group by or order by clauses.

Make sure that the predicates used in the query are index matching predicates, also make sure there are no unnecessary predicates.

If your query uses subqueries you can use the following quidelines to determine if you should use correlated subquery vs a non-correlated subquery. The goal should be reduce the number of executions of the subquery as much as possible. 

If there are efficient indexes available on the tables in the subquery, then a correlated subquery is likely to be the most efficient kind of subquery.                                             

If there are no efficient indexes available on the tables in the subquery, then a noncorrelated subquery would likely perform better.    

If there are multiple subqueries in any parent query, make sure that the subqueries are ordered in the most efficient manner.    

DB2 always performs all noncorrelated subquery predicates before correlated subquery predicates, regardless of coding order.

Category:  Sorts and JCL

1. Using Extended Memory.   For sorts of large files, there is a DD that can be added to the JCL to force SORT to use extended memory.  This eliminates abends and make the large sorts much faster.

Example:  Add the following DD to the PROCSTEP of a large sort.

//$ORTPARM DD DSN=&SYSIN(XBEXHUGE),

//            DISP=SHR

The member XBEXHUGE contains the following cards:

CORE=MAX-40K,VSCORE=1500K,VSCORET=32M,BMSG

END

ExpressTrak example:  PROC XBEXDT00 contains several examples of large sorts using extended memory.

2. Using  //SORTWORKnn not DYNALLOC. 

JCL SORT intermediate storage calculation formulas:

Allocating disk space in cylinders will improve the performance of SYNCSORT.

Approximate the number of cylinders required = (a*b*1.3/849960)


Where a = record length and be number of records to sort.

If the approximated cylinder number is large (i.e. greater than 500 cylinders), for quicker allocation and fewer space availability problems, use multiple //SORTWKnn.

Example:  
//SORTWK01  DD UNIT=DISK, SPACE=(CYL,125)    



//SORTWK02  DD UNIT=DISK, SPACE=(CYL,125)



//SORTWK03  DD UNIT=DISK, SPACE=(CYL,125)



//SORTWK04  DD UNIT=DISK, SPACE=(CYL,125)

ExpressTrak example:  PROC XBEXDT00 contains several examples of  large sorts using multiple SORTWORK dd’s.

3. Allocating Data Sets.   By properly sizing and specify other parameters correctly many space abends can be eliminated, and I/O speeds can be maximized.

Step 1.  Approximate the size of the data set before allocation by using the Disk capacity of one 3390-3 volume.


56664 bytes per TRK (track)


15 TRK / CYL (cylinder)

3304 cylinders / volume

Step 2.  Space Allocation.   SPACE=(TRK, (primary, secondary),RLSE)  Do not put everything into                          the primary because it will slow SMS down trying to find the contiguous space.

Example:  allocate a file that will contain 600,000 1,000 byte records.


600 MB = 11,000 TRK = 20 % of a 3390 disk volume.


If space is specified as SPACE=(TRK,(2750,500),RLSE)  then SMS will try to find 2750 contiguous tracks for the primary allocation and will allocate 500 track secondary extents as necessary.

Some things to understand about data set allocation:

A. If RLSE is specified then all unused space for the last extent is released down to the unit of allocation.  This means that for Pricing and Media that jobs pre-allocate their gdg generations, the primary extent is wasted because the whole extent is released down to 1 TRK or 1 CYL.

B. Just because you specify an amount of space for an extent does not mean that SMS will allocate that much.  SMS looks for contiguous space to match your request.  If not enough space exists to meet the request, SMS will try to get a % of the asked for space.  This causes files to be further extended and can cause a B37 (out of space abend) as SMS runs out of volumes to scan for the necessary space.

C. If you do not specify a DATACLAS, the default is used.  The default class is often set up to scan only a few volumes before issuing a B37.  For large production data sets it can be very helpful to specify a particular DATACLAS which has been defined to SMS to scan a greater number of volumes and to have higher minimum allocations for when SMS can’t find the entire contiguous space.
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