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0. Introduction


This paper proposes that the tasks of the Machine Translation Posteditor are similar to those of the Controlled Language writer and editor.  Our claim is that postediting is a task that can be considered as a controlled language processing stage. Given that postediting guidelines for helping a human posteditor in performing his/her task, are usually not publicly accessible, we propose here the development of an automatic postediting (APE) module for MT output which allows us to extract postediting changes from existing parallel tri-text (source texts; MT output; postedited texts) corpora and then devise postediting principles from these analyses.  





1. How Postediting is Related to Controlled Language





We begin by stating that in this paper we view Machine Translation (MT) Postediting (PE) as a type of task that is very similar to that of Controlled Language authoring.  Just as much as there are different approaches to Controlled Language implementation (Allen, 1999a), we see MT PE as a type of Controlled Language translation process within an overall authoring/translation documentation Workflow environment. In essence, the traditional concept of CL is no longer just a pre-editing process that remains only within the technical writing department of an organization (Allen, in preparation).  Authoring/Translation Workflow now links some of the traditional tasks of technical writing and translation with issues of ontological organization, electronic communication, electronic delivery, informational retrieval, and data-mining, to the extent that the notion of CL is beginning to encompass a range of tasks in the areas of authoring, editing, translation, translation editing/revising.  During a question/answer session at the recent TopTec Multilingual Documentation Symposium in Amsterdam (21-22 October, 1999), a statement was made that for a given CL source text in one language (e.g. English) and the corresponding MT target output text in another language (e.g. French), the linguistic content found in these input and output texts should correspond with linguistic criteria of input and output texts in the opposite direction. It was also stated that these CL-source and target criteria should correspond with criteria used in English-only CL or French-only CL monosource writing environments (i.e., Simplified English at Boeing, British Air, Canada Air; GIFAS Rationalised French at Aérospatiale) where texts are written in a CL for improved reading comprehension but are not sent through multilingual translation processes. In other words, there should be generalized CL criteria that cover multiple direction CL source and target language texts and CLs that only serve a monolanguage purpose.  Some current efforts along these lines include adopting principles from an existing CL in the creation of a CL for a different language (Barthe, 1998).





The concept of mirrored grammatical structures found in CL and target MT output text is not necessarily a completely new idea.  It has already been mentioned briefly by others in published reports and books (Waterloo, 1998 ; Melby, 1995: 154-156), has been brought up in conference question/answer sessions (e.g., TopTec Multilingual Documentation Symposium, October 1999), has been confirmed by corporate Controlled Language specialists (Godden, Kurt, 10 December 99), and has been discussed in other technical reports.  As a result of our on-going research and implementation work on the generalization of CL across the authoring and translation cycles of multilingual document processing, we have seen that there are similarities between the traditional notion of CL (i.e., pre-editing step) and the translation tasks performed on such texts. Rather than claiming that CL is a certain and limited stage in an authoring process, we extend our definition of CL by basing it upon the roles of the various human participants in a complete documentation Workflow process and on the tasks that these individuals perform on the texts that must be produced and/or modified.  Since the modifications performed by translators and posteditors on pre-translated texts resemble changes that writers are encouraged to make to pre-edited texts, we view PE as another type of CL processing.





2. Translation and Postediting Tasks





Training the users of CL, whether they be technical writers, technical editors, technical translators, translation revisers/editors, or MT posteditors, involves educating them to use, master, even manipulate, a controlled form of language with vocabulary and often syntactic usage restrictions. In this paper, we do not focus specifically on pre-editing or monolanguage text users of CL because their roles have been adequately mentioned in CLAW96 and CLAW98 proceedings and in other papers of this CLAW2000 proceedings volume, as well as described elsewhere in the literature and training courses. Our objective here is to show that posteditors perform tasks which resemble the tasks of these other CL writers/authors.





In the translation process, a translator must first understand the original source text and ask questions of the source author (or someone else who is familiar with the field) for clarification. The translator must accurately reflect the technical content of the original text in the translation, yet produce a text that stands alone from the source text as a publishable document in the target language.  Translators must have a good grasp of the linguistic nature of both the source and target languages in order to reformulate and restate the ideas of a source text into the target language. Translators often take pride in their work as texts that are created by cognitive and intellectual efforts.  





By implementing CL grammar and MT systems into business, corporate, and academic environments, the roles of the translators have changed, thus bringing forth a new set of skills for these professionals. We do not discuss in this paper the in-depth cognitive and/or psycholinguistic changes on the translators resulting from working in this overall CL process; this is expected to be presented in sebsequent papers.  We simply establish at this point a claim that CL, not being really a single, fixed entity, is rather a fluid concept whereby writers and translators alike perform similar types of tasks.  These similarities can be derived from the surface level changes found in the texts that have been modified.  CL users, whether they be writers, translators, or posteditors, must "unlearn" hundreds of stock phrases, also referred to as "lexical phrases" or "lexical chunks" in the field of language acquisition (Nattinger and DeCarrico, 1992), that they have memorized and repetitively reproduced over the years.  Adolphson (1998, 191 and panel discussion) refers to this as constructive and acceptable "imitation" or "plagiarism".  This is the Translation Memory approach. In the past, the writers may have previously been concerned only with the technical content and style, and were less concerned with the minute details of the internal grammatical structure of the sentences that are produced.  This has evidently changed with the introduction of CL writing (Hassen, 1998; Allen, 1999c), especially for environments that include mandatory conformance checker systems.  





In our experience of translator training, we have learned that translators and posteditors both struggle to a certain level with MT output texts. This is the base for our premise that translating and postediting source CL texts can be considered as a CL process in a workflow environment.  Let us explain below.





The translators, being those who continue to manually translate CL source texts, are presented with a completely new situation. They still need to understand the texts and translate these texts into the target languages.  One of the difficult factors that experienced translators in a specific field face is the learning curve encountered when the grammatical structure of the texts written in a standardized CL is different from the old stock phrases found in legacy texts. Just as the writers must unlearn their traditional lexical phrases in order to write in a way that conforms to the CL structure, the translators themselves must also unlearn the translation equivalents of the stock phrases that they themselves have been using as translation blocks for many years for replacing the source language text blocks.  Since the translators have always actively analyzed sentences from a grammatical standpoint, the cognitive load created by imposing new additional grammatical structuring possibly has less of an impact upon them because they are already very conscious of syntactic reordering between languages.  Just as technical writers have struggled with reformulating old stock phrases into new grammatical clothing on the source language end, the translators now must unlearn their habits of internalized search-and-replace that they have used for many years; in other words, these translators must now turn off their internalized TM cognitive processing and thus focus on actual translating much like they did many years before at the beginning of their career.





In addition, a significant new role in the implementation of computational systems for technical publications is that of the translation posteditor.  Recent attempts have been to locate and temporarily or permanently hire translation posteditors from a pool of existing experienced translators (Official Journal, 1998; ABLE International, 1999).  Basically, the task of the posteditor is to edit, modify and/or correct pre-translated text that has been processed by a machine translation system from a source language (sometimes controlled language text, sometimes not) into a/the target language(s). Although this role is so new to the field of translation, we are aware of some methodologies that have been and are being produced independently by departments, institutes and companies on how to train posteditors to perform their tasks.  Yet, we also acknowledge that such postediting criteria are simply not, or hardly not, made publicly available. Very few reports and talks are available that describe the details and results of postediting.  For the most part, we are aware that nearly all translation/localization agencies and in-house translation departments that are conducting postediting in production environments are often each creating their own sets of postediting criteria.  This seems to us to be re-inventing the wheel. In some cases, there is not formal postediting training, but rather an expectation that experienced, or even novice translators, when given a few basic guidelines, can devise their own postediting rules and adhere to them through the experience of postediting.  





Many papers on postediting state in various ways that posteditors struggle constantly with the issue of the quantity of elements to change while also keeping the translated text at a certain level of quality (Wagner, 1985; Vasconcellos, 1986; Vasconcellos, 1987; McElhaney and Vasconcellos, 1988; Vasconcellos, 1989; Léon, 1995; Stevenson, 1995; Löffler-Laurian, 1996 ; Senez, 1998a; Senez, 1998b; Schütz, 1999; Allen & Vasconcellos, in preparation).  Due to the lack of postediting criteria, an issue of high priority in translation and localization industry today is defining, in real and qualitative terms, the idea of "minimal postediting" and "postediting at a minimum" that will be acceptable for the translation posteditors as CL users, for their employers who wish to keep the revision to a minimum, and for the customers who will read the documentation. We also note that J2450 standard (Woyde, 1999), a standard being used within the automotive industry as a translation quality metric, is also being considered by others in the same field for MT purposes (Schütz, 1999).  Another initiative that has been slowly forming is the Postediting Special Interest Group (SIG) (Allen, 1999b) composed of a few members of the Association for MT in the Americas (AMTA) and the European Association for MT (EAMT).  Many of the existing articles on the topic of postediting indicate that there are possibly sets of rules that can be followed for making the MT + PE process a cost-effective one, but how can these be grouped together and applied in an evaluation metric.  Rather than devise still yet another set of rules based on our own PE experience, we have decided that it is possible, and more effective, to conduct corpus-driven tests in order to deduce sets of postediting rules that have been applied by MT posteditors, even in the absence of detailed PE criteria.





3. An Automatic Posteditor





Given the potential variation in postediting criteria, the ongoing reinvention of such principles, and the cognitive load that is constantly placed on human posteditors who must constantly fix up the mistakes found in MT raw output, we decided to develop an automated postediting (APE) module.  Upon the presentation of a viable proof of concept for APE in February 1999, this project obtained authorization on 12 April 1999 from the Translation Services/Service de Traduction (SdT) of the European Commission (EC) to conduct experimental research on tri-text (source text, raw MT output, postediting version) sets taken from the SdT database. An initial test group of 8 sets of English to French tri-text files and 17 sets of French to English tri-text files have been provided by the SdT for this research.  Further details and results of this research will be presented in depth in upcoming works (Hogan and Allen, 2000; Allen, in preparation) during the coming year.  The ultimate objective of this research is to demonstrate that new machine-assisted human translation (MAHT) solutions are possible to implement for production environments where MT systems are used, and that it is possible to increase the production turn-around time with such tools.





The inspiration behind this development work of an APE module is that if an MT system makes a particular error when translating a document, it is very likely to commit the same error each and every time the same set of conditions are presented.  A very simple example of this can be illustrated using an online SYSTRAN system (Altavista, 1999):  





John ran the program


John a exécuté le programme  





John ran to the store


John a exécuté à la mémoire  





Clearly, the online version of SYSTRAN has been adapted to translate articles in the computer domain.  This is fine if we happen to be translating computer science articles.  It is not so good if we happen to be translating children’s books (or texts in just about any other domain).  In the non-computer science domains, "exécuter" will almost always be the wrong translation for "run", and "mémoire" will almost always be the wrong translation for "store".  From the posteditor's point of view, it is annoying to have to replace every occurrence of conjugated forms of "exécuter" with respective conjugated forms of "courir", etc.  While search and replace can be done rapidly with available editing tools, would it not be much more desirable if that posteditor never had to deal with such things, or if he/she could define rules for their particular domain that would automatically fix these frequent errors?  





More to the point, the systematic errors committed by an MT system recur not only within documents, but also across documents, and over time.  Thus, without help, a posteditor is likely to have to fix the same errors again and again in daily postediting tasks.  The situation may be compared with that of the translator.  A translator is likely to notice and remember the same phrases presented time and again in the translation process.  It has been noted that it would be a significant time-savings if it were not necessary for the translator to retranslate the phrases every time they occur, but rather to draw on a database of translations.  This is the essential operation of Translation Memory (TM) systems that have revamped the translation market over the past ten years, and their close cousins, Example-Based Machine Translation systems (EBMT, also called Translation by Analogy).  For the postediting situation, it would be desirable to have a similar kind of processing engine that could automatically fix up machine translation raw output before such texts are even given to a human posteditor. Such an APE module would speed up tasks of human posteditors by eliminating many of the numerous but trivial replacements that are necessary to perform their job.  In addition to automatically postediting machine translation output, we require that the APE system automatically learns from previously postedited documents.  This completes the analogy with TM: TM systems can automatically use newly completed translations to augment their knowledge bases, so that even within documents, previously translated sentences can be automatically provided translations.  While the system that we propose here operates on the level of documents, it is easily adapted to the sentence level, providing essentially the same kind of automatic service as in TM.  





TM systems tend to function at a sentence level, translating a whole sentence by matching it in its entirety against one in its corpus, although fuzzy and partial matching TM systems have been part of the recent R&D efforts of commercial TM companies to help their clients be more productive and efficient (Brockmann, 1999; Garcia, 1999). While whole sentence matching works for certain kinds of phrases, it is known that language is infinitely productive, and that many, if not most, sentences are unlikely to match something that has already been translated.  Fuzzy matching has allowed the TM industry to deal with the problem of Data Sparseness by providing some types of sub-sentence matches even when whole sentence matches cannot be found.  The data sparseness problem, however, is likely to be much worse for APE systems. The only postediting data that we have been able to gather has been from governmental organizations that are willing to provide the postediting tri-texts for this academic research project.   Since any APE system will likely have to make do with much less data than is typically available to a TM system, it is necessary that an APE system perform transformation at a much finer grain than at the sentence-for-sentence level.  Fortunately, because the inputs and outputs of APE systems are so much more similar than in the human translation case (due to the controlled nature of input and output MT texts as we have mentioned above), it is significantly easier to train an APE system and allow it to learn the desired transformations.  





While we have been considering a computational treatment of postediting as a part of the postediting process, it is also possible to consider it to be a part of the machine translation system. Indeed, precisely this formulation has occurred in the literature (Knight and Chander, 1994).  Under this formulation, APE is considered to be the final step in the machine translation system. In this context, it is one that is perhaps able to bring data-driven learning to a completely knowledge-based machine translation system with the argument being that there are some linguistic considerations which are better performed in a data-driven way.  In this way, an APE is considered to be an auxiliary source of knowledge in the translation process.  





4. Analysis 





Tests conducted on the postediting tri-texts provided to us by the SDT have resulted in frequent grammatical constructions that have been learned by our APE module.  Some examples of these frequent constructions are the following:





the -> Ø / of _	(‘the’ is deleted after ‘of’)


the -> Ø / and _


!!! Raw Machine Translation !!! -> Ø / _  


information -> informing / _


at the time of -> At / _


of the EU -> / _


to -> for / Commissioner _





Note: the phrase  !!! Raw Machine Translation !!!  appears in all SdT/EC target language files of MT output as a warning to readers. This phrase is then removed in the postedited versions once the text has been reviewed by a posteditor.





The objective is to identify the most frequent constructions, such as those indicated above, and to allow the APE module to learn the corrected forms from the postedited versions of the tri-texts.  By doing this, it is possible to automatically learn what posteditors have applied to texts.  In the case where no postediting criteria have been provided, this leads us to develop a set of naturally produced postediting rules.   In the case where postediting criteria have in fact been provided to the posteditors, it would allow us to evaluate the implementation of such criteria in a translation production environment.  Some detailed results from APE processing will be provided in upcoming papers (Hogan and Allen, 2000; Allen, in preparation).





5.  Application and Future Work





These very initial results of an APE module and those to appear in Hogan and Allen (2000) have been obtained from a total of 8 sets of English to French tri-text files and 17 sets of French to English tri-text files that were provided by the SdT of the European Commission.  We expect to analyze these in more detail in order to derive a list of principles that have been naturally followed by the MT posteditors (Allen, in preparation), although they had not been provided with any specific principles for the postediting task. We have also recently been provided with a significantly larger set of files (about 200) in order to further improve the coverage of this machine learning APE method and to further test its implementation.  The extended set of results are planned to be presented in Allen (in preparation).





One of the issues we envision possibly studying is the point to which an APE system might hypercorrect words and grammatical structures that are acceptable in the MT output, and thus convert these lexical and grammatical structures into a form that must be postedited a second time back to the original MT output form.  Taking the perspective of productivity enhancement, our hypothesis is that if a significant majority of postediting fixes can be performed automatically, thus reducing the cognitive load on the human posteditor's task, then even a small percentage of unnecessary APE hypercorrections might not be harmful.  This issue must be studied to determine baselines and thresholds for acceptable and unacceptable percentages.





6.  Conclusion





In this paper we have revisited the process of Translation Postediting as one type of Controlled Language processing by taking the point of view of humans performing the task.  Given the potential amount of variation in postediting criteria, the ongoing reinvention of such principles, and the cognitive load that is constantly placed on human posteditors who must constantly fix up the mistakes found in MT raw output, we have developed a prototype automated postediting (APE) module. The module comes from a machine learning approach and is based upon corpus-based analyses that are conducted on sets of parallel tri-texts (source texts; MT output; postedited texts).  The results obtained demonstrate that the APE is a viable concept and that with a significant amount of additional training and test, it would be possible to reduce the number of postediting fixes that human posteditors must perform on raw MT output without changing the internal rules of the MT system itself.
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