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Abstract — Automotive electronics are becoming ever more com-
plex. The quantity and sensitivity of data that is transmitted
throughout a car is expected to continue to increase in coming years.
On board computers can contain information about the car and dic-
tate how the car behaves. This means that these systems need to
be secure to protect the data held within such system so that the
behaviour cannot be modified by an unauthorised user. This paper
outlines a method for implementing AES encryption over a CAN bus
and how such a system could be attacked using Correlation Power

Analysis.
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I INTRODUCTION

With the increase in complexity of car electronic
systems it is likely that protecting information held
within the embedded systems present within a car
will become ever more important. If an adver-
sary is able to send arbitrary messages to a mi-
croprocessor, or authenticate to a chip and modify
code on the chip, the behaviour of the car may be
changed. This can change the behaviour of a car
which may make it dangerous to drive, and the li-
ability of the car manufacturer in this situation is
unclear.

This paper describes an implementation of send-
ing data over an information bus, using the AES
(Advanced Encryption Standard) algorithm. The
paper also presents the results of a correlation
power analysis that was performed on the system.
A key area for use of this encryption method is in
the protection of car registration information con-
tained on an in car chip. This method can be used
to encrypt any data that has to be sent over a CAN
bus [4] and has no affect on other CAN messages
being sent.

We detail how this system can be broken us-
ing Correlation Power Analysis (CPA) [2], a more
complete version of Differential Power Analysis [5],

where we derive information by computing the cor-
relation with predicted intermediate states of the
AES implementation and the instantaneous power
consumption. This demonstrates that side channel
attacks need to be considered when implementing
a secure system in a car.

The attack described in this paper acts as a
proof of concept for two attacks that could be ap-
plied to microprocessors used in automotive sys-
tems. If an adversary is able to send challenges
to a chip to attempt to authenticate to the mi-
croprocessor, the attack could potentially derive
the secret key used and subsequently authenticate
to the microprocessor. This could allow an ad-
versary to modify the code being run on the mi-
croprocessor. The other scenario would be to re-
peatedly send random messages to a chip which
it would decipher. The secret key could then be
derived by observing the power consumption and
then send arbitrary messages to the microproces-
sor, and any other microprocessors on same bus,
over the CAN bus. Only the second scenario is
implemented but the same attack strategy would
apply in both cases.

The use of power analysis is typically considered
to apply to smart cards and not considered to be a



threat to other secure microprocessors. The attack
described in this paper is a novel attack scenario.

The rest of this paper is organised as follows.
The Advanced Encryption Standard is described
in I1, and Correlation Power Analysis is described
in ITI. We describe our implementation of the AES
algorithm and the chip that was designated the
chip under attack in Section IV. The communi-
cation protocol and how this would fit in with the
normal use of a CAN bus is described in Section V.
The attack itself is described in Section VI. This
is followed by our conclusions in Section VII.

Notation: The base of a value is determined
by a trailing subscript, which is applied to the
whole word preceding the subscript. For ex-
ample, FEqg is 254 expressed in base 16, X =
(Tg—1,Zo—2,...,%0)256 gives an expression for the
individual bytes of X.

II ADVANCED ENCRYPTION STANDARD

The Advanced Encryption Standard (AES) [8] was
introduced in 2001 as a replacement to DES [7].
This was because it became apparent that the
key used in DES is too short, as an exhaustive
search had become feasible with sufficient com-
puting power. Various different sizes of keys are
possible. For simplicity of presentation, only the
simplest case of a 128-bit key will be considered.

Algorithm 1: Advanced Encryption Standard
Input: M, K
Output: C

X— MoK ;
for i — 1 to 10 do
X < ShiftRow(X) ;
X « ByteSub(X) ;
if i # 10 then
X «— MixColumn(X) ;
end
K «— KeySchedule(K) ;
X—XpK;
end
C—X

return C

The structure of this algorithm is given in Al-
gorithm 1, where a message block (M) is enci-
phered using a key (K) to produce a ciphertext
block (C). The ShiftRow function is a bytewise
permutation of the input data. This is followed by
the ByteSub function that is a substitution ta-
ble applied to each byte of the input data. This
table is an inversion over GF(28) followed by a
bitwise permutation. The XOR with the subkey
is also referred to as the AddRoundKey func-
tion. The MixColumn function is given in Algo-

rithm 2, where e represents polynomial multipli-
cation over GF(2®) modulo the irreducible poly-
nomial 28 + 2% + 2% + 2z + 1.

Algorithm 2: The MixColumn Function
Input: X = (zo,21,...,%15)256
Output: Y = (yo,%1,---,¥15)256
for i — 0 to 15 do
Yi =202, B3 @T(i14) mod 16 D
Z(i+8) mod 16 D Z(i4+12) mod 16
end

return Y

The KeySchedule is a function that generates
a subkey from the previous subkey. The first sub-
key is the key with no changes, and subsequent
subkeys are generated using this function. This
function is described in Algorithm 3, where z is a
constant that varies from one round to another.

Algorithm 3: The AES Key Schedule
Input: X = (xg,21,...,%15)256, 2
Output: X = (l‘o,l‘l, ey 1‘15)256
for i — 0 to 3 do

Ti<<2 < Tic<2D
ByteSub(x(((i+1)/\3)<<2)+3) ;
end
o «— oD 2z ;
for i +— 0 to 15 do

if ¢ # 0 mod 4 then
Ti — Ty DX
end

end

return X

A permutation is sometimes also used on the
message and key on entry to the algorithm, to con-
vert the array format to the grid format used in the
specification [8]. This is an optional bytewise per-
mutation that changes the way bytes are addressed
within an implementation.

The deciphering function will not be detailed
precisely here, as it is simply the inverse of Al-
gorithm 1, further details are available in [8].

IIT CORRELATION POWER ANALYSIS

The idea of statistically treating power analysis
traces was first presented to the cryptographic
community in [5], and was later improved upon to
in [2] to give Correlation Power Analysis (CPA).
CPA is based on the relationship between the
power consumption and the Hamming weight of
data being manipulated at a given point in time.
The differences in power consumption are poten-
tially extremely small, and cannot be interpreted



individually, as the information will be lost in the
noise incurred during the acquisition process.

Correlation Power Analysis (CPA) can be per-
formed on any algorithm in which an intermediate
operation of the form § = S(a ® K) is calculated,
where « is known and K is the key (or some seg-
ment of the key). The function S is typically a
non-linear function, usually a substitution table
(referred to as an S-box), which produces an in-
termediate output value f.

The process of performing the attack initially
involves running a microprocessor N times with N
distinct message values M;, where 1 < i < N. The
encryption of the message M; under the key K to
produce the corresponding ciphertext C; will result
in power consumption traces w;, for 1 < i < N,
that can be captured with an oscilloscope and sent
to a computer for analysis and processing.

If an attacker can predict the Hamming weight
of the value of § for each of the acquired power
consumption traces h;, for 1 < i < N, they can
compute a correlation trace by calculating the cor-
relation between h; and the points w; to produce
a correlation trace. This gives the following calcu-
lation:
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where all operations on waveforms are conducted
in a pointwise fashion, i.e. this calculation is con-
ducted on the first point of each acquisition to pro-
duce the first point of the differential trace, the
second point of each acquisition to produce the
second point of the differential trace, etc. This is
Pearson’s correlation coefficient where p is com-
puted by dividing the covariance of h; and w; by
the product of the standard deviation of h; and w;.

In order to derive K, a correlation trace is pro-
duced for each value that K can take. In AES the
first subkey will be treated in groups of eight bits,
so 256 (i.e. 28) correlation traces need to be gener-
ated to test all the combinations of eight bits. The
correlation trace with the largest peak will validate
a hypothesis for K.

IV IMPLEMENTATION

The AES algorithm was implemented on a Mi-
crochip PICDEM CAN-LIN 2 development board
which supports both LIN and CAN bus develop-
ment. The on-board CAN bus consisted of two
CAN nodes, as shown in Figure 1. One of these
nodes (Node 0) has the capability to communicate
with the PC through the serial port. The second
node (Node 1) communicates with Node 0 over the
CAN bus.

The scenario we are considering is a chip with
an unknown secret key (Node 1) has been removed

from a system and is being interrogated by a sec-
ond chip over the CAN bus controlled by an at-
tacker (Node 0). To ensure that the setup of the
board was as close to a real life implementation
as possible, Node 1 was used to represent an in-
car chip and Node 0 was used to interrogate Node
1 over the CAN bus. As all nodes in the system
would be using the same Key value, only one node
need be analysed to obtain the secret key. In our
setup Node 0 would encipher messages that would
be deciphered by Node 1.
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Fig. 1: The experimental setup.

V  COMMUNICATION PROTOCOL

The CAN bus used in was set up so that it could
handle encrypted messages, but not affect how
standard CAN messages are received. The CAN
bus was designed to be fast and very reliable, so
decrypting every message that is sent on the CAN
bus would not necessarily be the best solution.
Only CAN messages that hold important informa-
tion would need to be encrypted. This way the
speed of the CAN bus can remain relatively un-
changed. It was assumed that messages that re-
quire encryption would only be sent over the CAN
bus a small percentage of the time. For this reason,
these messages should have a low priority in com-
parison with messages that are sent frequently over
the CAN bus. The CAN bus is used to transmit
information that controls important devices in the
car such as airbags. Delaying the speed at which
such messages could be sent on the bus would not
have been an acceptable result. Encrypted mes-
sages were also given specific identifiers.

The CAN (Controller Area Network) bus is an
asynchronous serial communications protocol. It
utilises a balanced 2-wire differential signalling in-



terface. CAN supports bit rates of up to 1 Mbit/s
and uses NRZ (Non Return to Zero) encoding,
with bit stuffing. CAN is a broadcast style sys-
tem made up of multiple nodes where all nodes are
capable of receiving and transmitting messages.
Control of the bus is decided using bitwise arbi-
tration of the identifier field of a CAN message.
When a period of inactivity is detected on the bus
a node may begin to send a message. If two nodes
send a message at the same time then the message
with the most dominant bits in the identifier field
will gain control of the bus.

A standard CAN message consists of three fields
which contain data. The identifier field is an 11 bit
field and indicates the priority of a message and
also which node/nodes are to receive the message.
The message field consists of between 1 and 8 bytes
of data. The third field is the data length code
(DLC) this field indicates the number of bytes con-
tained in the message field. Other fields are present
but they are used for synchronisation and error
detection purposes. Extended CAN protocol sup-
ports longer ID’s but the standard CAN protocol
is used in this paper. During the transmission of a
message, every node monitors the bus and checks
the ID of the message against a predefined filter.
Any node whose filter indicates that the message is
not to be received, disregards the remainder of the
message. Any encrypted data is included in the
8 byte message field of a CAN message. There-
fore two CAN messages are required to send an
AES message or ciphertext. Each of these two en-
crypted messages was given its own identifier, in
that way the order in which to recombine the mes-
sages would be known by the receiving node and
would not be dependent on the order in which the
messages were received.

The parts of a CAN message that require en-
cryption are the ID, message and the DLC. The
input required for the AES algorithm is 16 bytes.
The maximum number of bytes that require en-
cryption in a standard CAN message is 10, there-
fore the input is padded with 0’s to make up 16-
bytes. The input to the AES should also include
a byte in position 15 which gives the length of the
CAN message. Without this the receiving node
would not be able to tell how much of the 16-byte
output of the AES is actually a CAN message.

The ID, DLC and message fields of the message
are encrypted by the AES algorithm in that order.
The 16-byte output of the AES is split into two 8-
byte parts. Bytes 1-8 are placed in a CAN message
with ID 1 and bytes 9-16 are placed in a CAN
message with ID 2. Both messages are sent when
a slot is open on the CAN bus. Only nodes that are
programmed to receive encrypted CAN messages
will receive them.

A node receiving a message must first pass it

through a filter as it does with all CAN messages.
If the message is not stopped by the filter and the
ID matches that of an encrypted message then, the
node places the 8 byte message field in a register.
At some point the node should receive the second
encrypted message with the other ID. The node
places the 8 byte message in the other half of the
register and begins the decryption process. Only
on receiving both messages does the node attempt
to decrypt the message. Once the decryption pro-
cess is finished, the node should have access to the
ID, DLC and the 8 byte message that had been
encrypted.

VI ATTACKING A NODE

As the decryption of a message occurs before a
receiving node checks the message ID against its
filter, all one must know is the ID of encrypted
messages. The attack was set up so that a node
controlled by a PC sent 1000 encrypted messages
to a node being interrogated. The power lines of
this node were monitored as it was decrypting the
messages. As the attacker has knowledge of the
plaintext being decrypted information on the se-
cret key being used may derived.

Correlation Power Analysis is based on the lin-
ear relationship between the Hamming weight of
data being manipulated and the instantaneous
power consumption. The attacker must know the
data that is being decrypted and also have access
to the power lines of the chip performing the de-
cryption. For our approach, the power lines of
node 1 were monitored and node 0 was used to
send 1000 messages to over the CAN bus to node
1. The power trace of node 1 is recorded for the
period in which it is decoding the message (see
Figure 1).

This was achieved by the PC sending the data to
Node 0, setting a trigger on the oscilloscope. The
oscilloscope then acquires the power consumption
trace of Node 1 while it is decrypting the data.
The power traces can then be analysed with their
corresponding data. An adversary may identify
the time at which the encryption is taking place by
monitoring when a message is sent across the CAN
bus. As soon as Node 1 receives both encrypted
CAN messages it will begin the decryption pro-
cess. To speed up the process of synchronising the
traces, an output pin on the PIC was used to show
when the encryption process was occurring. This
would not be possible in practice for an attacker
but using synchronisation software would give the
same result, this would, however, takes more time
to successfully attack a chip.

The microprocessor that was used in our ex-
periments was a Microchip PIC18F458. This is a
low-power microprocessor and therefore the power
analysis is not as straight forward as it would be for



0.4

03

0.2

Correlation

-0.2

-0.3

Time

0.3

0z

Correlation

0.2

Tirme

Fig. 2: The correlation trace for the correct key guess (upper) and the next most significant incorrect hypothesis (lower).

a normal microprocessor. The microprocessor was
clocked by the development board at 25 MHz. It
has been demonstrated that lowering clock speeds
can improve the quality of the results of a CPA [6].
However, this was not changed to keep the at-
tack as close as possible to an attack scenario,
especially as countermeasures are being proposed
to inhibit the modification of the clock speed [9].
Each of the transitions introduced a peak in the
power consumption followed by a damped oscilla-
tion (as shown in Figure 3), and the magnitude of
this peak varied considerably from one acquisition
to another. Before these traces were used to de-
rive any information they were, therefore, filtered
with a low-pass filter with a cut off threshold set
to 250 MHz. This removed these oscillations and
any other high frequency noise that was acquired.

The 1000 traces were than treated by calculating
the correlation between the points of the acquisi-
tions and a predicted byte within the algorithm, as
described in Section III. The point that we cho-
sen was the output of the first ByteSub operation
when the ciphertext sent to Node 1 was being deci-
phered. 256 correlation traces were generated, i.e.

Fig. 3: An example power trace.

one for each of the possible hypotheses for the first
byte of the last subkey. The two traces with the
largest correlations are plotted in Figure 2. The
largest correlation is present in the upper trace,
which corresponds to the correlation for the cor-
rect key guess. The lower trace corresponds to the
correlation trace for an incorrect guess with the
largest correlation. It can be seen that the cor-
relation traces are adequate to determine one key
byte. In order to recover an entire secret key an
attacker would need to repeat this process for each



of the sixteen ByteSub operations.

There are two different power supply pins on the
Microchip PIC18F458, and the same information
could be seen by acquiring the power consumption
of either pin.

VII CONCLUSION

This paper outlines a strategy for applying side
channel analysis to an automotive system. The
system was designed to represent an in-car chip
capable of securing data being sent across a CAN
bus. The attack analyses the power consumption
in an attempt to acquire the value of the secret key
used by a microprocessor. We have demonstrated
that that a secret key can be derived with 1000
random messages sent across a CAN bus for the
microprocessor to decrypt, because of the linear
relationship between the data being processed and
the instantaneous power consumption. The attack
that is described in this paper targeted the first
ByteSub function of the decryption algorithm. We
have shown that CPA can successfully be applied
to an automotive system. We have also shown that
a CPA attack can be used against a low power mi-
croprocessor if appropriate filtering and synchro-
nisation techniques are used. Correlation values
are less then would be seen for a normal micro-
processor because the chip used was a low power
microprocessor. However, the correlation result for
the correct key guess was distinctly larger then the
next highest guess.

The countermeasures required to prevent Cor-
relation Power Analysis are well defined and are
typically included in smart card implementations
of cryptographic algorithms. However, these coun-
termeasures are not typically included in automo-
tive microprocessors since side channel analysis is
not considered a threat. The most common coun-
termeasure is Boolean masking is where the data is
manipulated in such a way that the value present
in memory is always masked (XORed) with a ran-
dom value that will change each time an algorithm
is computed, which removes any correlation be-
tween the Hamming weight and the instantaneous
power consumption. Some ideas for implementing
this countermeasure were proposed in [3], and an
example of this sort of implementation applied to
block ciphers can be found in [1].
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