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Abstract

There are several research and industrial systems supporting collaboration between a set of agents in a multi-agent system. However, there is no generic framework supporting collaboration in an open multi-agent environment. In this paper, we describe the development of an open framework for multi-agent collaboration as an attempt to support open multi-agent systems and describe an implementation of the framework. The proposed approach is based on defining a conceptual framework defining an agent conversational model associated with rules for agent reasoning. We argue that this approach maintains separation between the agent conversational model at the conceptual level and different possible framework implementations. The proposed framework is based on two well known theories in the field of Distributed Artificial Intelligence (DAI) namely, the Joint Intentions theory and the cooperative problem solving theory.

1 Introduction

A multi-agent system is a loosely coupled network of autonomous or semi-autonomous agents that work together to solve problems that are beyond each agent’s individual capabilities or knowledge [1]. Multi-agent collaboration is a form of high-level cooperation between a network of interacting agents that requires mutual understanding and a shared view of the task being solved by these interacting agents [2].

There are several research and industrial systems that enable multi-agent collaboration including GRATE and STEAM. The GRATE system, with application in the electricity transportation management, is based on the joint responsibility framework [3, 4]. STEAM provides a general model of teamwork that was built using the Soar environment [5]. On the other hand, both GRATE and STEAM does not describe an open collaboration framework that would allow agent system developers using different agent development tools to develop agents separately and in an independent manner. An open system is defined to have its system components not known in advance, can change over time, and are highly heterogeneous [6]. As an attempt to overcome these shortcomings, we develop an open framework for multi-agent collaboration. Our framework focuses on providing a set of mechanisms for enabling agent collaboration.

This paper is organized as follows. The background topics: the joint intentions theory and the cooperative problem solving process are presented in sections 2 and 3. In section 4, we describe our proposed framework. Section 5 describes our case study. Finally, section 6 contains our conclusion.

2 The Joint Intentions Theory

The joint intentions theory of Cohen and Levesque [7] represent one of the first attempts to establish a formal theory of multi-agent collaboration [8]. The theory includes several key concepts that one would intuitively associate with a multi-agent team, such as a shared responsibility towards other team members, and explicit communication requirements. 

The theory presents teams as robust and dedicated, comprised of agents with a sense of responsibility both to themselves and to others. The theory defines the notion of persistent goal, joint persistent goal, weak achievement goal, mutual belief, individual commitment, joint commitment, individual intention, and joint intention.

3 The Cooperative Problem Solving Process

One objective of the distributed artificial intelligence (DAI) is to build systems that are capable of cooperative problem solving (CPS) [9, 10]. CPS occurs when a group of logically decentralized agents chooses to work together to achieve a common goal. Several CPS models have been devised by DAI researchers. In this section, we overview the model on which we base our framework.

A four-stage model for the CPS process is defined in [8, 9]. The model builds on the joint intentions theory and can be used by system builders as an abstract, top-level specification of the CPS process. The four stages of the model together with an illustrative example in the domain of multi-agent trade are discussed below.

1. Recognition
This stage begins when an agent in a multi-agent community has a goal, and recognizes the potential for cooperative action with respect to that goal. In the multi-agent trade example, the buyer agent recognizes the need for a merchant, a delivery handler in order to perform a trade. 

2. Team Formation
Having the agent recognized the potential for cooperative action at stage (1); it will solicit assistance from some agents that would help in achieving the goal. Upon success, this stage will end up with a group of agents having a joint commitment to collective action. In the multi-agent trade example, the trade team members will end up having a joint commitment to perform trade. In addition, sub-teams would have joint commitments to sub-goals.

3. Plan Formation
In this stage, the formed team attempts to negotiate a joint plan that they believe it would achieve the desired goal. In the multi-agent trade example, agents would agree on the trade action parameters: payment terms, payment methods, delivery date and location, and the sequence and timing of trade actions.

4. Team Action
In this stage, the team of agents executes the joint plan. In the multi-agent trade example, agents start by a joint intention to perform an action. In addition, upon selection of a sub-goal that the sub-team is jointly committed to achieving, agents of a sub-team would jointly intend the sub-goal they have previously committed to executing.

4 A Framework for Multi-agent Collaboration

In this section, we describe our proposed a multi-agent collaboration framework. In 4.1, we describe our approach, 4.2 discusses speech acts, 4.3 discusses the interaction protocol, 4,4 discusses the conversation policy, 4.5 discusses agent conversations and agent reasoning, and finally, 4.6 discusses a proposed framework implementation.

4.1 The Approach

In an open or semi-open multi-agent environment, interaction rules are neither known in advance nor fixed since agents are not controlled or known in advance [11], as a result any proposed generic collaboration framework cannot assume the existence of a fixed protocol for negotiation or cooperation.

Our approach to develop a multi-agent collaboration framework is through (1) modeling agent conversations assuming a three-layer model defined in [12], (2) defining associated agent reasoning, and (3) defining a framework implementation. This approach achieves separation between possible negotiation or cooperation protocols from one side and agent conversational model. In addition, this approach enables the creation of a number of framework implementations.

The framework defines the following components:

a) A set of possible team states and a set off possible transitions between these states.

b) Agent query interaction protocol for querying agent mental state.

c) Teamwork conversations model.

d) Generic rules for agent reasoning about collaboration.

e) A team conversation policy guiding agent interaction at different team states.

As a possible realization of our proposed framework, we propose a framework implementation consisting of the following components:

· An agent communication language supporting inform and inquire speech acts.

· Behavior representation language for modeling agent mental states.

· A generic structure for message exchanged between team agents, represented as XML document.

· A Java language component for encoding and decoding team messages in XML.

4.2 Speech Acts

Agents exchange two types of speech acts, namely query mental state message, and announce mental state.

Query Mental State

Using this speech act, an agent sends a message to another agent or to a group of agents querying their mental states in regard to a queried mental element. For example, a team leader agent might send a message to a team member agent requesting it to express its state of commitment to the main goal.

Announce Agent Mental State

An agent sends a message to an agent or a group of agents expressing its mental state in regard to a designated mental element. For example, an agent might send a message to all team members to announce that it has dropped its commitment to the main goal.

4.3 Query Interaction Protocol

An interaction protocol is a pattern of sequences of expected communicative acts organized into roles which represents the identity of a single sequence of acts executed by a single entity [12]. The proposed framework defines the query interaction protocol for querying the status of a set of agents. Figure 1 outlines an example interaction between an initiator agent and two participants. Two agent roles exist in interaction, the initiator agent and one or more participating agents. The interaction protocol starts when the initiator agent sends a query mental state message to a set of the participating agents. Next, every agent receiving the query message then replies back by sending announce mental state message to every agent in the reply-to message field.
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Figure 1: A simple query interaction conversation

4.4 Reasoning about Mutual Beliefs

Our approach for reasoning about mutual belief is similar to the one found in [4]. In order to reach a mutual belief, an initator agent starts by announcing its belief. Next, it uses the query interaction protocol to query the status of belief of other agents within an agent group, requesting a reply to all group agents. Group agents then respond by replying to query message with an announcement of their individual beliefs sent to all group agents. As agents receive the first announcement message sent by initiator agent and receive remaining announcement messages sent as a reply to the query mental state message, given that every one knows that everybody knows that everybody knows [4], then each agent in the agent group can then reason individually about the state of mutual belief within agent group.

4.5 The Conversation Policy

A conversation policy is defined as “a collection of rules and interaction specifications that guide a particular path or trajectory in a conversation space” [12]. Proposed agent conversation policy consists of the following components:

· Domain and problem specific rules to be defined by the agent developer.

· Teamwork rules explicitly defined by our proposed framework by defining possible team states and the rules for reasoning about team states.

· Teamwork rules defined by the CPS model of [8, 9]

· Teamwork rules defined by the joint intentions theory of [7]

In this section, we discuss teamwork rules explicitly defined by the framework. In 4.4.1, we discuss the possible states of a team, in 4.4.2 we discuss the rules for reasoning about team states.

4.5.1 Team States

The framework defines state model consisting of a set of possible team states and a set of possible state transitions, see figure 2. The state model defines the following team states:

Pre-Planning

At this state, there have been recognition of the problem, but the conditions that govern team formation have not been satisfied yet.

Planning

At this state, team members create a plan for action. Agents announce their individual and joint commitment to planned sub-actions. The team leaves this state in either of two cases, the first case occurs if there is no mutual belief that the formed team can achieve designated goal. The second case occurs if agents have a joint commitment to the main action that is assumed to achieve designated goal. In order for agents to jointly commit to a given group action, there should be individual and/or joint commitments to all of its sub-actions.

Post-Planning

At this state, team agents have committed to a given joint action.
Execution

At this state, the team has jointly intended a designated joint action. The team group or a subgroup might jointly intend a joint sub-action for execution. In addition, an individual team agent might individually intend an action as part of team group or subgroup.

4.5.2 Transition between Team States

The state model provides team agents with enough verification for reasoning about the team state by defining constraints for moving from one team state to another. Figure 2 outlines possible team states and common transitions between these states.

Cooperative problem solving starts when an agent, the problem initiator, recognizes the problem, the team then enters into the pre-planning state. The team moves to the planning team state in case that there is (1) a mutual belief that the team is able to achieve goal and (2) a joint nominal commitment to collective action.

Team exits the planning state if (1) team formation conditions discussed below have been violated, causing the team to move to the pre-planning state, (2) team has reached a joint commitment to a complex action in order to achieve team goal causing the team to move to the post-planning state.

The team exits post-planning state if (1) team drops its joint commitment to complex action, causing the team to move to the preplanning state, or (2) team has reached a joint intention to execute complex action, causing the team to move to the execution state, or (3) team formation conditions discussed below have been violated.

The team exits execution state if (1) team drops its intention to execute complex action, causing the team to move to the post-planning state, or (2) team reached a mutual belief that the goal has been achieved, unachievable, or irrelevant, or (3) team formation conditions discussed below have been violated, or (4) team planning conditions discussed below have been violated.
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Figure 2: State chart diagram of the cooperative problem solving process

In some situations an agent disjoins team while the during the planning, post-planning or execution team states, as an example, if an agent belief that the team goal has been achieved, unachievable, or irrelevant, breaking down mutual belief that the team can achieve designated goal and as a result, invalidating all subsequent commitments, beliefs and intentions. In such situations, where a joint mental state is being deformed, agents might start a negotiation to recover this deformation in joint mental state. In our example, if team agents reach a mutual agreement that remaining team agents are able to proceed with cooperative problem solving, then they would have retained their joint mental state. If agents fail to recover deformed joint mental state then the team state should rollback to the last known joint mental state.

The framework proposes a constraint on team agents to try recovering deformed joint mental state via negotiation before concluding that the joint mental state has been deformed. In our previous example, if negotiation between team agents fails to recover mutual belief, then agents should reason that the team state has changed.

4.6 Agent Conversations and Agent Reasoning

A conversation represents a particular sequence of speech acts [12]. As agents contribute to teamwork conversation they reason about preconditions, self and other agent beliefs, goals, intentions, …etc., affecting the conversation itself.

In this subsection, we describe framework-defined conversations namely:

1. Form team coversation:
This conversation defines preconditions, deliberation, and mental states used to form a team aiming to achieve a designated goal.

2. reach a joint commit to joint action relative to a designated goal:
This conversation defines the preconditions, deliberation, and mental states used to reach a joint commitment to an action relative to designated goal.

3. reach a joint intention to execute an action relative to a designated goal:
This conversation defines the preconditions, deliberation, and mental states used to reach a joint intention to execute a designated action as part of a group action.

A conversation is valid only at set of team states. As an example, if the team were in the team planning state, then the form team conversation would not be a valid one. Each of these conversations consists of steps that execute in sequence. In 4.5.1 we shall describe the form team conversation in detail.

4.6.1 Form Team Conversation

This conversation defines the preconditions, reasoning, and mental states used to form a team to achieve a designated goal.
Valid Team States

Pre-Planning.

Pre-Conditions

a. The team formation facilitator agent has a designated goal to achieve through team action.

Step 1: Reasoning Performed by the Team Formation Facilitator Agent

a. Belief that a candidate team is able to achieve designated goal.

b. Attempt to solicit assistance in order to form team to achieve designated goal.

Step 2: Messages Sent by the Team Formation Facilitator Agent

a. Announce to candidate team agents its attempt to solicit assistance in order to achieve designated goal.

Step 3: Reasoning Performed by Other Candidate Agents

a. Maintain belief about team formation facilitator announced attempt.

Assumption

Negotiation might be performed at this stage. For example, in the trade domain, negotiations of price, payment terms and delivery method takes place.

Step 4: Reasoning Performed by All Candidate Agents

a. Individually reason that candidate team is able to achieve designated goal.

Step 5: Messages Sent by the Team Formation Facilitator Agent

a. Announce to candidate team agents its belief that candidate team can achieve designated goal.
b. sends a query mental state to all the candidate team agents, inquiring their belief regarding candidate team’s ability to achieve designated goal, requesting reply to be sent to all candidate team agents.

Step 6: Messages Sent by the Other Candidate Agents

a. Each agent replies to all other candidate agents announcing its beliefs about team's ability to achieve goal.

Step 7: Reasoning Performed by All Candidate Agents

a. Decide whether there is a mutual belief regarding team's ability to achieve designated goal.

Step 8: Reasoning Performed by All Candidate Team Agents

a. If a mutual belief has been reached, the agent commits to nominal action relative to a designated goal and as part of candidate team.

Step 9: Messages Sent by the Team Formation Facilitator Agent
a. Announce its commitment to nominal action in order to achieve designated goal.

b. sends a query mental state to all the candidate team agents, inquiring their commitment to nominal action in order to achieve designated goal l, requesting reply to be sent to all candidate team agents.

Step 10: Reasoning Performed by All Candidate Team Agents

a. In case a joint commitment has been reached, agents individually reason that team state is planning state.
4.7 The Implementation

The proposed framework can be conceived as conceptual in the sense that it does not define a detailed messaging protocol, an agent communication language, or code components. This approach allows the definition of several framework implementations. A possible implementation might use FIPA specifications.

Our framework implementation covers the following components:

The implementation for the agent communication language supports the following features:

a) agent communication language supporting two speech acts for querying and announcing agent mental states.

b) A behavior representation language for describing agent behavior. 

c) An XML representation for the structure and semantics of team messages. A similar approach of encoding message format in is defined in [13], with the difference that KQML/FIPA ACL-like format is encoded in XML.

d) A mapping between agent communication language constructs and XML team message encoding.

e) A mapping between behavior representation language constructs and XML team message encoding.

f) An extention mechanism allowing multi-agent system developer to define additional semantics. For example, a new semantic can be added to the commitment clause allowing the specification of timeframe for commitment validity.

g) A Java language component for encoding and decoding team messages in XML.

5 Case Study

The objective of this case study is to prototype expected behavior of a set of team agents collaborating to achieve a designated goal. Team agents following our specification are expected to correctly reason about current team state, transitions to other team states, and agent communication.

Having this objective in mind, we have developed a simulation of a trade team behavior during the phases of team formation, team planning, and team execution. The simulation program takes as input the rules that trade agents should behave according to, see figure 3, and during the execution of the simulation, agents behave according to these rules, and at program termination, the simulation outputs a log describing resulting team agents’ behaviors, see figure 4.

The rule file describes the actions that agents should take in a set of specified situations. Situations include commitment to a specified goal, intending a specified action, and so on. The revision of the log file enables us to audit team messages exchanged and the reasoning performed by team agents in a number of situations that affect team and agent states.

The simulation acts as a prototyping tool allowing multi-agent trade system developer to analyze desired agent behavior before the developing the actual trade system.


Figure 3: A sample of simulation program input file

Figure 3: A sample of simulation program input file


Figure 4: A generated XML output message

6 Conclusion

In contrast to existing research, our proposed framework is designed for open systems, allowing for use in various application domains based on the work of [7] and [8, 9]. Our approach to develop a multi-agent collaboration framework is through (1) modeling agent conversations and (2) defining associated agent reasoning, and (3) defining framework implementation. This approach achieves separation between possible negotiation or cooperation protocols used and framework conversational model.

A framework implementation is created defining (1) an agent communication language, (2) behavior representation language, (3) team messages represented in XML, and (4) a Java language library for creating and reading XML messages. A simulation program were developed representing a trade team through cooperative problem solving phases.

We conclude with the following:

· The strict definition of possible team states and their entry-exist criteria allow agent to clearly reason about the changes of team states.

· Modeling team conversations with associated agent reasoning enables team agents to clearly reason about interaction at different cooperative problem solving phases.

· Agents developed by different agent developers should communicate clearly as long as they follow the same framework implementation.

· The separation of framework specification from the implementation enables flexibility of defining agent communication language, behavior representation language, and message structure. For example, another agent implementation might use FIPA specifications.

· The approach is totally independent of the agent development environment used.

7 References

[1] N. Jennings and others, “A Roadmap of Agent Research and Development”, Autonomous Agents and Multi-Agent Systems, 1, 7–38, 1998..

[2] G. Weiss, Editor, “Multiagent Systems: A Modern Approach to Distributed Artificial Intelligence”, MIT Press, 1999.

[3] N. Jennings and others, “GRATE: A General Framework for Cooperative Problem Solving”, IEE-BCS Journal of Intelligent Systems Engineering, 1 (2), 1992.

[4] N. Jennings, “Controlling Cooperative Problem Solving in Industrial Multi-Agent Systems using Joint Intentions”, Artificial Intelligence, Vol. 75 (2), 1995, 195-240.

[5] M. Tambe, “Towards Flexible Teamwork”, Journal of Artificial Intelligence Research, 1997.

[6] N. R. Jennings, “Agent Software”, Proc. UNICOM Seminar on Agent Software, London, UK, 1995, 12-27. 

[7] P. Cohen and H. Levesque, "Teamwork", Nous 25(4), Special Issue on Cognitive Science and Artificial Intelligence, pp. 487-512, 1991.

[8] B. Wilsker, “A Study of Multi-Agent Collaboration Theories”, ISI Research Report, 1996.

[9] M. Wooldridge and N. Jennings, “Towards a Theory of Cooperative Problem Solving”, Proc. Modeling Autonomous Agents in a Multi-Agent World (MAAMAW-94), Odense, Denmark, 1994, 15-26.

[10] M. Wooldridge and N. Jennings, “Cooperative Problem Solving”, Journal of Logic and Computation, 1999.

[11] M. Dastani and others, “Negotiation Protocols and Dialogue Games”, Proceedings of the fifth international conference on Autonomous agents, July 2001.

[12] M. Nowostawski and others, “Modeling and Visualizing Agent Conversations”, Proceedings of the fifth international conference on Autonomous agents, July 2001.

[13] Q. Chen and others, “Multi-Agent Cooperation, Dynamic Workflow and XML for E-  Commerce Automation”, Proceedings of the fourth international conference on Autonomous agents, June 2000.

[14] N. Jennings, P. Faratin, A. R. Lomuscio, S. Parsons, C. Sierra and M. Wooldridge, 

"Automated negotiation: prospects, methods and challenges" Int. J. of Group Decision and Negotiation 10 (2) 199-215, 2001.



















































































































































































































buyer:


<?xml version="1.0" encoding="UTF-8"?>


<team_message team_id="trade_team" message_id="can_achieve_perform_trade_2">


	<meta_info content_type="framework-implementation-horn-clause" />


	<delivery_info sender_id="buyer">


		<recipient_list>


			<recipient agent_id="merchant" />


			<recipient agent_id="delivery" />


		</recipient_list>


		<reply_to_list>


			<recipient agent_id="merchant" />


			<recipient agent_id="delivery" />


			<recipient agent_id="buyer" />


		</reply_to_list>


	</delivery_info>


	<message_content>


		<message_clause truth_value="true" bdi_clause_id="perform_trade_goal" type="can_achieve" id="perform_trade" />


		<bdi_clause entity_id="buyer" type="goal" id="perform_trade_goal" />


	</message_content>


</team_message>





buyer.CommitToNominalAction=YES


buyer.CommitToPerformTrade=YES


buyer.CommitToPerformTrade=YES


buyer.IntendPerformTrade=YES


buyer.CommitToPerformPayment=YES


buyer.CommitToReceiveMerchandise=YES


buyer.CommitToBuyerCommitTrans=YES


buyer.IntendPerformPayment=YES


buyer.IntendReceiveMerchandise=YES


buyer.IntendBuyerCommitTrans=YES


buyer.AttemptPerformPayment=YES


buyer.AttemptReceiveMerchandise=YES


buyer.AttemptBuyerCommitTrans=YES


Merchant.CommitToNominalAction=YES


Merchant.CommitToPerformTrade=YES


Merchant.CommitToPerformTrade=YES


Merchant.IntendPerformTrade=YES


Merchant.CommitToReceivePayment=YES


Merchant.CommitToMerchantCommitTrans=YES


Merchant.IntendReceivePayment=YES


Merchant.IntendMerchantCommitTrans=YES


Merchant.AttemptReceivePayment=YES


Merchant.AttemptMerchantCommitTrans=no


Delivery.CommitToNominalAction=YES


Delivery.CommitToPerformTrade=YES


Delivery.CommitToPerformTrade=YES


Delivery.IntendPerformTrade=YES


Delivery.CommitToDeliverMerchandise=YES


Delivery.IntendDeliverMerchandise=YES


Delivery.AttemptDeliverMerchandise=YES
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