The File Allocation Table (FAT) file system is a simple file system originally designed for small disks and simple folder structures. The FAT file system is named for its method of organization, the file allocation table, which resides at the beginning of the volume. To protect the volume, two copies of the table are kept, in case one becomes damaged. In addition, the file allocation tables and the root folder must be stored in a fixed location so that the files needed to start the system can be correctly located. 

A volume formatted with the FAT file system is allocated in clusters. The default cluster size is determined by the size of the volume. For the FAT file system, the cluster number must fit in 16 bits and must be a power of two. 

 

Structure of a FAT Volume 

The figure below illustrates how the FAT file system organizes a volume. 

Figure 4-1 


This section covers information about the FAT system. Topics covered are: 

· FAT Partition Boot Sector 

· FAT File System 

· FAT Root Folder 

· FAT Folder Structure 

· FAT32 Features 

Table 4-1 displays differences between the FAT systems: 

Table 4-1 Differences Between FAT Systems 

	System
	Bytes Per Cluster Within File Allocation Table
	Cluster limit

	FAT12
	1.5
	Fewer than 4087 clusters. 

	FAT16
	2
	Between 4087 and 65526 clusters, inclusive.

	FAT32
	4
	Between 65526 and 268,435,456 clusters, inclusive


FAT Partition Boot Sector 

FAT Partition Boot Sector 

The Partition Boot Sector contains information that the file system uses to access the volume. On x86-based computers, the Master Boot Record use the Partition Boot Sector on the system partition to load the operating system kernel files. 

Table 4-2 describes the fields in the Partition Boot Sector for a volume formatted with the FAT file system. 

Table 4-2 Fields in Partition Boot Sector (FAT File System)

	Byte Offset (in hex)
	Field Length
	Sample Value
	Meaning

	00 
	3 bytes 
	EB 3C 90 
	Jump instruction 

	03 
	8 bytes 
	MSDOS5.0 
	OEM Name in text 

	0B 
	25 bytes 
	 
	BIOS Parameter Block 

	24 
	26 bytes 
	 
	Extended BIOS Parameter Block 

	3E 
	448 bytes 
	 
	Bootstrap code 

	1FE 
	2 bytes 
	0x55AA 
	End of sector marker


 

Table 4-3 describes BIOS Parameter Block and Extended BIOS Parameter Block Fields. 

Table 4-3 BIOS Parameter Block and Extended BIOS Parameter Block Fields

	Byte Offset
	Field Length
	Sample Value
	Meaning

	0x0B 
	WORD 
	0x0002 
	Bytes per Sector. The size of a hardware sector. For most disks in use in the United States, the value of this field is 512. 

	0x0D 
	BYTE 
	0x08 
	Sectors Per Cluster. The number of sectors in a cluster. The default cluster size for a volume depends on the volume size and the file system. 

	0x0E 
	WORD 
	0x0100 
	Reserved Sectors. The number of sectors from the Partition Boot Sector to the start of the first file allocation table, including the Partition Boot Sector. The minimum value is 1. If the value is greater than 1, it means that the bootstrap code is too long to fit completely in the Partition Boot Sector. 

	0x10 
	BYTE 
	0x02 
	Number of file allocation tables (FATs). The number of copies of the file allocation table on the volume. Typically, the value of this field is 2. 

	0x11 
	WORD 
	0x0002 
	Root Entries. The total number of file name entries that can be stored in the root folder of the volume. One entry is always used as a Volume Label. Files with long filenames use up multiple entries per file. Therefore, the largest number of files in the root folder is typically 511, but you will run out of entries sooner if you use long filenames. 

	0x13 
	WORD 
	0x0000 
	Small Sectors. The number of sectors on the volume if the number fits in 16 bits (65535). For volumes larger than 65536 sectors, this field has a value of 0 and the Large Sectors field is used instead. 

	0x15 
	BYTE 
	0xF8 
	Media Type. Provides information about the media being used. A value of 0xF8 indicates a hard disk. 

	0x16 
	WORD 
	0xC900 
	Sectors per file allocation table (FAT). Number of sectors occupied by each of the file allocation tables on the volume. By using this information, together with the Number of FATs and Reserved Sectors, you can compute where the root folder begins. By using the number of entries in the root folder, you can also compute where the user data area of the volume begins. 

	0x18 
	WORD 
	0x3F00 
	Sectors per Track. The apparent disk geometry in use when the disk was low-level formatted. 

	0x1A 
	WORD 
	0x1000 
	Number of Heads. The apparent disk geometry in use when the disk was low-level formatted. 

	0x1C 
	DWORD 
	3F 00 00 00 
	Hidden Sectors. Same as the Relative Sector field in the Partition Table. 

	0x20 
	DWORD 
	51 42 06 00 
	Large Sectors. If the Small Sectors field is zero, this field contains the total number of sectors in the volume. If Small Sectors is nonzero, this field contains zero.. 

	0x24 
	BYTE 
	0x80 
	Physical Disk Number. This is related to the BIOS physical disk number. Floppy drives are numbered starting with 0x00 for the A disk. Physical hard disks are numbered starting with 0x80. The value is typically 0x80 for hard disks, regardless of how many physical disk drives exist, because the value is only relevant if the device is the startup disk. 

	0x25 
	BYTE 
	0x00 
	Current Head. Not used by the FAT file system. 

	0x26 
	BYTE 
	0x29 
	Signature. Must be either 0x28 or 0x29 in order to be recognized by Windows NT. 

	0x27 
	4 bytes 
	CE 13 46 30 
	Volume Serial Number. A unique number that is created when you format the volume. 

	0x2B 
	11 bytes 
	NO NAME 
	Volume Label. This field was used to store the volume label, but the volume label is now stored as special file in the root directory. 

	0x36 
	8 bytes
	FAT16 
	System ID. Either FAT12 or FAT16, depending on the format of the disk.


File Allocation System 

File Allocation System 

The FAT file allocation system is named for its method of organization, the file allocation table, which resides at the beginning of the volume. To protect the volume, two copies of the table are kept, in case one becomes damaged. In addition, the file allocation tables must be stored in a fixed location so that the files needed to start the system can be correctly located. 

The file allocation table contains the following types of information about each cluster on the volume (see example below for FAT16): 

· Unused (0x0000) 

· Cluster in use by a file 

· Bad cluster (0xFFF7) 

· Last cluster in a file (0xFFF8-0xFFFF) 

There is no organization to the FAT folder structure, and files are given the first available location on the volume. The starting cluster number is the address of the first cluster used by the file. Each cluster contains a pointer to the next cluster in the file, or an indication (0xFFFF) that this cluster is the end of the file. These links and end of file indicators are shown below.

Example of File Allocation Table 

Figure 4-2 Example of File Allocation Table
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This illustration shows three files. The file File1.txt is a file that is large enough to use three clusters. The second file, File2.txt, is a fragmented file that also requires three clusters. A small file, File3.txt, fits completely in one cluster. In each case, the folder structure points to the first cluster of the file.

FAT Root Folder 

FAT Root Folder

The root folder contains an entry for each file and folder on the root. The only difference between the root folder and other folders is that the root folder is on a specified location on the disk and has a fixed size (512 entries for a hard disk, number of entries on a floppy disk depends on the size of the disk). 

FAT Folder Structure 

FAT Folder Structure 

Folders have set of 32-byte Folder Entries for each file and subfolder contained in the folder (see example figure below). 

The Folder Entry includes the following information: 

· Name (eight-plus-three characters) 

· Attribute byte (8 bits worth of information, described later in this section) 

· Create time (24 bits) 

· Create date (16 bits) 

· Last access date (16 bits) 

· Last modified time (16 bits) 

· Last modified date (16 bits.) 

· Starting cluster number in the file allocation table (16 bits) 

· File size (32 bits) 

There is no organization to the FAT folder structure, and files are given the first available location on the volume. The starting cluster number is the address of the first cluster used by the file. Each cluster contains a pointer to the next cluster in the file, or an indication (0xFFFF) that this cluster is the end of the file. See File Allocation System for details. 

The information in the folder is used by all operating systems that support the FAT file system. In addition, Windows NT can store additional time stamps in a FAT folder entry. These time stamps show when the file was created or last accessed and are used principally by POSIX applications. 

Because all entries in a folder are the same size, the attribute byte for each entry in a folder describes what kind of entry it is. One bit indicates that the entry is for a subfolder, while another bit marks the entry as a volume label. Normally, only the operating system controls the settings of these bits. 

A FAT file has four attributes bits that can be turned on or off by the user — archive file, system file, hidden file, and read-only file.

Filenames on FAT Volumes 

Filenames on FAT Volumes 

Beginning with Windows NT 3.5, files created or renamed on FAT volumes use the attribute bits to support long filenames in a way that does not interfere with how MS-DOS or OS/2 accesses the volume. Whenever a user creates a file with a long filename, Windows creates an eight-plus-three name for the file. In addition to this conventional entry, Windows creates one or more secondary folder entries for the file, one for each 13 characters in the long filename. Each of these secondary folder entries stores a corresponding part of the long filename in Unicode. Windows sets the volume, read-only, system, and hidden file attribute bits of the secondary folder entry to mark it as part of a long filename. MS-DOS and OS/2 generally ignore folder entries with all four of these attribute bits set, so these entries are effectively invisible to these operating systems. Instead, MS-DOS and OS/2 access the file by using the conventional eight-plus-three filename contained in the folder entry for the file.

Hard Disk Drive Basics

· Making Tracks 

· Sectors and Clusters 

A hard disk is a sealed unit containing a number of platters in a stack. Hard disks may be mounted in a horizontal or a vertical position. In this description, the hard drive is mounted horizontally. 

Electromagnetic read/write heads are positioned above and below each platter. As the platters spin, the drive heads move in toward the center surface and out toward the edge. In this way, the drive heads can reach the entire surface of each platter. 

 

Making Tracks

On a hard disk, data is stored in thin, concentric bands. A drive head, while in one position can read or write a circular ring, or band called a track. There can be more than a thousand tracks on a 3.5-inch hard disk. Sections within each track are called sectors. A sector is the smallest physical storage unit on a disk, and is almost always 512 bytes (0.5 kB) in size.

The figure below shows a hard disk with two platters. 

Figure 3-1 Parts of a Hard Drive 

[image: image2.png]



The structure of older hard drives (i.e. prior to Windows 95) will refer to a cylinder/ head/ sector notation. A cylinder is formed while all drive heads are in the same position on the disk. The tracks, stacked on top of each other form a cylinder. This scheme is slowly being eliminated with modern hard drives. All new disks use a translation factor to make their actual hardware layout appear continuous, as this is the way that operating systems from Windows 95 onward like to work. 

To the operating system of a computer, tracks are logical rather than physical in structure, and are established when the disk is low-level formatted. Tracks are numbered, starting at 0 (the outermost edge of the disk), and going up to the highest numbered track, typically 1023, (close to the center). Similarly, there are 1,024 cylinders (numbered from 0 to 1023) on a hard disk. 

The stack of platters rotate at a constant speed. The drive head, while positioned close to the center of the disk reads from a surface that is passing by more slowly than the surface at the outer edges of the disk. To compensate for this physical difference, tracks near the outside of the disk are less-densely populated with data than the tracks near the center of the disk. The result of the different data density is that the same amount of data can be read over the same period of time, from any drive head position. 

The disk space is filled with data according to a standard plan. One side of one platter contains space reserved for hardware track-positioning information and is not available to the operating system. Thus, a disk assembly containing two platters has three sides available for data. Track-positioning data is written to the disk during assembly at the factory. The system disk controller reads this data to place the drive heads in the correct sector position. 

Up
Sectors and Clusters

A sector, being the smallest physical storage unit on the disk, is almost always 512 bytes in size because 512 is a power of 2 (2 to the power of 9). The number 2 is used because there are two states in the most basic of computer languages - on and off.

Each disk sector is labelled using the factory track-positioning data. Sector identification data is written to the area immediately before the contents of the sector and identifies the starting address of the sector. 

The optimal method of storing a file on a disk is in a contiguous series, i.e. all data in a stream stored end-to-end in a single line. As many files are larger than 512 bytes, it is up to the file system to allocate sectors to store the file’s data. For example, if the file size is 800 bytes, two 512 k sectors are allocated for the file. A cluster is typically the same size as a sector. These two sectors with 800 bytes of data are called two clusters. 

They are called clusters because the space is reserved for the data contents. This process protects the stored data from being over-written. Later, if data is appended to the file and its size grows to 1600 bytes, another two clusters are allocated, storing the entire file within four clusters. 

Figure 3-2 Sectors and Clusters
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If contiguous clusters are not available (clusters that are adjacent to each other on the disk), the second two clusters may be written elsewhere on the same disk or within the same cylinder or on a different cylinder - wherever the file system finds two sectors available. A file stored in this non-contiguous manner is considered to be fragmented. Fragmentation can slow down system performance if the file system must direct the drive heads to several different addresses to find all the data in the file you want to read. The extra time for the heads to travel to a number of addresses causes a delay before the entire file is retrieved. 

Cluster size can be changed to optimize file storage. A larger cluster size reduces the potential for fragmentation, but increases the likelihood that clusters will have unused space. Using clusters larger than one sector reduces fragmentation, and reduces the amount of disk space needed to store the information about the used and unused areas on the disk. 

Most disks used in personal computers today rotate at a constant angular velocity. The tracks near the outside of the disk are less densely populated with data than the tracks near the center of the disk. Thus, a fixed amount of data can be read in a constant period of time, even though the speed of the disk surface is faster on the tracks located further away from the center of the disk. 

Modern disks reserve one side of one platter for track positioning information, which is written to the disk at the factory during disk assembly. It is not available to the operating system. The disk controller uses this information to fine tune the head locations when the heads move to another location on the disk. When a side contains the track position information, that side cannot be used for data. Thus, a disk assembly containing two platters has three sides that are available for data.
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