What is a control file?

        A control file is a small binary file that records the physical structure of the database. The control file includes:

· The database name

· Names and locations of associated datafiles and redo log files

· The timestamp of the database creation

· The current log sequence number

· Checkpoint information

· It is created at the same time when CREATE DATABASE statement is issued.

· Control file names are saved in initialization parameter file.

· A minimum of two control files and that they are located on separate physical disks.

You should backup control files where the following happen: 

· adding, dropping, or renaming datafiles

· Adding or dropping a tablespace, or altering the read/write state of the tablespace

· Adding or dropping redo log files or groups

Increasing the value of the following parameters in CREATE DATABASE statement increases control file sizes:

· MAXDATAFILES

· MAXLOGFILES

· MAXLOGMEMBERS

· MAXLOGHISTORY

· MAXINSTANCES

To add or rename current control files:

1. Shut down the database.

2. Copy an existing control file to a new location, using operating system commands.

3. Edit the CONTROL_FILES parameter in the database initialization parameter file to add the new control file name, or to change the existing control filename.

4. Restart the database.

When to create new control files

· All control files for the database have been permanently damaged and you do not have a control file backup.

· You want to change one of the permanent database parameter settings originally specified in the CREATE DATABASE statement. These settings include the database name and the following parameters: MAXLOGFILES, MAXLOGMEMBERS, MAXLOGHISTORY, MAXDATAFILES, and MAXINSTANCES.

There is a series of steps to recover a control file. Please refer to official oracle documentation.

What is Redo Log Files


Consists of two or more preallocated files that store all changes made to the database as they occur. Every instance of an Oracle Database has an associated redo log to protect the database in case of an instance failure.


Each database instance has its own redo log groups. These redo log groups, multiplexed or not, are called an instance thread of redo. Each member of a log group should be placed on different physical disk.


The database requires a minimum of two files to guarantee that one is always available for writing while the other is being archived (if the database is in ARCHIVELOG mode).

If you have enabled archiving (the database is in ARCHIVELOG mode), then the database cannot reuse or overwrite an active online log file until one of the archiver background processes (ARCn) has archived its contents. If archiving is disabled (the database is in NOARCHIVELOG mode), then when the last redo log file is full, LGWR continues by overwriting the first available active file.


Oracle Database assigns each redo log file a new log sequence number every time a log switch occurs and LGWR begins writing to it. In recovery, the database properly applies redo log files in ascending order by using the log sequence number of the necessary archived and redo log files.
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Multiplexed redo log files are called groups. Each redo log file in a group is called a member. Each member in a group must be exactly the same size. LGWR writes concurrently to both A_LOG1 and B_LOG1. Then it writes concurrently to both A_LOG2 and B_LOG2, and so on.  LGWR never writes concurrently to members of different groups.

Redo Log Configuration

In most cases, a multiplexed redo log should be symmetrical: all groups of the redo log should have the same number of members. The only requirement for an instance redo log is that it have at least two groups. The following shows legal and illegal multiplexed redo log configurations. The second configuration is illegal because it has only one group.
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Placing Redo Log File

When setting up a multiplexed redo log, place members of a group on different physical disks. If a single disk fails, then only one member of a group becomes unavailable to LGWR and other members remain accessible to LGWR, so the instance can continue to function.

If you archive the redo log, spread redo log members across disks to eliminate contention between the LGWR and ARCn background processes. For example, if you have two groups of duplexed redo log members, place each member on a different disk and set your archiving destination to a fifth disk. Doing so will avoid contention between LGWR (writing to the members) and ARCn (reading the members).

Datafiles should also be placed on different disks from redo log files to reduce contention in writing data blocks and redo records.

Size of Redo Log File

All members of the same multiplexed redo log group must be the same size. Members of different groups can have different sizes but it is not recommended.

Creating Redo Log Groups

Do not skip group number or you will consume space in control files.

ALTER DATABASE 

  ADD LOGFILE GROUP 10 ('/oracle/dbs/log1c.rdo', '/oracle/dbs/log2c.rdo')

      SIZE 500K;

Creating Redo Log Members

To create new redo log members for an existing group, use the SQL statement ALTER DATABASE with the ADD LOGFILE MEMBER clause. The following statement adds a new redo log member to redo log group number 2:

ALTER DATABASE ADD LOGFILE MEMBER '/oracle/dbs/log2b.rdo' TO GROUP 2;

Notice that filenames must be specified, but sizes need not be. The size of the new members is determined from the size of the existing members of the group.

There is a series of steps of renaming or relocating, dropping a redo log members. Refer to Oracle documentation for detail.

What is Archiving Log


When you run a database in ARCHIVELOG mode, you enable the archiving of the redo log. The database control file indicates that a group of filled redo log files cannot be reused by LGWR until the group is archived. A filled group becomes available for archiving immediately after a redo log switch occurs.


You set the initial archiving mode as part of database creation in the CREATE DATABASE statement. Usually, you can use the default of NOARCHIVELOG mode at database creation because there is no need to archive the redo information generated by that process. After creating the database, decide whether to change the initial archiving mode.

Change Database to Archive Log mode

To change the archiving mode of the database, use the ALTER DATABASE statement with the ARCHIVELOG or NOARCHIVELOG clause. To change the archiving mode, you must be connected to the database with administrator privileges (AS SYSDBA).

The following steps switch the database archiving mode from NOARCHIVELOG to ARCHIVELOG:

1. Shut down the database instance.

SHUTDOWN

An open database must first be closed and any associated instances shut down before you can switch the database archiving mode. You cannot change the mode from ARCHIVELOG to NOARCHIVELOG if any datafiles need media recovery.

2. Back up the database.

Before making any major change to a database, always back up the database to protect against any problems. This will be your final backup of the database in NOARCHIVELOG mode and can be used if something goes wrong during the change to ARCHIVELOG mode. See Oracle Database Backup and Recovery Basics for information about taking database backups.

3. Edit the initialization parameter file to include the initialization parameters that specify the destinations for the archive log files (see "Specifying Archive Destinations"). For example:

LOG_ARCHIVE_DEST = /disk1/u01/oracleData/oradb/archive

4. Start a new instance and mount, but do not open, the database.

STARTUP MOUNT

To enable or disable archiving, the database must be mounted but not open.

5. Change the database archiving mode. Then open the database for normal operations. 

ALTER DATABASE ARCHIVELOG;

ALTER DATABASE OPEN;

6. Shut down the database.

SHUTDOWN IMMEDIATE

7. Back up the database.

Changing the database archiving mode updates the control file. After changing the database archiving mode, you must back up all of your database files and control file. Any previous backup is no longer usable because it was taken in NOARCHIVELOG mode.

Managing Tablespace


Using multiple tablespaces allows you more flexibility in performing database operations. When a database has multiple tablespaces, you can:

· Separate user data from data dictionary data to reduce contention among dictionary objects and schema objects for the same datafiles.

· Separate data of one application from the data of another to prevent multiple applications from being affected if a tablespace must be taken offline.

· Store different the datafiles of different tablespaces on different disk drives to reduce I/O contention.

· Take individual tablespaces offline while others remain online, providing better overall availability.

· Optimizing tablespace use by reserving a tablespace for a particular type of database use, such as high update activity, read-only activity, or temporary segment storage.

· Back up individual tablespaces.

Create only enough tablespaces to fill your needs, and create these tablespaces with as few files as possible. If you need to increase the size of a tablespace, add one or two large datafiles, or create datafiles with autoextension enabled, rather than creating many small datafiles.

Different Tablespaces

1. SYSTEM and SYSAUX tablespaces are created when database is created. They cannot be dropped.

2. Use the SQL statement CREATE TABLESPACE or CREATE TEMPORARY TABLESPACE. You must have the CREATE TABLESPACE system privilege to create a tablespace.

3. Use the CREATE UNDO TABLESPACE statement to create a special type of tablespace called an undo tablespace, which is specifically designed to contain undo records.

4. To add tablespace:

ALTER TABLESPACE tbsa

     ADD DATAFILE '/u02/oracle/data/tbsa02.dbf' SIZE 1M;

Altering tablesapce availability

You may want to take a tablespace offline for any of the following reasons:

· To make a portion of the database unavailable while allowing normal access to the remainder of the database

· To perform an offline tablespace backup (even though a tablespace can be backed up while online and in use)

· To make an application and its group of tables temporarily unavailable while updating or maintaining the application

Managing DataFile


At least one datafile is required for the SYSTEM and SYSAUX tablespaces of a database. You can change the value of DB_FILES (by changing the initialization parameter setting), but the new value does not take effect until you shut down and restart the instance.

Creating and adding datafile

f you add new datafiles to a tablespace and do not fully specify the filenames, the database creates the datafiles in the default database directory or the current directory, depending upon your operating system.


Data files information can be found in DBA_DATA_FILES table. 

Enabling and disabling auto-extension for datafile

The following example enables automatic extension for a datafile added to the users tablespace:

ALTER TABLESPACE users

   ADD DATAFILE '/u02/oracle/rbdb1/users03.dbf' SIZE 10M

      AUTOEXTEND ON

      NEXT 512K

      MAXSIZE 250M;

The next example disables the automatic extension for the datafile.

ALTER DATABASE DATAFILE '/u02/oracle/rbdb1/users03.dbf' 

    AUTOEXTEND OFF;

Resizing  datafile

The following statement decreases the size of datafile 

/u02/oracle/rbdb1/stuff01.dbf:

ALTER DATABASE DATAFILE '/u02/oracle/rbdb1/stuff01.dbf'

   RESIZE 100M;

Taking datafile online/offline

To take the same file offline, issue the following statement:

ALTER DATABASE DATAFILE '/u02/oracle/rbdb1/stuff01.dbf' OFFLINE;

Renaming datafile 

ALTER TABLESPACE users

       RENAME DATAFILE '/u02/oracle/rbdb1/users01.dbf',

                    '/u02/oracle/rbdb1/users02.dbf'

                 TO '/u03/oracle/rbdb1/users01.dbf', 

                    '/u04/oracle/rbdb1/users02.dbf';

Managing Undo

 
Earlier releases of Oracle Database used rollback segments to store undo. Oracle9i introduced automatic undo management, which simplifies undo space management by eliminating the complexities associated with rollback segment management. Oracle strongly recommends that you use undo tablespace to manage undo rather than rollback segment.


When the instance starts up, the database automatically selects for use the first available undo tablespace. If there is no undo tablespace available, the instance starts, but uses the SYSTEM rollback segment for undo. This is not recommended in normal circumstances, and an alert message is written to the alert file to warn that the system is running without an undo tablespace. ORA-01552 errors are issued for any attempts to write non-SYSTEM related undo to the SYSTEM rollback segment.

If the database contains multiple undo tablespaces, you can optionally specify at startup that you want an Oracle Database instance to use a specific undo tablespace. This is done by setting the UNDO_TABLESPACE initialization parameter. For example:

UNDO_TABLESPACE = undotbs_01

Automatic Tuning of Undo Retention


Oracle Database 10g automatically tunes undo retention by collecting database use statistics and estimating undo capacity needs for the successful completion of the queries. You can set a low threshold value for the UNDO_RETENTION parameter so that the system retains the undo for at least the time specified in the parameter, provided that the current undo tablespace has enough space. Under space constraint conditions, the system may retain undo for a shorter duration than that specified by the low threshold value in order to allow DML operations to succeed. Undo tablespace information can be found in V$UNDOSTAT view.


You can set the UNDO_RETENTION parameter initially in the initialization parameter file that is used by the STARTUP process:

UNDO_RETENTION = 1800 (in seconds, 900 is default)

You can change the UNDO_RETENTION parameter value at any time using the ALTER SYSTEM statement:

ALTER SYSTEM SET UNDO_RETENTION = 2400

The effect of the UNDO_RETENTION parameter is immediate, but it can only be honored if the current undo tablespace has enough space. If an active transaction requires undo space and the undo tablespace does not have available space, then the system starts reusing unexpired undo space. This action can potentially cause some queries to fail with the "snapshot too old" message.

Using auto-extensible tablespace


Oracle Database supports automatic extension of the undo tablespace to facilitate capacity planning of the undo tablespace in the production environment. When the system is first running in the production environment, you may be unsure of the space requirements of the undo tablespace. In this case, you can enable automatic extension for datafiles of the undo tablespace so that they automatically increase in size when more space is needed. By combining automatic extension of the undo tablespace with automatically tuned undo retention, you can ensure that long-running queries will succeed by guaranteeing the undo required for such queries.

After the system has stabilized and you are more familiar with undo space requirements, Oracle recommends that you set the maximum size of the tablespace to be slightly (10%) more than the current size of the undo tablespace.

Creating undo tablespace

Database creation time:

CREATE DATABASE rbdb1

     CONTROLFILE REUSE

     .

     .

     .

     UNDO TABLESPACE undotbs_01 DATAFILE '/u01/oracle/rbdb1/undo0101.dbf';

If the undo tablespace cannot be created successfully during CREATE DATABASE, the entire CREATE DATABASE operation fails. You must clean up the database files, correct the error and retry the CREATE DATABASE operation.

Using Create Undo Tablespace statement:

CREATE UNDO TABLESPACE undotbs_02

     DATAFILE '/u01/oracle/rbdb1/undo0201.dbf' SIZE 2M REUSE AUTOEXTEND ON;

You can create more than one undo tablespace, but only one of them can be active at any one time.

Altering undo tablespace

Undo tablespaces are altered using the ALTER TABLESPACE statement. However, since most aspects of undo tablespaces are system managed, you need only be concerned with the following actions:

· Adding a datafile or resizing it.(When running out of space)

ALTER TABLESPACE undotbs_01

     ADD DATAFILE '/u01/oracle/rbdb1/undo0102.dbf' AUTOEXTEND ON NEXT 1M 

         MAXSIZE UNLIMITED;

· Renaming a datafile

ALTER DATABASE ... DATAFILE

· Bringing a datafile online or taking it offline

· Beginning or ending an open backup on a datafile

· Enabling and disabling undo retention guarantee

Monitoring undo tablespace

View
Description

V$UNDOSTAT
Contains statistics for monitoring and tuning undo space. Use this view to help estimate the amount of undo space required for the current workload. The database also uses this information to help tune undo usage in the system. This view is meaningful only in automatic undo management mode.

V$ROLLSTAT
For automatic undo management mode, information reflects behavior of the undo segments in the undo tablespace

V$TRANSACTION
Contains undo segment information

DBA_UNDO_EXTENTS
Shows the status and size of each extent in the undo tablespace.

WRH$_UNDOSTAT
Contains statistical snapshots of V$UNDOSTAT information. Please refer to Oracle Database 2 Day DBA for more information.

WRH$_ROLLSTAT
Contains statistical snapshots of V$ROLLSTAT information. Please refer to Oracle Database 2 Day DBA for more information.

The V$UNDOSTAT view is useful for monitoring the effects of transaction execution on undo space in the current instance. Statistics are available for undo space consumption, transaction concurrency, the tuning of undo retention, and the length and SQL ID of long-running queries in the instance.

Each row in the view contains statistics collected in the instance for a ten-minute interval. The rows are in descending order by the BEGIN_TIME column value. Each row belongs to the time interval marked by (BEGIN_TIME, END_TIME). Each column represents the data collected for the particular statistic in that time interval. The first row of the view contains statistics for the (partial) current time period. The view contains a total of 1008 rows, spanning a 7 day cycle.

The following example shows the results of a query on the V$UNDOSTAT view.

SELECT TO_CHAR(BEGIN_TIME, 'MM/DD/YYYY HH24:MI:SS') BEGIN_TIME,

         TO_CHAR(END_TIME, 'MM/DD/YYYY HH24:MI:SS') END_TIME,

         UNDOTSN, UNDOBLKS, TXNCOUNT, MAXCONCURRENCY AS "MAXCON"

         FROM v$UNDOSTAT WHERE rownum <= 144;

Best Practices with Undo Tablespace

This following list of recommendations will help you manage your undo space to best advantage.

· You need not set a value for the UNDO_RETENTION parameter unless your system has flashback or LOB retention requirements.

· Allow 10 to 20% extra space in your undo tablespace to provide for some fluctuation in your workload.

· Set the warning and critical alert thresholds for the undo tablespace alert properly. Please refer to "Managing Space in Tablespaces " for information on how to set alert thresholds for the undo tablespace.

· To tune SQL queries or to check on runaway queries, use the value of the SQLID column provided in the long query or in the V$UNDOSTAT or WRH$_UNDOSTAT views to retrieve SQL text and other details on the SQL from V$SQL view.

· Always use indexes for Flashback Version Query.

