Report on “Steganography Security”
Courtesy of UC Davis Computer Science Department ECS 228 Fall 2002
Vincent Law

lawv@cs.ucdavis.edu

014-68-0083

Abstracts
The art of steganography has existed for a long time. However, most research literatures focus on the heuristic approaches while only few others study the secure model on steganography. This report summarizes the secure model presented in the recently-published research literature “Provably Secure Steganography” which uses theoretic point-of-view to define the security and robustness of steganography, with a little of additional information on steganalysis from the book “Disappearing Cryptography – Information Hiding: Steganography & Watermarking”.
Introduction
Background and History

The difference between steganography and general cryptography is that the adversary acknowledges the existence of a crypto in the communication channel while he/she is not aware of a stego in the same channel. Therefore, cryptography is about the hiding of the contents of the secret messages and steganography is about the hiding of even the entire secret messages. Steganography has been used since as early as ancient time. Such methods include writing secret messages using invisible ink or hiding in an innocently-looking letter. In modern days, steganography can take advantages of media such as digital images and videos to hide the secret messages. In general, steganography can be viewed as a game between the communicating parties and the adversary, here we call it the warden. The scientific study of steganography, on the other hand, only began in 1983. Most of the steganography studies to date concentrate on the heuristic approaches, while comparatively fewer research papers focus on the theoretic background.
Basic Cryptography Security Theories
Suppose there is an oracle probabilistic adversary A and a string of bits r of any length. A set of functions F: {0, 1}k x {0, 1}L  {0, 1}l is introduced as a series of Fk, where k is a sufficiently large integer, that uses a k-bit uniformly-distributed function from a set of chosen pseudorandom functions and returns an l-bit output with probability that A returns a bit drawing from F as PrF = PrK,r [ArF = 1]. FK is a function F that uses K as the key. A truly random function g returns U(L, l), i.e. takes L-bit input and returns an l-bit output with probability that A returns a bit drawing from g as Prg = Prg, r [Arg = 1]. Then A’s advantage over the pseudorandom function F is defined as AdvFprf (A) = | PrF – Prg |, and thus F’s insecurity is InSecFprf (t, q) = maxA  A(t, q) {AdvFprf (A)}, where A(t, q) is the set of adversaries taking at most t steps and making at most q oracle queries. F becomes (t, q, )-pseudorandom if InSecFprf (t, q) <= . 
· EK, s is an encryption function using key K and a

plaintext s. Probability that A returns a bit from EK, s is denoted as PrE = PrE, r [ArE = 1], and A’s advantage over EK, s in chosen plaintext attack is defined as AdvEcpa (A) = | PrE – Prg |. EK, s’s insecurity, therefore, is InSecEcpa (t, q, l) = maxA  A(t, q) {AdvEcpa (A)}. As a result, E becomes (t, q, l, )-indistinguishable from random bits under chosen plaintext attack if InSecEcpa (t, q, l) <= , i.e. AdvEcpa (A) is negligible. A sequence of Ek’s, where k is any sufficiently large integer, is indistinguishable from random bits under chosen plaintext attack if every AdvEcpa (A) is negligible in k.

A channel is a distribution on monotonically-increasing-timestamped bit sequences, i.e. ti+1 >= ti and the channel is a distribution of ({0, 1}, t1), ({0, 1}, t2), ……, where a distribution channel C has its minimum entropy defined as H (C) = minx  X {log2 (1 / PrC [x])}. A distribution channel Chb is a distribution channel on the next b timestamped bits conditioned on the history h, so channel C is safe if H (Chb) > 1.
Steganalysis

Steganalysis, analogous to cryptanalysis, is the study of breaking steganography. There are 3 basic approaches in steganalysis:
· Visual or aural attacks: introduce random noise or echo to reveal the existence of hiddentexts.
· Structural attacks: no matter how secret the hidden information is covered, a file with hiddentext is detectably different in its data format or pattern from the corresponding generic file.
· Statistical attacks: due to the computability of a bit’s entropy, the frequency of the hidden data can be detected by comparing with the generic information in the file.
Steganography Theories
Stegosystem

A stegosystem is a protocol using a pair of probabilistic algorithms SE and SD, k-bit key K, hiddentext m, history h, and oracle M(h) which samples block according to channel distribution Chb. SE takes K, m, h and M(h), and returns a sequence of b-bit cipher blocks c1 || c2 || ……. || cl called stegotext. SD takes K, stegotext c, h, and M(h), and recovers m. The stegosystem has a polynomial p(k) > k, such that SEM and SDM satisfy the condition that, for any message m where the size of m, | m |, is less than p(k), the probability that SDM successfully recovers the message hidden by SEM is Pr [SDM (K, SEM (K, m, h), h) = m] >= 2/3, which is the success rate for most existing stegosystems.
Rejection Sampling

Stegosystems use a technique called rejection sampling based on these assumptions:

· A channel can be freely drawn by the stegosystem

· Stegosystem has very little knowledge of channel distribution, but it does not mean that encoding procedures has limited knowledge either

· A perfect oracle which can draw independently and can be rewound

· SE is time-consistent with the drawn timestamps

· SD receives the bits with known latency with respect to SE

Given a distribution with oracle function M and pseudorandom function F, a target value and a maximum number of samplings as inputs, rejection sampling works in a way that in each iteration an intermediate sampling result c is returned by M(h), if the pseudorandom function output using c as its input is the same as the target value, then c will be the overall result of the rejection sampling, otherwise, rejection sampling will continue the next iteration and get the next sampling result c until the maximum number of samplings has reached in which the last c will become the overall output.
Steganographic Secrecy
Fundamentals

Given a passive warden W in W (t, q, l) with access to Chb and M (h) and ability to draw from M(h) as many as he likes based on an SE that outputs b bits. W is also given access to a second oracle of any past history and input to make at most q queries totaling l bits of hiddentext to this oracle to output a bit. The probability that W returns a bit from SE in the stegosystem is denoted as PrSE = PrK,r, M, SE [WrM, SE = 1]. The probability that W returns a bit from a b-bit-output distribution is denoted as PrO = Prr, M, O [WrM, O = 1]. W’s advantage over the stegosystem becomes AdvS, CSS (W) = | PrSE – PrO | and so the insecurity for the stegosystem is InSecS, CSS (t, q, l) = maxW  W(t, q, l) {AdvS, CSS (W)}
. Therefore, a stegosystem S is (t, q, l, )-steganographically-secret against chosen hiddentext attack for a channel C if S has insecurity of InSecS, CSS (t, q, l) <= , and a stegosystem S is (t, q, l, )-universally-steganographically secret against chosen hiddentext attack for every channel C having minimum entropy of more than 1, i.e. H (Chb) > 1, and any history h if S is (t, q, l, )-steganographically-secret in every channel. A sequence of stegosystems Sk’s, where k is any sufficiently large integer, is universally steganographically secret for every channel and every warden if every AdvS, CSS (W) is negligible in k

Stateful Encoding
Given a channel with conditional distribution Chb, an oracle M(h) which allows to draw a block at a time, a pseudorandom function F which outputs {0, 1} from inputs k = | K | key bits, a d-bit number, a sequence of b timestamped bits, a synchronized d-bit counter N, an encoding function and a decoding function. Stateful encoding takes key K, hiddentext m, history h as inputs. It encodes m to m’, which is parsed as m1’ || m2’ || ……. || ml’, where each mi’ has 1 bit. Then it repeats the following iterations by l times

· Stegotext block ci is returned from Rejection Sampling taken on mi’ based on 2 iterations of M (h) and comparisons of mi’ with the result of sampling function FK (N) by returning the N-th bit of the most recent sample from FK.
· Concatenate ci into history h.

· Increment N

The encoding output is then the concatenation of all ci’s.
Stateful Decoding

Given key K and stegotext c which is parsed as c1 || c2 || ……. || cl each with b bits as inputs, and an intermediate counter N. Decoding works in the way by repeating l iterations in which each iteration i returns hiddentext block mi’ from sampling function FK based on iteration count N and stegotext block ci and this followed by 
· incrementing N. The decoding output is the result of the concatenations of all mi’s.
Stateful Universal Steganographic Secrecy

Assume the channel has stegosystems {S1, S2, ……., Sk} with probabilities p1, p2, ……., pk and H (Chb) > 1, i.e. pi < 1/2, with a truly random FK. Probability that F returns a bit 0 is the sum of two probabilities. The first probability is that the first draw maps to 0, which is 1/2. The second probability is that first draw maps to 1 and then the second draw results in a different symbol that maps to 0, which is 1/4 times the probability that both draws return different symbols and is at least one half. So the sum of the two probabilities is at least 5/8. Therefore, probability that F returns a bit 1 is at most 3/8, and with this stateful model, probability of failure of rejection sampling is bounded above by 3/8 + InSecFprf (O(l), 2l), i.e. 3/8 + FK’s own insecurity. With a key k = | K | bits, d = number of draws, since FK is a pseudorandom function in F, which is a series of Fk’s, and W belongs to A, for all polynomially bounded adversaries A, AdvStateful steganography, CSS (W) = AdvFprf (A) and is negligible in k. For any length l at most 2d, InSecStateful steganography, CSS (t, q, l) is at most InSecFprf (t + O(l(l)), l(l)) since the stegosystem uses FK, and if FK is a pseudorandom function running by A in t + l(l) times making at most l(l) queries to F, then the stegosystem is universally steganographically secret against chosen hiddentext attacks by W running t times making q queries totaling l bits.
Stateless Encoding
Given an unbiased function f which converts an b-bit input into a 1-bit output based on a channel with conditional distribution Chb, an 
· oracle M (h) drawing a block at a time, an encoding function and a decoding function. Stateless encoding takes key K, hiddentext m, history h and uses the encoding function to convert m to m’, which is parsed as m1’ || m2’ || ……. || ml’, where each mi’ has 1 bit. Then it repeats l iterations. In each iteration i, a stegotext block ci is returned from rejection sampling on mi’ based on k iterations of M(h) followed by comparisons of mi’ with the result of sampling function f before concatenating ci into history h. Concatenation of all ci’s is the eventual result of the overall encoding.
Stateless Decoding

Given key K and stegotext c as inputs, stateless decoding parses c as c1 || c2 || ……. || cl, each has b bits. Then it repeat l times of returning hiddentext block mi’ from a function f based on each stegotext block ci. 
· The decoding result of the concatenation of all mi’s becomes the overall output.
Stateless Universal Steganographic Secrecy

W’s advantage on the stegosystem is denoted as AdvStateless steganography, CSS (W) = AdvEcpa (A) because W belongs to A who runs an history-dependent oracle from EK as opposed to a uniform history-independent g oracle in chosen plaintext attack. Hence, InSecStateless steganography, CSS (t, q, l) <= InSecEcpa (t + O(kl), q, l), meaning that if EK is indistinguishable from random bits under chosen plaintext attack by A running t + O(kl) times making q queries totaling l bits, and if E is replaced by a public key cryptosystem which is indistinguishable from random bits under chosen plaintext attack, then the stegosystem is steganographically secret under chosen hiddentext attacks by W running t times making q queries totaling l bits.
Steganographic Robustness
Fundamentals
Robust steganography can be modeled as a game between sender and warden who is allowed to alter message sent from the sender, but not to corrupt the channel, such as by destroying the message or by replacing the message with a new draw. For the sender, its communication is successful if he can send a message with high probability even when warden alters the message. For example, if the sender sends a single-bit-per-channel message in which warden being unable to change it with probability at least 1/2, sender can use error correcting codes to transmit reliably.
·  Given 2 sets, X and Y, a finite distribution D which supports X, a relation R with corruption limitation in which, in general, at most 1% of bits can be altered, such that for every x  X, there is a y  Y where (x, y)  R, i.e. y = R(x). There are also some rules for an active warden. The warden can draw x according to D, 
· choose an arbitrary y such that (x, y)  R, and independently draws another x’ from D. 
· If (x’, y)  R, then the warden wins. The 
obfuscation probability of R for D is the maximum probability among all y’s such that for each y, there are collisions for (x, y)  R, i.e. O (R, D) = maxy (x’, y)  R PrD [x’]. If O (R, Chb) is at most equal to d, then (R, Chb) is d-admissible, and (R, C) is -admissible if (R, Chb) is -admissible for all h. An R-bounded active warden can act against the stegosystem S = (SE, SD) according to these rules:

· Given oracle access to the channel C and draws as many as it likes

· Given oracle access to the encryption SE with key K and makes at most q queries totaling at most l bits to SE

· Presents an arbitrary l2-bit message m and history h

· Given a sequence of blocks c = c1 || c2 || ……. || cu from the support of Ch(u * b), returns a sequence c’ = c1’ || c2’ || ……. || cu’, where ci’  R(ci) for each 1 <= i <= u and u is the number of stegotext blocks output by SE(K, m, h)
Warden W’s success against the stegosystem S given key K, a string r of random bits, and an obfuscation probability O (R, D) is defined as SuccSR (W) = PrK, r, O [SDO (K, Wr (SEO (K, m, h)), h)  m], i.e. probability that decoding the encoded text cannot recover the original text. The failure rate of the stegosystem S is the maximum success against S among all W’s, i.e. FailSR (t, q, l) = maxW  W(R, t, q, l) {SuccSR (W)}, and S is (t, q, l, , )-steganographically robust against R-bounded adversaries for channel C if S is (t, q, l, )-steganographically secure and its failure rate is FailSR (t, q, l) <= . 
· A sequence of stegosystems Sk, where k is a sufficiently large integer, is universally steganographically robust against R-bounded adversaries if it is universally steganographically secure and SuccSR (W) < 1 / q(k), where q(k) is a polynomial, for every S in the stegosystem sequence and for every R-bounded warden.
Encoding
Given key K, hiddentext m, history h as inputs, where m is parsed as m1 || m2 || ……. || ml, all in 1 bit. Using a local variable N as counter, the encoding is performed by repeating l iterations, where for each iteration i another n nested iterations is repeated by setting a sample ci, j as M(FK(N, mi), h), followed by incrementing N and concatenating the sample into h. The concatenation of all ci, j, i.e. c1, 1 || c1, 2 || ……. || cl, n, becomes the overall output.
Decoding

Given key K, stegotext c, history h as inputs, where c is parsed as c1, 1 || c1, 2 || ……. || cl, n, all in b bits. Using a local variable N as counter, and two intermediate histories h0 and h1 where h0 is the history for bit = 0 and h1 for bit = 1, decoding works by repeating l iterations. In an iteration i, h0 and h1 are reset to h, and then repeat n nested iterations. In each interior iteration n, a bit sample is set to M(FK(N, 0), h0) prior to concatenating it into h0 and another bit sample is set to M(FK(N, 1), h1) prior to concatenating it into h1 followed by incrementing N. After all the interior iterations, if R’ can relate h0 and ci, then pi is set to 0 and use h0 as h, else pi is set to 1 and use h1 as h. The concatenation of all pi, i.e. p1 || p2 || ……. || pl, becomes the output.
Universally Robust Stegosystem

Given a key K to a pseudorandom function, synchronized counter N, an efficiently sampleable channel C which is -admissible, an efficiently algorithm M, a uniformly chosen m-bit string s, history h, some efficiently evaluable and admissible relation R’ where R’  R, robustness parameter n, an R-bounded adversary, the probability of a decoding error is at most , caused by either adversary or accidental draw, because the stegosystem is -admissible. AdvUniversally robust steganography, CSS (W) = AdvFprf (A) since it can be viewed as the adversary A emulating W’s attack on SE by replacing FK with a function f. The insecurity of the stegosystem, 
· InSecUniversally robust steganography, CSS (t, q, l), is at most InSecFprf (t + O(nl), nl), which means that a passive W running t times making at most q queries totaling l bits can be constructed by A running in time t + l(l) and making at most l(l) queries to F. 
Its failure rate, FailUniversally robust steganographyR (t, q, l1, l2), is at most InSecFprf (t + O(nl), nl) + l2n for an active R-bounded (t, q, l1, l2) W can be constructed by A running t + O(nl) times and making at most nl queries. This is because to use a truly random f, for 1 <= i <= l2, probability of failure is at most n since it is -admissible and it samples n times for each iteration i, so PrK, r [Af = 1] <= l2n. In additions, to use FK, W succeess against S when output is 1 has a probability PrK, r [AF = 1] = SuccSR (W) = FailUniversally robust steganographyR (t, q, l1, l2). Besides, adversary’s advantage over the stegosystem is AdvFprf (A) = PrK, r [AF = 1] - PrK, r [Af = 1] >= SuccSR (W) - l2n, so FailUniversally robust steganographyR (t, q, l1, l2) <= AdvFprf (A) + l2n <= InSecFprf (t + O(nl), nl) + l2n. 
· Therefore, if F is (t + O(nl), nl, )-pseudorandom, then S is (t, l1, l2, ,  + l2n)-steganographically robust against chosen hiddentext attack.
Steganography for text-like channels

A text-based channel, like email, has “documents” of many bits with the same timestamp, so in a channel C, the bit-string can be d = d0d1…dl followed by a timestamp. An n-shingling of d, ssn (d) = {d0d1…dn-1, d1d2…dn, …, dl-ndl-n+1…dl}, is a set of n consecutive bits starting from different bit numbers within d. Rn is a family of relations where 0 <= d <= 1, and is defined as follows
· Given 2 documents, x and y

· Size of intersection between n-shinglings of x and of y = | ssn (x)  ssn (y) |

· Size of union between the n-shinglings of x and of y = | ssn (x)  ssn (y) |

· (x, y)  Rn iff | ssn (x)  ssn (y) | / | ssn (x)  ssn (y) | >= 1 – , i.e. the more common the shingles between x and y, the less probable the adversary can destroy x’s “secret” by replacing it with y
Given a pseudorandom function family FK indexed by | K | mapping n-shingles to a set of p-bit streams, a length-preserving, stateful encryption scheme EK producing a pseudorandom stream s such that EK (m) = s  m, a corresponding decryption D, an encoding function and a decoding function where both are assumed to be linear time functions for an error-correcting code which can correct up to a  +  fraction of symbol errors, the stretch function of the code denoted as l, a shingle in d that maximizes f such that maxf (d) = argmaxs  ss(d) {f(s)}, and a unbiased function g for the shingles in C  that maximizes FK, induced by maxF (C), by taking a various-bit string to return a bit, shared keys Kf and Ke, encoding and decoding for steganography in text-based channel work as follows.
Text-based channel encoding

Given hiddentext m, history h, keys Kf and Ke as inputs, and 
· local variable p as the encryption result of the encoding of m using Ke, 
· p is parsed as l concatenated blocks of 1-bit pi. A total of 
· l iterations are performed in which each iteration i it appends h with the intermediate result ci from rejection sampling on pi based on the oracle drawing function M(h) and maxF (C) using the key Kf. The overall 
· output is the concatenation of all ci’s.
Text-based channel decoding

Given stegotext c, keys Kf and Ke as inputs, 
· c is parsed as l concatenated blocks of b-bit ci. A total of 
· l iterations are performed in which each iteration i it sets pi as the result of the function g on maxF (C) using the key Kf. The eventual 
· output is the decoding result on the decryption of the concatenation of all pi’s using the key Ke
Robust Steganography for text-like channels
Let lq be the maximum size of q encoded strings with total length l1 + l(l2), the warden’s advantage on the text-based channel, Advsteganography for text channel, CSS (W) = AdvFprf (A) since it can be viewed as adversary A running at most (t + kl) times, emulating W’s attack by submitting at most q queries totaling l bits of plaintext to the encryption oracle. Its insecurity can therefore be expressed as InSecsteganography for text channel, CSS (t, q, l) <= InSecEcpa (t + O(klq), q, lq) for a passive W running t times making at most q queries of total length l. As a result, the failure rate is denoted as Failsteganography for text channelR (t, q, l1, l2) <= InSecFprf (t + O(klq), klq) + 2ea where a = -2 l(l2) / 2, meaning that an active Rn-bounded (t, q, l1, l2) W running t times against a message of length l2 can be produced by A running t + klqb times making at most klqb queries to F satisfying AdvFprf (A) = PrK, r [ArF = 1] – Prf, r [Arf = 1] >= SuccSR (W) – 2ea. This can be shown by the adversary Af simulates W from the following steps

· Pick a key Ke from U(ke)

· Compute (mw, hw) = W using SE and the key Ke based on truly random function f

· Compute c as the result of the SE on Ke, mw, hw based on f

· Return 1 if the result SD on Ke and W(c) is not mw
If f is a random function, then W can change the shingle maxf (ci) for a probability at most  because it is -admissible, and A can return 1 only on more than ( + ) l(l2) covertexts. Let Xi be 1 if W alters the shingle from maxf (ci) and 0 otherwise, then based on Azuma’s inequality, the probability for A to recover a bit from f is Prf, r [Arf = 1] = Pr [ Xi >= ( + ) l(l2)] <= 2ea.
 Therefore, if the pseudorandom function F is (t + O(klq), klq, )-pseudorandom and E is (t + lq, q, lq, )-independent against chosen plaintext attack, then steganography for the text-base channel is (t, l1, l2,  + , 2ea + )-steganographically robust against chosen hiddentext attack, where a = -2 l(l2) / 2, for all Rn-bounded adversaries
.
Conclusions
As shown in this article, steganography can be proved to provide security by showing its secrecy and robustness, no matter whether it is a stateful, stateless, or text-based stegosystem. All the proofs can be relayed to three important fundamental cryptographic security factors: the adversary’s advantage on the stegosystem, the insecurity of the stegosystem, and the corresponding failure rate. Basically, if its encryption/decryption and encoding/decoding scheme can be delegated to pseudorandomness provability, then the stegosystem’s security can be proved. However, there are still other loopholes and other concerns in this model. For example, efficiency is a big concern as there are b bits of covertext for every bit of plaintext needed to hide. 
· This model also assumes that no message will be lost during the communication. In additions to chosen hiddentext attack, there is also chosen history attack in which W can replace the history with a fixed one, and so far this attack model has not been studied much, and because of that, this could be a new area for future research on stegography security.
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