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Q1. Discuss DSS with its characteristics and benefits. How data preparation 
       is done  in DSS.







(10)
Definitions
Because there are many approaches to decision-making and because of the wide range of domains in which decisions are made, the concept of decision support system (DSS) is very broad. A DSS can take many different forms. In general, we can say that a DSS is a computerized system for helping make decisions. A decision is a choice between alternatives based on estimates of the values of those alternatives. Supporting a decision means helping people working alone or in a group gather intelligence, generate alternatives and make choices. Supporting the choice making process involves supporting the estimation, the evaluation and/or the comparison of alternatives. In practice, references to DSS are usually references to computer applications that perform such a supporting role.[1]
The term decision support system has been used in many different ways (Alter 1980, Power, 2002) and has been defined in various ways depending upon the author's point of view [2]. Finlay [3] and others define a DSS rather broadly as "a computer-based system that aids the process of decision making." Turban [4] defines it more specifically as "an interactive, flexible, and adaptable computer-based information system, especially developed for supporting the solution of a non-structured management problem for improved decision making. It utilizes data, provides an easy-to-use interface, and allows for the decision maker's own insights."

Other definitions fall between these two extremes. For Little [5], a DSS is a "model-based set of procedures for processing data and judgments to assist a manager in his decision-making." For Keen [6], a DSS couples the intellectual resources of individuals with the capabilities of the computer to improve the quality of decisions ("DSS are computer-based support for management decision makers who are dealing with semi-structured problems"). Moore and Chang [7] define DSS as extendible systems capable of supporting ad hoc data analysis and decision modeling, oriented toward future planning, and used at irregular, unplanned intervals. For Sprague and Carlson [8], DSS are "interactive computer-based systems that help decision makers utilize data and models to solve unstructured problems." In contrast, Keen [9] claims that it is impossible to give a precise definition including all the facets of the DSS ("there can be no definition of decision support systems, only of decision support"). Nevertheless, according to Power [10], the term decision support system remains a useful and inclusive term for many types of information systems that support decision making. He humorously adds that every time a computerized system is not an on-line transaction processing system (OLTP), someone will be tempted to call it a DSS. As you can see, there is no universally accepted definition of DSS. [11]
Benefits of DSS

· Improving Personal Efficiency 
· Expediting Problem Solving 
· Facilitating Interpersonal Communication 
· Promoting Learning or Training 
· Increasing Organizational Control 
Characteristics and Capabilities of DSS

The key DSS characteristics and capabilities are as follows:

1. Support for decision makers in semistructured and unstructured problems. 

2. Support managers at all levels. 

3. Support individuals and groups. 

4. Support for interdependent or sequential decisions. 

5. Support intelligence, design, choice, and implementation. 

6. Support variety of decision processes and styles. 

7. DSS should be adaptable and flexible. 

8. DSS should be interactive and provide ease of use. 

9. Effectiveness balanced with efficiency (benefit must exceed cost). 

10. Complete control by decision-makers. 

11. Ease of development by (modification to suit needs and changing environment) end users. 

12. Support modeling and analysis. 

13. Data access. 

14. Standalone, integration and Web-based. 

Q2. Explain Data warehousing with its characteristics and principles. Why 
       we actually need to develop a data warehouse.


          (10)
A 'data warehouse' is a repository of an organization's electronically stored data. Data warehouses are designed to facilitate reporting and analysis. [1]
This classic definition of the data warehouse focuses on data storage. However, the means to retrieve and analyze data, to extract, transform and load data, and to manage dictionary data are also considered essential components of a data warehousing system. Many references to data warehousing use this broader context. An expanded definition for data warehousing includes tools for business intelligence, tools to extract, transform, and load data into the repository, and tools to manage and retrieve metadata.
Benefits of data warehousing

Some of the benefits that a data warehouse provides are as follows: [2]
· A data warehouse provides a common data model for data, regardless of the data's source. This makes it easier to report and analyze information than it would be if multiple data models from disparate sources were used to retrieve information such as sales invoices, order receipts, general ledger charges, etc. 

· Prior to loading data into the data warehouse inconsistencies are identified and resolved. This greatly simplifies reporting and analysis. 

· Information in the data warehouse is under the control of data warehouse users so that, even if the source system data is purged over time, the information in the warehouse can be stored safely for extended periods of time. 

· Because they are separate from operational systems, data warehouses provide fast retrieval of data without slowing down operational systems. 

· Data warehouses facilitate decision support system applications such as trend reports (e.g., the items with the most sales in a particular area within the last two years), exception reports, and reports that show actual performance versus goals. 

· Data warehouses can work in conjunction with and, hence, enhance the value of operational business applications, notably customer relationship management (CRM) systems. 

Q3. Discuss Client server computing Model with historic development (5)
Client-server[1] is a computing architecture which separates a client from a server, and is almost always implemented over a computer network. Each client or server connected to a network can also be referred to as a node. The most basic type of client-server architecture employs only two types of nodes: clients and servers. This type of architecture is sometimes referred to as two-tier. It allows devices to share files and resources. Client/server describes the relationship between two computer programs in which one program, the client, makes a service request from another program, the server, which fulfills the request. Although the client/server idea can be used by programs within a single computer, it is a more important idea in a network. In a network, the client/server model provides a convenient way to interconnect programs that are distributed efficiently across different locations. Computer transactions using the client/server model are very common. For example, to check your bank account from your computer, a client program in your computer forwards your request to a server program at the bank. That program may in turn forward the request to its own client program that sends a request to a database server at another bank computer to retrieve your account balance. The balance is returned back to the bank data client, which in turn serves it back to the client in your personal computer, which displays the information for you.
Characteristics of a client

· Request sender is known as client 

· Initiates requests 

· Waits for and receives replies. 

· Usually connects to a small number of servers at one time 

· Typically interacts directly with end-users using a graphical user interface 

Characteristics of a Server
· Receiver of request which is sent by client is known as server 

· Passive (slave) 

· Waits for requests from clients 

· Upon receipt of requests, processes them and then serves replies 

· Usually accepts connections from a large number of clients 

· Typically does not interact directly with end-users 

Q4. Describe about multiprocessor system.




 (5) 
Multiprocessing is the use of two or more central processing units (CPUs) within a single computer system. The term also refers to the ability of a system to support more than one processor and/or the ability to allocate tasks between them.[1] There are many variations on this basic theme, and the definition of multiprocessing can vary with context, mostly as a function of how CPUs are defined (multiple cores on one die, multiple chips in one package, multiple packages in one system unit, etc.).

Multiprocessing sometimes refers to the execution of multiple concurrent software processes in a system as opposed to a single process at any one instant. However, the term multiprogramming is more appropriate to describe this concept, which is implemented mostly in software, whereas multiprocessing is more appropriate to describe the use of multiple hardware CPUs. A system can be both multiprocessing and multiprogramming, only one of the two, or neither of the two.

SIMD multiprocessing
SIMD multiprocessing is well suited to parallel or vector processing, in which a very large set of data can be divided into parts that are individually subjected to identical but independent operations. A single instruction stream directs the operation of multiple processing units to perform the same manipulations simultaneously on potentially large amounts of data.

For certain types of computing applications, this type of architecture can produce enormous increases in performance, in terms of the elapsed time required to complete a given task. However, a drawback to this architecture is that a large part of the system falls idle when programs or system tasks are executed that cannot be divided into units that can be processed in parallel.

Additionally, programs must be carefully and specially written to take maximium advantage of the architecture, and often special optimizing compilers designed to produce code specifically for this environment must be used. Some compilers in this category provide special constructs or extensions to allow programmers to directly specify operations to be performed in parallel (e.g., DO FOR ALL statements in the version of FORTRAN used on the ILLIAC IV, which was a SIMD multiprocessing supercomputer).

SIMD multiprocessing finds wide use in certain domains such as computer simulation, but is of little use in general-purpose desktop and business computing environments.

MISD multiprocessing
MISD multiprocessing offers mainly the advantage of redundancy,[citation needed] since multiple processing units perform the same tasks on the same data, reducing the chances of incorrect results if one of the units fails. MISD architectures may involve comparisons between processing units to detect failures. Apart from the redundant and fail-safe character of this type of multiprocessing, it has few advantages, and it is very expensive. It does not improve performance. It can be implemented in a way that is transparent to software.

MIMD multiprocessing
MIMD multiprocessing architecture is suitable for a wide variety of tasks in which completely independent and parallel execution of instructions touching different sets of data can be put to productive use. For this reason, and because it is easy to implement, MIMD predominates in multiprocessing.

Processing is divided into multiple threads, each with its own hardware processor state, within a single software-defined process or within multiple processes. Insofar as a system has multiple threads awaiting dispatch (either system or user threads), this architecture makes good use of hardware resources.

MIMD does raise issues of deadlock and resource contention, however, since threads may collide in their access to resources in an unpredictable way that is difficult to manage efficiently. MIMD requires special coding in the operating system of a computer but does not require application changes unless the programs themselves use multiple threads (MIMD is transparent to single-threaded programs under most operating systems, if the programs do not voluntarily relinquish control to the OS). Both system and user software may need to use software constructs such as semaphores (also called locks or gates) to prevent one thread from interfering with another if they should happen to cross paths in referencing the same data. This gating or locking process increases code complexity, lowers performance, and greatly increases the amount of testing required, although not usually enough to negate the advantages of multiprocessing.

Similar conflicts can arise at the hardware level between processors (cache contention and corruption, for example), and must usually be resolved in hardware, or with a combination of software and hardware (e.g., cache-clear instructions).

Q5. Explain data warehouse life cycle.
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Top-down versus bottom-up design methodologies

 Top-down design
Bill Inmon, one of the first authors on the subject of data warehousing and the man credited with coining the term "data warehouse", has defined a data warehouse as a centralized repository for the entire enterprise.[3] Inmon is one of the leading proponents of the top-down approach to data warehouse design, in which the data warehouse is designed using a normalized enterprise data model. "Atomic" data, that is, data at the lowest level of detail, are stored in the data warehouse. Dimensional data marts containing data needed for specific business processes or specific departments are created from the data warehouse. In the Inmon vision the data warehouse is at the center of the "Corporate Information Factory" (CIF), which provides a logical framework for delivering business intelligence (BI) and business management capabilities. The CIF is driven by data provided from business operations.[4]
Inmon states that the data warehouse is:

· Subject-oriented  

The data in the data warehouse is organized so that all the data elements relating to the same real-world event or object are linked together. 

· Time-variant  

The changes to the data in the data warehouse are tracked and recorded so that reports can be produced showing changes over time. 

· Non-volatile  

Data in the data warehouse is never over-written or deleted - once committed, the data is static, read-only, and retained for future reporting. 

· Integrated  
The data warehouse contains data from most or all of an organization's operational systems and this data is made consistent. 

The top-down design methodology generates highly consistent dimensional views of data across data marts since all data marts are loaded from the centralized repository. Top-down design has also proven to be robust against business changes. Generating new dimensional data marts against the data stored in the data warehouse is a relatively simple task. The main disadvantage to the top-down methodology is that it represents a very large project with a very broad scope. The up-front cost for implementing a data warehouse using the top-down methodology is significant, and the duration of time from the start of project to the point that end users experience initial benefits can be substantial. In addition, the top-down methodology can be inflexible and unresponsive to changing departmental needs during the implementation phases.[3]
Bottom-up design
Ralph Kimball, another well known author on data warehousing, defines a data warehouse as "a copy of transaction data specifically structured for query and analysis."[5] Kimball is a proponent of the bottom-up approach to data warehouse design. In the bottom-up approach data marts are first created to provide reporting and analytical capabilities for specific business processes. Data marts contain atomic data and, if necessary, summarized data. These data marts can eventally be unioned together to create a comprehensive data warehouse. The combination of data marts is managed through the implementation of what Kimball calls "a data warehouse bus architecture".[3]
The bottom-up approach to data warehouse design provides the advantage of a quick turnaround. Business value can be returned as quickly as the first data marts can be created. However, a long term risk of this approach is inconsistencies in the multiple data marts and the resulting multiple "version of the truths" seen by users retrieving data from the data marts.[3] Conforming dimensions among data marts and maintaining tight management over the data warehouse bus architecture can help mitigate these risks.

Hybrid design
Over time it has become apparent to proponents of bottom-up and top-down data warehouse design that both methodologies have benefits and risks. Hybrid methodologies have evolved to take advantage of the the fast turn-around time of bottom-up design and the enterprise-wide data consistency of top-down design.

Q6. Describe Data warehouse components and function of each component 

       with a diagrammatic approach.                                                        (10) 
Data warehouse architecture

There is no widespread agreement on exactly what constitutes a data warehouse architecture. Though they may not be contradictory, views differ as to the relative importance of the possible components. One possible conceptualization of a data warehouse architecture consists of the following interconnected layers:

Operational database layer 

The source data for the data warehouse 

Informational access layer 

The data accessed for reporting and analyzing and the tools for reporting and analyzing data 

Data access layer 

The interface between the operational and informational access layer 

Metadata layer 

The data directory (which is often much more detailed than an operational system data directory). 

‘Refer to Book Berson’
Q7. Write short notes on:-
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a) Meta data

Metadata are data about data, of any sort in any media. An item of metadata may describe an individual datum, or content item, or a collection of data including multiple content items.

The word meta comes from the Greek, where it means 'after' or 'beyond'. In epistemology, the prefix meta- is used to mean about (its own category); thus metadata is 'data about the data'.

Metadata (sometimes written 'meta data') are used to facilitate the understanding, characteristics, use and management of data. The metadata required for effective data management varies with the type of data and context of use. In a library, where the data is the content of the titles stocked, metadata about a title would typically include a description of the content, the author, the publication date and the physical location. In the context of a camera, where the data is the photographic image, metadata would typically include the date the photograph was taken and details of the camera settings. On a portable music player such as an iPod, the album names, song titles and album art embedded in the music files are used to generate the artist and song listings, and are metadata. In the context of an information system, where the data is the content of the computer files, metadata about an individual data item would typically include the name of the field and its length. Metadata about a collection of data items, a computer file, might typically include the name of the file, the type of file and the name of the data administrator. In the context of digital photography, the metadata saved with a photograph identifies the camera and provides detailed information about its settings (lens, focal length, aperture, shutter timing, white balance, etc.).

b) Data Marts 
A data mart is a subset of an organizational data store, usually oriented to a specific purpose or major data subject, that may be distributed to support business needs.[1] Data marts are analytical data stores designed to focus on specific business functions for a specific community within an organization. Data marts are often derived from subsets of data in a data warehouse, though in the bottom-up data warehouse design methodology the data warehouse is created from the union of organizational data marts.

Reasons for creating a data mart

· Easy access to frequently needed data 
· Creates collective view by a group of users 
· Improves end-user response time 
· Ease of creation 
· Lower cost than implementing a full Data warehouse 
· Potential users are more clearly defined than in a full Data warehouse
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Q1. What do you understand by Operating System and 
