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Abstract


For interoffice networks, mesh-based topologies are inherently superior to ring-based topologies.  Compared to rings, mesh networks can provide greater provisioning flexibility, more efficient protection, and robustness against a wider range of failures. For an extended mesh network, it is possible for the protection efficiency to approach 100 %.  It is feasible to guarantee fast restoration in a mesh network by sacrificing some protection efficiency. Unlike ring-based networks, mesh-based networks can be seamless. This paper presents an architecture for a seamless mesh network that can provide both fast restoration and high efficiency. A network based on this architecture can be extended seamlessly over a large geographic area.

1. Introduction


For a long time, the communications community has recognized that reliable communications are possible over an unreliable communications channel, i.e., a channel with a lot of noise, interference, and/or fading. Reliable information can be extracted from a data stream containing errors. This reliability can be achieved through the appropriate use of data redundancy, at the cost of additional complexity and delays.


Similarly, a reliable communications network can be constructed using unreliable nodes and unreliable links. However, many in the communications industry find this fact hard to accept, and insist on requiring high reliability for individual network elements and protection for individual links or spans [1], [2].


With the appropriate use of redundant network resources, network reliability can be maintained in the face of link and node failures. This redundancy implies some inefficiency in the utilization of network capacity and/or delays in restoring the network to its full transport capability following a failure. There is a tradeoff between utilization efficiency on the one hand, and restoration delays and complexity on the other.

Currently in Verizon's network, most subscribers are connected to central offices (COs) by dedicated twisted pair access lines. Typically, a CO and its attached subscriber nodes are arranged in a star topology. However, some subscribers are connected to COs via access rings. Usually, the COs are interconnected by fiber optic transmission lines forming a mesh topology. Currently, connections among COs are established along interlocking rings superimposed on the mesh topology of the fiber plant.

Rings provide the simplest and most straightforward way to protect against failures so that the network capability can be restored following a failure. In particular, Synchronous Optical Network (SONET) rings have been widely accepted as basis for reliable network design [3]. With this approach, a relatively small number of nodes are interconnected via a ring topology so that between any two nodes on the rings data can flow in two directions, clockwise

and counterclockwise around the ring. These two directions represent physically diverse paths so that failures along these paths tend to be independent. Typically, working data flows in one direction around the ring with the associated protection data flowing in the opposite direction. For SONET rings, certain bytes of the SONET overhead are used to notify the nodes along the ring when a failure occurs. Based on the indicated failure, source data can be switched to the protection path at its ingress node and protection data can be switched to its destination at the egress node.


Transmission lines, which are deployed in environments that cannot be physically protected, are vulnerable to failures, particularly fiber cuts. SONET rings have been employed very effectively to provide fast restoration following fiber cuts and other types of line failures. In many cases, SONET rings can detect failures within 10 ms and restore service within 50 ms [4], which is fast enough so that class 4 and class 5 voice switches will not drop calls. It is relatively easy to implement ring-type restoration within SONET equipment without the need to signal network elements outside the ring.  

Mesh-based interoffice networks can provide greater flexibility, efficiency, and robustness than ring-based networks. There is considerably more flexibility in provisioning both working paths and protection paths through mesh networks, which results in less stranded capacity and greater protection efficiency. Also, compared to ring-based networks, mesh-based networks can provide protection against a wide range of failures, particularly node failures and multiple failures. In summary, mesh based topologies are inherently superior to ring-based topologies for interoffice networks. The best topology for access networks is another story.

The ring versus mesh protection issue is analogous to the issue of error detection using ASCII parity bits versus block error detection. With ASCII error detection, a parity (or protection) bit is appended to each 7-bit ASCII character [5]. This provides a simple method for detecting single bit errors on a character-by-character basis, which is analogous to span protection on a ring-by-ring basis. With block error detection, multiple check bits are appended to a block of characters. This approach, which is analogous to shared mesh protection covering multiple spans, is more complex than character-by-character parity checking, but it can protect against multiple bit errors. Also, the protection efficiency of block error detection can approach 100 % as the block size approaches infinity. In other words, as the block size approaches infinity, the ratio of the number of check bits to information bits approaches 0, and the probability of failing to detect an error also approaches 0. 

In section 2, a rationale is presented for why a mesh-based topology is the best approach for interconnecting central offices. Section 3 addresses the characteristics of mesh networks, especially large scale mesh networks. A technique for achieving fast restoration in mesh networks is presented in section 4. Section 5 describes how mesh networks can be extended seamlessly to cover a large area. The main ideas presented in this paper are summarized in section 6.
2. Rationale for Mesh-Based Interoffice Networks

Verizon's domestic wireline network contains approximately 5000 COs distributed throughout the United States [6]. Most of these COs are end offices (or wire centers), which terminate subscriber access lines. Some COs are limited to interoffice switching. In the Verizon network, the average number of access lines per CO is approximately12000, with more access lines per CO in densely populated urban areas and fewer in sparsely populated rural areas. This paper specifically addresses interconnecting COs within Verizon's domestic wireline network. However, it is applicable to other interoffice networks as well.

Verizon's COs are clustered in six contiguous regions of the U.S. Most of the COs (approximately 4000) are in the Northeast/Midwest contiguous region. The other clusters are service islands in the Carolinas, Florida, Texas, the West Coast area, and Hawaii (a real island). Most of Verizon's COs have been in operation for many years. The sunk costs associated with these COs and the fiber plant interconnecting them are enormous, and the cost of changing the number and/or location of COs may be prohibitive. Fortunately, Verizon's COs and fiber plant can easily support the current traffic demand and the projected traffic for the next several years. The issue is how to optimize the interoffice network within the constraints associated with the current COs and fiber plant.

Since most COs were built to serve local customers, the geographic distribution of  COs is driven by the population distribution. Historically, each community (population cluster) had one or more COs, with a single CO in most towns and multiple COs in cities. COs tend to be unevenly distributed in two-dimensional space. However, in moderately populated suburban areas, the distribution is fairly even. Transmission lines interconnecting the COs usually follow the roads or railways, and the distribution of communications traffic tends to be similar to the distribution of transportation traffic.

In most cases, COs are interconnected by fiber optic cables containing multiple fibers. Each fiber may contain multiple dense wavelength multiplexed (DWDM) channels. Each DWDM channel can support multiple SONET channels. For example, a DWDM channel may contain an OC-48 signal, which is equivalent to 48 STS-1 signals at the fundamental SONET data rate of 51.84 Mb/s. As illustrated by Figure 1, this interconnection network typically has a mesh topology [7]. Data flowing between a pair of COs may pass through multiple intermediate COs. This is analogous to a passenger remaining on a train that stops at or passes multiple stations before reaching the passenger's destination. A number of SONET STS-1 channels may be assigned to a data flow (trunk connection) between a particular pair of COs. For high traffic connections, a full wavelength channel (or possibly multiple wavelength channels) may be assigned. Switching of SONET and/or DWDM signals would be performed by the COs along the connection path. 

Rings can be superimposed on the mesh topology of Figure 1, so that data can be forced to flow along a set of interlocking rings. For a particular data flow, the working and protection data travel in opposite directions around the ring. COs connected to multiple rings act as hubs in allowing data to be transferred from one ring to another. Data passing through the network would pass through multiple interlocking rings. In the example shown in Figure 1, data would traverse rings A, B, and C in flowing from the source CO to the destination CO. Of course, data would also flow in the opposite direction. 

Rings are awkward building blocks that impose unnecessary constraints on the operation of the interoffice network. Protection capacity must be reserved around each ring. Typically, the shorter distance between two COs on a ring is chosen for the working path, and the longer distance is chosen for the protection path. Consequently, the capacity reserved for protection is usually greater than the working capacity. Also, the ring structure limits provisioning flexibility so that network capacity may be stranded, i.e., some capacity will be rendered unusable by protection constraints. For example, suppose there is unused capacity on a link between a pair of adjacent COs. This capacity can be assigned to the traffic flow between these two COs only if capacity is available to be assigned for protection along the remainder of the ring.
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Figure 1 - Interconnection of Central Offices

Establishing protection on a ring-by-ring basis limits restoration capabilities in the face of node failures and multiple failures. For example, a failure at a hub CO might prevent data from being transferred from one ring to another. Also, two failures on a ring could disable both the working and protection paths.

The limitations of rings can be avoided by basing the protection and restoration mechanism on the natural mesh arrangement, which is addressed below. The characteristics of mesh networks that enable them to provide more efficient and robust protection are addressed in the following section. An approach for achieving fast restoration in mesh networks is presented in section 4. 

The similarity between transportation and communications alluded to earlier can be carried further. In Figure 1, the links connecting the COs are analogous to roads, while nodes (the COs themselves) are analogous to road intersections. A grid of roads can be viewed as mesh of degree 4, where at every intersection (node) four roads (or road segments) come together. A vehicle at the intersection can travel four directions, e.g., north, south, east, or west, and can efficiently move to any point in the grid.

Similarly, COs can be interconnected via a mesh of degree 4, with each CO (node) directly connected to four other COs. This is the most natural way to interconnect COs that are fairly evenly distributed along roadways. Note that with this arrangement, the maximum distance (or the maximum number of hops) between a pair of nodes is equal to the square root of 2 times the distance along a straight line, and the average distance is only about 20 % more than the straight line distance. Where obstructions (e.g., bodies of water) get in the way, it may become necessary, or desirable from a cost perspective, to reduce the degree of the mesh. In areas where the average degree is reduced, the average distance that must be traveled between a pair of nodes increases. In Verizon's interoffice networks, the average degree of the interoffice fiber plant mesh is typically between 3 and 4 [8].

Figure 2 shows an interoffice mesh network where each node is of degree 4. Each CO is directly connected to four other COs. At each CO, traffic is sent to and received from subscribers connected to the CO via access lines (not shown). Traffic may pass through several intermediate COs between the originating and terminating CO, much like an express train passing through stations without stopping. This pass-through of traffic can be implemented optically with signals in wavelength (DWDM) channels passed through unaltered, or electronically with SONET signals passed through with a slight buffering delay. Many paths between an originating and terminating CO can be established through the network. As discussed in the next section, this enables flexible provisioning and efficient and robust protection.
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Figure 2 - Interoffice Mesh Network of Order 4 

For access networks, the situation is different. Since most subscribers are currently connected to a single CO by a dedicated line, a mesh topology is not practical for existing access networks. For subscribers who need protection against outages, access rings are appropriate. Multiple subscribers can be connected to a CO by a SONET or DWDM ring, which provides two diverse paths to the CO and protection against a line failure.
3. Characteristics of Ideal Mesh Networks


In this section, certain characteristics of mesh networks are examined, specifically provisioning flexibility and protection efficiency. These characteristics depend largely on the number of paths through the mesh, which in turn depends on the number of nodes in the mesh and the degree of the nodes. At each node, there are (D-1) possible output lines for each input, where D is the degree of the node. This assumes that loopback is not employed. The number of   possible paths (P) that start at a particular node and traverse n additional nodes is given by:

                                                              P = (D-1)n                                                                      (1)
Thus, the number of possible paths of length n increases exponentially as n increases. As the size of the mesh increases, the number of possible paths connecting a pair of nodes within the mesh also grows exponentially. Of course, not all these paths would be disjoint and many of these paths may be unnecessarily long. Thus, the number of disjoint paths of reasonable length would increase at a lower rate.

The flexibility in provisioning a connection between two nodes depends on the distance between the nodes and number of paths that can be used to connect the nodes. For a connection to be provisioned, each link along a connection must have sufficient available capacity to support the data flow for this connection. Consequently, the probability of being able to provision a connection along a particular path decreases as the distance between the two end nodes, or equivalently, the number of intermediate nodes, increases. However, the probability of being able to find at least one path that can be provisioned increases as the number of paths increases. Since the number of possible paths increases exponentially with the number of nodes, the overall probability of finding a provisionable path increases as the size of the mesh increases.

Similar considerations apply to the provisioning of a protection path. Mesh networks can support end-to-end path protection which is more robust than protection against failures of specific links or specific nodes. As the size of the mesh increases, the number of possible protection paths that can traverse a particular link increases. Protection capacity can be shared by these protection paths if their corresponding primary paths are disjoint. Thus, as the mesh size increases, the amount of sharing can increase, which translates into an increase in protection efficiency.

The provisioning flexibility and protection efficiency characteristics described above can be quantified, at least in the limiting case. Figure 3 illustrates an extended mesh network with nodes of order 4. If there are N nodes in this mesh, then the number of links would be 2N. The network of Figure 3 is an extension of the mesh network of Figure 2. It can be assumed that the traffic that must be handled by mesh is roughly proportional to the number of nodes in the mesh (N). Since the average distance (or the average number of hops) between nodes would be proportional to N1/2, the required capacity of individual links must increase accordingly. Consequently, the total capacity of all the links must be proportional to N3/2.
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Figure 3 - Extended Mesh Network


To ensure protection against a particular failure, the protection capacity in the network must be greater than the working capacity disabled by this failure. This protection capacity can be distributed through the network. For the case illustrated by Figure 3, a single link (link A) has failed. To ensure that the remaining (2N-1) links can support the network traffic, protection capacity must be added. In this case, the required mesh protection capacity, CP, is given by:

CP = CA + e                                                                       (2)
where CA is the working capacity of link A, and eis the excess capacity that needs to be reserved.

 For a mesh with N nodes and 2N links, the total mesh working capacity, CW, is given by:

                                                       CW  =  2N C0                                                                          (3)

where C0 is the average working capacity of the links.

To be able to protect against the failure of link A, protection capacity greater than CA must be available. Then the total mesh capacity including protection capacity, CT, must be:

                                   CT    CW +  CP  =  2N C0  +  CA +  e                                           (4)

From equations 2 and 3, the ratio of the mesh protection capacity to the total mesh working capacity is given by:


                            CP/CW  =  (CA +  e / 2N C0                                                      (5)

For the case of protection against a single failure, the CP/CW  ratio approach 0 as N approaches infinity, which corresponds to a protection efficiency of 100 %. The probability of a single failure within a specified time interval is roughly proportional to N. The probability of multiple independent failures within a short time interval also increases as N increases, however, this probability is usually much less than the probability of a single failure until N becomes very large. To accommodate the possibility of multiple failures, eshould be increased as N becomes large. However, the ratio of reserved protection capacity to working capacity would still approach 0 as N approaches infinity.

In the heuristic derivation above, it is implicitly assumed that path protection rather than link (or span) protection is provided and that unaffected data flows may be rerouted following a failure. The goal in designing a mesh network is not just to maximize the protection efficiency, but instead, to achieve a high protection efficiency while minimizing the need to reroute data flows that are not interrupted by the failure that just occurred. In current networks, rerouting of unaffected traffic to accommodate a restoration is generally avoided, if possible. However, if rerouting can be made hitless, then a certain degree of rerouting of unaffected traffic would be tolerable. Rerouting of unaffected traffic can be minimized if working paths and protection paths are provisioned along links where the utilization is relatively low, even if the lengths of these paths are longer than necessary. For extended mesh networks, where there are many possible paths between a pair of nodes, links whose utilization is close to the link capacity can be more readily avoided. This is not the case with ring-based networks. Minimizing the mesh restoration time, which is addressed in the next section, is also a design goal.

The large number of possible paths through an extended mesh network enables the amount of stranded capacity to be reduced. Suppose that link B in Figure 3 has spare capacity, but that the other three links connected to node C are full. This would imply that additional traffic entering node C from link B would have no place to go, which would mean that the spare capacity on link B would be stranded, unless this additional traffic was terminated at node C. However, this situation could be rectified if traffic on the other three links is rerouted, which should be possible in an extended mesh with many possible paths. To avoid rerouting of live traffic, it would again be desirable to avoid assigning capacity on links that are nearly full, but instead, to assign this capacity along alternate paths. As number of possible paths increases along with the size of the mesh, it would be possible to provision the mesh capacity so that the ratio of the stranded capacity to the total capacity would approach 0.

4. Fast Restoration in Mesh Networks

Restoration time requirements are driven by the need to prevent voice circuits from being disconnected when a failure occurs. Voice circuits may drop out if the voice signal is interrupted for more than 150 ms. To prevent this from happening, maximum restoration time requirements have been imposed on network elements, and budgets have been established for the various components contributing to the restoration time. According to current network requirements, failures must be detected within 10 ms, and then trunks must be restored within 50 ms [4].  For other types of traffic besides voice, such as Internet traffic, longer restoration times can be tolerated [9]. However, there has been a tendency to impose these stringent requirements on the entire interoffice network regardless of the type of traffic being carried by a particular trunk.

One way to guarantee uninterrupted service is to transmit data simultaneously along two diverse paths, which is referred to as 1+1 path protection. At the destination end, the receiver would normally select data from the primary (working) path. However, when a failure occurs, the receiver would instantaneously switch in data from the backup (protection) path. This type of operation is illustrated  by Figure 4 for the case of traffic flowing between class 4 (tandem) voice switches, which are switches used in class 4 central offices (also referred to as toll offices or tandem offices). In this case, traffic between a pair of class 4 voice switches is sent along two separate paths, each of which traverses multiple COs. Although the figure shows traffic flowing in only one direction, in reality, voice traffic would flow in both directions between the switches. Full duplex physical connections along diverse paths would be established between the two switches, and along both paths, network channels would be dedicated to these connections. Consequently, the protection capacity that is set aside would be approximately 100 % of the working capacity. If a failure occurs along the working path, the receivers at both ends would switch in data from the protection path and pass this protection data to the voice switches.
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Figure 4 - 1+1 Protection of Voice Traffic

Subscribers are connected to class 5 switches in an end office (or class 5 central office). Voice traffic flows between class 5 switches connected to subscribers at opposite ends of the network. A typical voice traffic flow would involve intermediate connections between the class 5  and class 4 switches and between pairs of class 4 switches. (Note that class 4 and class 5 switching functions may be combined in a  class 4/5 switch.) The 1+1 protection approach described above could be applied to all data flows between  voice switches, including class 4 to class 4, class 4 to class 5, and class 5 to class 5 data flows. It could also be applied to time division multiplexed (TDM) data flows (e.g., DS1 and DS3) data flows, which may contain voice data. Even though 1+1 protection is inefficient, it is typically more efficient than ring protection, where the protection capacity is usually greater than the working capacity. An analysis by Sycamore Networks indicates that compared to ring protection, 1+1 path protection can improve the protection efficiency by approximately 20 % in many cases [10].

Obviously, the 1+1 protection approach described above can also be used for data traffic, with data transmitted simultaneously along two diverse paths. However, another approach can provide much better efficiencies than dedicated 1+1 protection. This approach, which is referred to as "virtual 1+1 protection", involves establishing virtual connections rather than physical connections between a pair of network elements.  

Figure 5 illustrates a specific implementation of virtual 1+1 protection. In this case, Generalized Multi-Protocol Label Switching (GMPLS) protocols are used to establish label switched paths (LSPs), which can be viewed as virtual connections, between an ingress and an egress router [11]. For each data flow from an ingress to egress router, both a primary LSP and a backup LSP are set up, with the backup path disjoint from the primary path. Separate LSPs would be set up for data flowing in the opposite direction. Thus there would be four LSPs, two primary and two backup, associated with the data flow between a pair of routers. Using the Resource Reservation Protocol (RSVP) [12], network capacity would be reserved along the path for each primary LSP. In the absence of failures, data would flow only in the primary LSPs. Although the backup LSPs would be set up from end to end (ingress to egress routers), data would not flow in the backup LSPs, except for some keep-alive packets. Some capacity would be reserved for protection. However, this capacity could be shared among multiple backup LSPs whose corresponding primary LSPs are disjoint. Thus, protection efficiencies similar to the efficiencies associated with shared mesh protection, which was addressed in the previous section, can be achieved.
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Figure 5 - Virtual 1+1 Protection

Within the GMPLS framework, a hierarchy of LSPs is defined. Specifically, there are fiber layer, wavelength layer, SONET layer, and packet layer LSPs. A trunk can be viewed as a physical layer LSP containing multiple packet layer LSPs. Failures would be detected by optical network elements, such as SONET switches. In Figure 5, the SONET switch detecting the failure would in the CO at the top left of the diagram. The element detecting a failure would notify its attached router(s) that a trunk (or multiple trunks) had failed. The router would then find in a look-up table the set packet layer LSPs carried by the failed trunk and notify the next set of routers along these LSPs. These routers would then pass along the failure notification all the way back to the ingress routers. When an ingress router receives a failure notification for an LSP, it begins sending data on the backup LSP. Since failures are normally bi-directional, the failure notification would flow in both directions from the point of failure.

The restoration time with virtual 1+1 protection would be limited by the time it takes for failure notification to propagate back to the ingress router and for the data to propagate along the backup path. Assuming that the length of the backup path is approximately equal to the length of the primary path and that the notification processing times are relatively short, the restoration time would be approximately 2 times the propagation time from the element detecting the failure to the ingress router. 


Data traffic is growing at a much faster rate than voice traffic and is expected to become the dominant component of the traffic volume at some point in the relatively near future. Thus, most of the traffic can be protected using virtual 1+1, which implies that the overall protection efficiency can be relatively high. Only a small percentage of traffic would require dedicated protection, and this percentage will decrease as legacy voice switches are phased out.
5.  A Seamless Mesh Interoffice Network

Local access transport areas (LATAs) are areas that delineate the flow of communication traffic within the United States. Within a LATA, traffic is handled by a local exchange carrier (LEC), while traffic crossing LATA boundaries is handed off to an inter-exchange carrier (IXC). LATA boundaries are seams that impede the free flow of traffic. Verizon has been granted approval to provide inter-LATA services throughout the United States. Currently, in some areas, inter-LATA services must be provided by a separate affiliate, which means that LATA boundaries are still relevant. It is anticipated that in the next few years, the restrictions on inter-LATA services will gradually be lifted, so that the seams within Verizon's network may be eliminated.

From a purely technical point of view, the mesh network of Figure 3 can be extended across LATA boundaries if the LATAs are contiguous. Verizon's domestic wireline network covers a large contiguous area in the Northeast and Midwest regions of the U.S. Within this extended area, Verizon has approximately 4000 COs serving a total of approximately 48 million access lines [6]. Verizon's network also covers other regions of the U.S., which contain approximately 1000 COs. However, these regions are not contiguous with the Northeast/Midwest region or with each other.

Figure 6 shows an architecture for a seamless mesh network based on nodes of order 4, similar to the nodes in Figure 3. This network contains two types of nodes, ordinary COs (or end offices) and hub COs. These two types of nodes are fundamentally the same. Both types support a large number of subscriber access lines, which are not shown in the figure. Thus, traffic is originated and terminated at both types of nodes. Originating traffic is multiplexed onto links shown in Figure 6 and demultiplexed onto the attached access lines. 
The primary difference between the two types of nodes is related to traffic flow. In general, traffic originating at an end office would be backhauled to a hub CO where it is then routed through the network. Correspondingly, traffic terminating at an end office would generally flow through a hub on its way to the terminating office. To accommodate these traffic demands, the hubs would need to contain switching equipment with a greater throughput capability than the corresponding equipment at end offices. Other than having equipment with greater capabilities, hubs would not distinguishable from end offices.
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Figure 6 - End Offices and Hubs Interconnection by a Seamless Mesh

There is a tradeoff between switching complexity and cost and transport complexity and cost. Backhauling the traffic to hubs permits the complexity and cost of the equipment at end offices, which represent the vast majority of the nodes, to be reduced. However, the backhauling restriction also artificially reduces the number potential paths through the network, which in turn reduces provisioning flexibility and increases distances for both working paths and protection paths. As a result, more network capacity will be used for working paths and more capacity must be reserved for protection. Another way to view restrictions on data flow is that as the size of the mesh increases, the ratio of protection capacity to working capacity will decrease at slower rate than the rate for a mesh without these restrictions. Similarly, the ratio of stranded capacity to working capacity will decrease at a slower rate. Also, restrictions on data flow reduce the robustness of the network in being able to recover from failures. 

The seamless mesh architecture of Figure 6 would be appropriate for Verizon's interoffice network in the Northeast and Midwest regions of the U.S., which contain approximately 4000 COs spread across over 60 contiguous LATAs. To cover the entire Northeast/Midwest region, the seamless mesh network of Figure 6 would contain approximately 4000 end offices and 160 hubs, which roughly correspond to class 5 and class 4 offices, respectively, in Bell System. In most cases, there would be multiple hubs within a LATA. To ensure reliable communications in the face of failures, each end office should be able to set up data flows with at least two hubs. To facilitate long haul transport, both within the mesh and outside the mesh, it may be desirable to add another layer in the hierarchy. Long haul data flows could be routed through super hubs, which would be similar to hubs except that they would be designed to accommodate greater volumes of traffic. Super hubs roughly correspond to class 3 offices in the Bell System. If one in twenty hubs is designed to be a super hub, then 8 super hubs would be required to cover the Northeast/Midwest region. Note that since this region is contiguous, long haul traffic could flow through many COs, and long haul transmission lines would not be required. 

The network of Figure 6 could be extended to cover Verizon's entire domestic footprint. However, long haul transmission lines would be required to interconnect non-contiguous regions. For economic reasons, the number of long haul lines would need to be limited. Typically, the degree of the nodes in a long haul mesh is less than 4. In effect, the boundaries of the contiguous regions are like seams, and the national network would not be truly seamless. Similarly, there are barriers, both geographic and political, to establishing a seamless global network. Although some of these barriers can be eventually overcome, it is unlikely that the networking approach described here can be extended to a global scale without introducing seams and one or more additional layers in the hierarchy.

6. Summary


For interoffice networks, mesh-based topologies are inherently superior to a ring-based topologies. Compared to ring-based networks, mesh networks can provide greater provisioning flexibility, more efficient protection, and robustness against a wider range of failures.


The most natural  way to interconnect central offices is via a mesh network of degree 4, with each CO directly connected to four other COs. This network can be extended to cover a large geographic area. For a large scale mesh network, it is possible for the protection efficiency to approach 100 % and for the amount of stranded capacity to be reduced to a small percentage of the total network capacity.


With a mesh network, it is feasible to guarantee fast restoration by sacrificing some protection efficiency. This paper presented an architecture for a mesh network that can provide both fast mesh restoration and high efficiency. For time-sensitive TDM traffic, such as voice traffic, 1+1 protection is supported, which guarantees very fast restoration. For data traffic, which will constitute the bulk of the traffic, a new technique, called "virtual 1+1 protection", is proposed. With this approach, end-to-end virtual connections are set up for both a working path and a protection path for each data flow, which enables fast restoration. Only a relatively small amount of capacity needs to be reserved along the protection path, which enables high protection efficiency.

Unlike ring-based networks, mesh-based networks can be seamless. An architecture for a  seamless interoffice network that would be suitable for Verizon's interoffice network in the Northeast/Midwest region of the U.S. was proposed. This network would seamlessly interconnect over 4000 COs distributed over a large contiguous area without the use of long haul transmission lines. To reduce cost and complexity of switching equipment, traffic would be backhauled from end offices to hub COs. Although this architecture would sacrifice some the advantages of an ideal mesh network, it would provide greater flexibility, efficiency, and robustness than current ring-based networks.
References
1. "Transport Systems Generic Requirements (TSGR): Common Requirements Criteria," Telcordia Technologies Generic Requirements, GR-499-CORE, Edition 2, December 1998.

2. "Broadband Switching Systems (BSS) Generic Requirements," Telcordia Technologies Generic Requirements, GR-1110-CORE, June 1995.

3. R. Ramaswami and K. Sivarajan, Optical Networks - A Practical Perspective, Morgan Kaufmann: New York, pp. 434-441, 1998.

4. "Synchronous Optical Network (SONET) Transport Systems: Common Generic Criteria," Telcordia  Technologies Generic Requirements, GR-253-CORE, Issue 2, December 1995.

5. C. Strangio, "Data Communications Basics - A brief Introduction to Digital Data Transfer," CAMI Research Inc., 1993, http://www.camiresearch.com/Data_Com_Basics/data_com_tutorial.html#anchor205159.

6. "Verizon Wire Center Profile," correspondence with Verizon Network Planning organization, 28 August 2001.

7. "Verizon Philadelphia LATA Modeling," Sycamore Networks presentation to Verizon, 9 March 2001.

8. R Goudreault, et al., "Verizon Next generation Optical Transport Network Modeling -Phase I Report," Lucent Technologies presentation to Verizon, 16 April 2002.

9. J. Schellenberg, "Is 50 ms Restoration Necessary?," IEEE Bandwidth Management Workshop IX, June 2001.

10. "Sycamore Networks Mesh Overview & Verizon Design Analysis," Sycamore Networks presentation to Verizon, 25 July 2001.

11. A. Banerjee, et al., "Generalized Multiprotocol Label Switching: An Overview of Routing and Management Functions," IEEE Communications Magazine, Vol.39, No 1, January 2001.

12. R. Braden, ed., "Resource ReSerVation Protocol (RSVP) - Version 1 Functional Specification," IETF Network Working Group, RFC 2205, September 1997.

PAGE  
1

_1103352471.ppt


CO

CO

CO

CO



CO

CO



CO

 CO

CO



CO

Fiber Optic

Cables

Fiber Optic

Cables

Ring A

Ring B

Ring C

Source 

CO

Destination

CO 








_1105856003.ppt


X

A

 B

C








_1119277283.ppt


Legend

       - End Office

        - Hub CO

LATA

Boundary








_1103012955.ppt


Class 4

Switch

Class 4

Switch

SONET

Switch

SONET

Switch

CO

CO

CO

CO








_1103023565.ppt


Ingress

Router

Egress

Router

SONET

Switch

SONET

Switch

CO

CO

CO

CO

Trunk

(multiple LSPs)

Backup LSP

Primary LSP

X

Failure

Failure

Notification 

Failure

Detection 








_1102428800.ppt


CO

CO

CO



CO

CO

CO

CO

CO

CO

CO

CO

CO

CO

CO

CO

CO








