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Abstract

This paper presents an architecture for a communication network that interconnects central offices servicing a relatively large area. This network provides converged transport of all types of communication data, which results in a more efficient utilization of network resources and facilitates interoperability. At the physical layer, convergence is based on SONET standards, with all data encapsulated in SONET frames. Convergence at the packet layers is based on Multi-Protocol Label Switching (MPLS) standards, where packets are switched based on labels in the packet headers. Compared to current transport methods, the proposed network architecture can support a wider range of communication services, is much simpler, and uses network resources more efficiently. Networks based on this architecture can be expanded to cover larger areas, either by interfacing with similar networks or by interfacing with legacy networks.

1. Introduction

1.1 Telephone Networks

A telephone network consists of access networks, which connect customers (subscribers) to telephone central offices (COs), and an interoffice network that interconnects the COs. Figure 1 shows a simplified landline telephone network with a number of COs interconnected in a mesh configuration. Each CO is connected to many subscribers and is directly connected to two or more other COs. The COs are fully interconnected through the mesh.
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Figure 1 - Simplified Telephone Network
Access networks provide the means for connecting customers to the interoffice network and for carrying customer traffic to and from the network. Since the early days of telephone networks, access  has been provided by running twisted pairs of copper wire from the customer premises to the COs supporting subscriber connections, which are referred to as serving wire centers (SWCs). Even today most access lines are twisted pairs. The capacity of twisted pair access line has been greatly enhanced through the use of digital subscriber line (DSL) techniques. 

The major telephone companies (telcos) are in the process of replacing twisted pair access lines with fiber optic lines and are running fiber from the SWCs to all the way to the customer premises. An alternative to fiber-to-the-premise (FTTP) is fiber-to-the-neighborhood (FTTN), which involves running fiber to a remote terminal in the customers' neighborhood and using existing twisted lines between the remote terminal and the customer premises. FTTN, which can be more cost effective than FTTP, was addressed in detail in two previous papers [1, 2]. Wireless access is another option.

1.2 Interoffice Networks
This paper focuses on the interoffice networks. Access networks are viewed as data sources and sinks.  An interoffice network can be viewed as a backbone network that ties together all the SWCs and other COs. From a numbers perspective, the interoffice problem is a lot easier than the access problem. In the U.S., there are approximately 14 thousand COs and approximately 140 access lines, a difference of 4 orders of magnitude.[3] Advanced transmission and switching technologies have already been incorporated into interoffice networks. Specifically, COs are interconnected by fiber optic cables. Because of the very high of replacing twisted pair access lines, the deployment of fiber in access networks is currently very limited.

Interoffice networks in the U.S. must be capable of handling the traffic to and from more 100 million customer locations. With the advent of broadband access, the traffic volume has significantly increased. However, the capabilities of interoffice networks to handle the increased traffic have grown even faster. A single fiber can accommodate more than 1 Tb/s of data, and a fiber optic cable can contain hundreds of fiber. The throughput capabilities of network switching elements have also significantly increased, although not as dramatically as the transmission capabilities. Unfortunately, the design of current interoffice networks hasn’t kept pace with the improvements in transmission and switching technologies.



Typically, COs are unevenly distributed in two dimensional space. The geographic distribution of COs is roughly similar to the population distribution. From a physical perspective, the COs are interconnected in a mesh configuration. However, for most current interoffice networks, traffic flows along interlocking rings. If a failure occurs along one side of a ring, traffic can be re-routed to flow along the opposite side of the ring.[4] In a previous paper [5], it was shown with a mesh topology has certain advantages over a topology consisting of interlocking rings. Specifically, a mesh-based network can provide protection against failures more efficiently than a ring-based network, and with a mesh-based network, there is greater flexibility in provisioning network capacity.

The next section addresses network convergence, specifically how all types of data can be transported through the interoffice network in a similar way. The physical and functional architectures for the interoffice network are presented in section 3. Connections and data flows through the interoffice network are addressed in section 4. Section 5 describes how protection against network failures would be provided. The characteristics of the proposed interoffice network are summarized in section 6.
2. Transport Network Convergence

2.1 Background  


In the past, separate communication networks were designed for different communication functions. The telephone networks were designed for voice, the cable TV networks for video (and its associated audio), and the Internet for computer communications, which is commonly referred to as data communications. Although these networks can handle other functions, they were optimized for their primary function. There is now an effort being made to develop integrated networks that can accommodate voice, video, and data communications (and other functions). Accommodating voice, video, and data in common network, which is referred to as the “triple play,” was addressed in detail in a previous paper.[2]


The Nyquist Sampling Theorem [6] and Shannon’s Source Coding Theorem [7] provide the basis for convergence. All types of communication are fundamentally the same. All types of information can be digitized and transported as bits. The main difference between types of communications is the data rate required to transport the bits.

There are two basic types of transport, transport based on circuit switching and transport based on packet switching. With circuit-based transport, physical connections are established and network resources (channels) are dedicated to these connections. With circuit switching, delays are minimized and fixed, and the quality of service (QoS) can be guaranteed. However, for bursty data sources, circuit switching uses bandwidth inefficiently. With packet-based transport, network resources are dynamically allocated based on demand. Thus, packet switching uses bandwidth more efficiently than packet switching, especially for bursty data. However, QoS is a significant issue for packet switching.
2.2 Convergence Based on IP and Label Switching

Currently, most data is Internet Protocol (IP) [8] data. With the general acceptance of voice over IP, the industry is moving toward a situation where almost all data will be IP data. Thus from a data perspective, the industry is converging toward IP.

Packet transport is now mostly, but not exclusively, IP-based. IP is a connectionless protocol, which means that packets are treated on an individual basis by the network, rather than as a sequence of related packets. Connectionless operation is not well suited for providing a guaranteed QoS.

Connection-oriented transport is a mechanism that enables a guaranteed QoS. Multi-Protocol Label Switching (MPLS) [9] is a technique has been widely accepted as an approach for transporting IP data and enabling a guaranteed QoS. With the IP/MPLS approach, virtual connections called label switched paths (LSPs) are established, and labels are attached to IP packets to identify particular LSPs.[10] Forwarding of a packet is based on the 20 bit label rather than on the 32 bit IP address (for IP version 4), which makes forwarding easier to implement. With MPLS, network capacity can be reserved along the LSP so that the QoS for a traffic flow can be guaranteed. Reserving network capacity usually means ensuring that a particular LSP will be guaranteed a certain number of time slots over some interval of time.

The Label Distribution Protocol (LDP) [11] and /or the Resource Reservation Protocol (RSVP) [12, 13] could be employed to establish LSPs and reserve network capacity along LSPs. The Internet Engineering Task Force (IETF) is developing a new extensible IP signaling protocol suite (NSIS) [14], which will provide additional capabilities and more flexibility in establishing and controlling virtual connections. A previous paper [15] addressed how signaling can be used in conjunction with MPLS to enable a high QoS. 

Generalized MPLS (GMPLS) [16] is an extension of MPLS that includes a feature that enables label switching to be used in a circuit switching mode. With GMPLS implicit labeling, the LSP is identified by the physical channel (such as a set of time slots) containing the data, rather than by an explicit label in the MPLS header. This is similar to a DS0 channel being identified by the position of the data within a DS1 frame, or to a SONET channel being associated with a series of time slots within a SONET frame. Signaling protocols used in conjunction with GMPLS to establish and control label LSP are fundamentally similar to the common channel signaling approach used in conjunction with the voice networks and Integrated Services Digital Networks (ISDN).[17]

Transport based on IP/MPLS can support a wide range of applications and is becoming widely accepted as the basis for a converged network. GMPLS can be used to control the physical connections that support end-to-end virtual connections. The proposed interoffice network, which is described in the next two sections, is a converged network based on IP/MPLS for transport and GMPLS for setting physical connections supporting the transport of data through the network. 

3. Proposed Interoffice Network Architecture

3.1 Physical Architecture



From a physical perspective, the interoffice network consists primarily of transmission and switching equipment in the telephone central offices (COs) and transmission lines interconnecting these COs. The COs are distributed in two-dimensional space, roughly following the population (customer) distribution. From a physical perspective, the COs are interconnected in a mesh configuration.[18] 



Figure 2 shows an idealized view of the interconnection of COs. In Figure 2, there are two types of COs, end offices (EOs) and a hub CO. EOs, which corresponded to class 5 COs in the Bell System, have many customer connections (not shown in the figure) and switch traffic onto and off of these connections. EOs are also referred to as serving wire centers (SWCs). Hub COs, which correspond to class 4 COs in the Bell System, switch traffic to and from multiple EOs. A hub would usually contain a collocated EO (with customer connections) so that the hub in Figure 2 corresponds to class 4/5 CO in the Bell System.


Each CO in Figure 2 is directly connected to four other COs by a fiber optic cable containing many fibers, which provides a very high capacity connection. Each COs can be indirectly connected to all the other COs by traversing intermediate COs. The eight EOs shown in Figure 2 and the collocated EO (not shown) are connected (directly or indirectly) to the hub CO.

Figure 3 shows the interconnection of COs are a larger scale. In Figure 3, there are two types of COs shown, hub COs and super hubs. Super hubs, which correspond to class 3 COs in the Bell System, switch traffic to and from multiple hubs. A super hub would usually contain a collocated hub CO (not shown in Figure 3) and a collocated EO (not shown) so that the super hub in Figure 3 corresponds to a class 3/4/5 CO in the Bell System. Each CO in Figure 3 is connected to four other COs. In most cases, these connections would not be direct, but would traverse intermediate COs instead. The lines interconnecting the COs in Figure 3 represent fiber optic cables and transmission equipment in intermediate COs. The eight hubs in Figure 3 and the collocated hub (not shown) are connected (indirectly) to the super hub.
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Figure 2 - Interconnection of End Offices
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Figure 3 - Interconnection of Hub COs
3.2 Interconnection of Network Nodes 

The network depicted in Figures 2 and 3 can be seamlessly extended to cover a large area. Figure 4 is a schematic diagram showing the functional interconnection of COs within a metropolitan area. In this case, there are 4 super hubs, 36 hubs, and 324 EOs. Each super hub is connected to 9 hubs (including a collocated hub) and each hub is connected to 9 EOs (including a collocated EO). Although the lines in Figure 4 appear to be direct connections, for the most part, they represent indirect connections that traverse intermediate COs. A connection between an EO and a hub may pass through intermediate EOs, and a connection between a hub and a super hub would usually pass through intermediate EOs and intermediate hubs. Each super hub in Figure 4 is connected to two super hubs within the region and to two more super hubs in different regions or in different networks. Typically, connections between super hubs would be directly routed. However, these connections could pass through intermediate COs.
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Figure 4 - Functional Interconnection of Interoffice Network
Typically, EOs would be interconnected through a hub, and hubs would be interconnected through a super hub. As discussed in detail in the next section, local traffic would be switched at the hubs and regional traffic would be switched at the super hubs.  In normal operation, traffic would be backhauled from the EOs to the hubs to be switched. With this type of operation, switching requirements at the EOs, which constitute the majority of the COs, would be minimized. 
Typically, an EO would be connected to more than 10,000 customers so that the 384 EOs in Figure 4 could serve a several million customers.  Thus, the network of Figure 4 could cover a relatively large metropolitan area or a large local access transport area (LATA). The network could be readily expanded to cover a large region in the U.S. If another hierarchical layer of nodes (beyond super hubs) were added, the network of Figure 4 could be expanded to provide global coverage.

4. Connections and Traffic Flows through the Interoffice Network

4.1 Network Channels

Channels are assigned to physical connections through the network. As shown by Figure 5, there is hierarchy of space (different fibers), wavelength (frequency), and time channels. The fiber optic cables interconnecting the CO can contain several hundred of fibers, with each fiber normally carrying signals in a single direction. The capacity of a fiber optic cable can be huge, hundreds of terabits per second (Tb/s) (in each direction). With dense wavelength division multiplexing (DWDM) [19], many wavelength channels can be supported on a single fiber. In this case, 80 distinct wavelength channels are assumed with each wavelength channel providing a capacity of 10 Mb/s. It is assumed that each wavelength channel supports a Synchronous Optical Network (SONET) OC-192 signal, which in turn supports 192 Synchronous Transport Signals (STS-1’s).[20] Each STS-1 channel has a capacity of approximately 50 Mb/s. SONET payloads, which can be used to carry packets, can be formed within an STS-1 channel or using multiple STS-1 channels. Reserved capacity within a SONET payload can be view as a virtual channel.
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Figure 5 - Hierarchy of Channels
4.2 Network Connections

Figure 6 illustrates the connections through the proposed network, specifically the connections associated with the data flow between two customers, a client (C) and a server (S). The network connections include both physical connections, where physical channels are dedicated to a particular connection and virtual connections, where physical channels are shared by multiple data flows based on demand. The physical channels supporting these connections include space (fiber), frequency (wavelength), and time (SONET) channels, which were described in the previous subsection.
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Figure 6 - Connections through the Network
The client is connected to the network by a dedicated twisted pair access line. The server is connected to the network by a dedicated fiber pair. These connections run from the customer premises to the EOs that act as serving wire centers for the client and the server, respectively. Each EO is connected to a hub CO by a physical connection that supports many virtual connections. Similarly, each hub is connected to a super hub by a physical connection that supports many virtual connections, and the two super hubs are connected to each other by a physical connection supporting many virtual connections.

In the case shown in Figure 6, the hubs are connected to each other by physical and virtual connections that traverse two super hubs. In other cases, the hubs may be directly connected or may be connected to the same super hub. The physical connection between hubs would typically support many (several hundred or more) virtual connections.  This has the effect of smoothing out the traffic flow between two hubs so that if the flows for individual virtual connections are bursty, the variations in the aggregated data rate would be greatly reduced.[21] This implies that the capacity of the physical connection between the hubs can be utilized efficiency.
An end-to-end virtual connection would be established between the client and the server. In case shown by Figure 6, this virtual connection traverses the EOs, the hubs, and the super hubs and is supported by physical connections between these network elements. A virtual connection would also be established between hubs. The virtual connection between hubs would support many customer virtual connections.


As shown by Figure 4, there are 36 hubs in the proposed network. To fully interconnect all the hubs, each hub must be connected to 35 other hubs. Since each wavelength channel supports 192 STS-1 channels, it is would be possible to assign multiple STS-1 channels to each hub-to-hub physical connection without exceeding the capacity of a single wavelength channel. Thus, for hub-to-hub connections, STS-1 granularity for the channel assignments makes sense. STS-1 granularity for the hub-to-hub connections would not significantly impact the network capacity requirements. Also, for the traffic associated with hub-to-hub connections, STS-1 signals could be passed through super hubs intact so that switching in the super hubs could be limited to SONET-level switching, at least for traffic within the networks.
Typically, a hub would support 9 EOs (excluding backup connections). Since a wavelength channel can support 192 STS-1 channels, multiple STS-1 channels could be dedicated to each connection between an EO and a hub without tying up a significantly percentage of network capacity. STS-1granularity for the EO-to-hub connections would imply that SONET multiplexing would be required in the intermediate COs between the EO and the hub. However decomposing of STS-1 signals in the intermediate COs would not be necessary. Currently, most COs contain SONET add/drop multiplexers (ADMs).

 
Similarly, a super hub would support 9 hubs, and one or more wavelength channels could be dedicated to each hub-to-super hub connection. Wavelength granularity for hub-to-super hub connections could be readily accommodated given the number of available wavelength channels. Typically, multiple wavelength channels would be dedicated to a connection between super hubs. However, a direct link between a pair of adjacent super hubs would contain multiple fibers.

The signals protocols described in subsection 2.2 would be used to establish the physical and virtual connections described above and request network capacity for these channels. Signaling channels and control elements, which are referred to as the control plane, would need to be provided to support the establishment of connections and control the network capacity allocated to these connections.
4.3 Network Elements 

Figure 7 shows the key network elements supporting the proposed interoffice network, and specifically, supporting the data flow between clients and servers within the network. At each EOs, there is multiplexer (MUX) that combines the signals from many users (clients and servers) onto a channel from the EO to the hub. Data is multiplexed into SONET payloads, which are in turn multiplexed onto wavelength channels. Conversely, signals from the hub are distributed (demultiplexed) onto lines connected to the user sites. The EOs would also contain SONET ADMs, which are not explicitly shown in Figure 7. The hubs contain label switches, which were described in detail in a previous paper [15]. Label switches would be employed to establish LSPs and switch data onto and off these LSPs. To accommodate unlabeled packets, router functions would be included in the label switches. A multiplexer in the EO can be viewed as a simplified label switch with data switched onto and off of a single interface on one side. SONET switches in the super hubs are employed to implement physical connections between hubs.
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Figure 7 - Network Elements Supporting the Interoffice Network
The network elements shown in Figure 7 are limited to elements associated with the transporting of bits through the interoffice network. Elements, such as softswitches, that supporting value-added services or applications are not shown. Also, elements associated with fiber or wavelength connections are not addressed. For connections that traverse external networks, label switches (not shown) in the super hubs are required.

4.4 Protocol Diagram

Figure 8 shows the communication protocols involved in transferring data between a client and a server. At stated above, the client premises would typically be connected to the EO by a twisted pair access line. Digital subscriber line (DSL) techniques [22] over the twisted pair could be used to provide the physical layer interface at the client premises. Figure 8 shows Ethernet [23], as the layer 2 protocol at the client premise. Ethernet is the protocol of choice for most network customers, however, other layer 2 protocols could be employed. MPLS, which runs on top of the layer 2 protocols, supports LSPs and virtual connections. IP, the Transmission Control Protocol [24], and the application protocol run on top of MPLS.
At the server premises, the physical layer interface is SONET over fiber. The Generic Framing Procedure (GFP) [25] provides layer 2 functions associated with packet framing, i.e., determining where packets begin and end. MPLS supports the end-to-end virtual connections with multiple clients. Again, IP, TCP, and the application protocol run over MPLS.
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Figure 8 - Protocol Diagram
The label switches and multiplexers implement MPLS over GFP over SONET. The application protocol and TCP run over the heads of the label switches and multiplexers. Similarly, for labeled packets, IP would run over the heads of the label switches and multiplexers. LSPs (in both directions) would be established between each multiplexer and its corresponding label switch. Each of these LSPs would contain multiple end-to-end LSPs. Similarly, LSPs would be established between the label switches, and multiple end-to-end LSPs would be nested within each of these LSPs.

4.5 Scaling the Network to Accommodate the Traffic    

A typical end office in the U.S. has an average of 10,000 access lines.[3] Since some of these lines are inactive and since some users have more than one access line, the average numbers of users per EO would be less than 10,000. For DSL access lines, the peak downstream (network to user) data rate is a few megabits per second, and the upstream data rate (user to network) is much less. The average downstream data rate would be much less than 1 Mb/s. Thus, scaling the network for an average data rate of 1 Mb/s per user would be conservative. For 10,000 users and an average data rate of 1 Mb/s, the total data rate would be 10 Gb/s, which can be accommodated by a single wavelength channel or approximately 200 STS-1 channels. Thus, assigning a wavelength channel for the EO to hub connection would be conservative in most cases. Since the number of STS-1 channels assigned to a connection would be very large, the effect of assigning channels with STS-1 granularity would be minimal.


Since a typical hub directly supports 9 EOs, the hub should be scaled to accommodate 9 wavelength channels worth of data throughput. A significant portion of (but not all of) the traffic to and from a hub would go to or come from the super hub supporting the hub. Thus, scaling the hub-to-super hub connection to accommodate 9 wavelengths worth of traffic should be adequate. If 9 wavelengths are assigned to a typical hub-to-super hub connection, the impact of wavelength granularity on channel utilization efficiency would be small (less than 10 % wasted capacity), but not negligible. Since a single fiber can accommodate 80 wavelengths of data, traffic flows between the 9 hubs and a super hub can be readily accommodated.


Since a typical super hub directly supports 9 hubs, the super hub should be scaled to accommodate approximately 80 (9 x 9) wavelength channels worth of data throughput. A significant fraction of the traffic to and from a super hub may go to or come from other super hubs (either within the network or in external networks). Thus, the super hub to super hub connections in Figure 4 must be scaled to accommodate a relatively large number of wavelength channels. Since a single fiber pair can support 80 wavelength channels, accommodating the number of wavelength channels required for super hub-to-super hub connections would not a major problem. An integral number of wavelengths would be assigned to each super hub-to-super hub connections. Since the number of wavelength channels per connection is large, the impact of wavelength granularity on channel utilization efficiency would be insignificant. Optical ADMs within the super hubs would be employed to add and drop wavelength channels or let the wavelength channels pass through to the next super hub.

4.6 Expanded Network 

The network of Figure 4 could be expanded to a few thousand COs, which implies that the network could cover a significant portion the U.S. The number of hubs and super hubs would be increased proportionally. At some point it would no longer be practical to provide physical connections with STS-1 granularity between each pair of hubs within the network. Instead, each hub would have physical connections between a subset of other hubs within the network and would have virtual connections with the remaining hubs. Label switches in the super hubs would be required to support these virtual connections. A physical or virtual connection between a pair of hubs would support many customer virtual connections. 

A global network similar to the network of Figure 4 would require another layer of network nodes beyond super hubs. Current transmission and switching technologies are adequate to support a global network similar to the proposed interoffice network. However, since many different organizations would be involved in a global network, interoperability and political issues would be more significant than technical issues. In the near term, the scale of the proposed interoffice network would be limited by interoperability and political issues. 
5. Practical Considerations
5.1 Protection and Restoration

Subsection 4.2 dealt with primary connections and primary data flows between network nodes. This section specifically addresses backup nodes and backup data flows, which would be activated in the event of a failure in the network. The mesh topology of the proposed interoffice network enables protection against failures to be provided in an efficient and flexible way. The scaling of the network described in subsection 4.5 is not significantly affected by the backup connections.

For the network described in section 4, there are 324 end offices (EOs). One or more virtual connections would be established between each EO and the other EOs within the network. Each of these virtual connections, which would involve two LSPs (one in each direction), would support multiple user-to-user virtual connections. An EO-EO virtual connection may traverse multiple EOs, hubs, and super hubs, and may be nested within other (higher level) virtual connections.

As shown by Figure 9, two virtual connections, primary and backup, would normally be established between a pair of EOs. Capacity through the network would be reserved for the primary virtual connections. Normally, network capacity would not be reserved for the backup virtual connection unless a failure occurs that adversely affects the primary connection. Keep alive messages may be sent periodically over the backup virtual connection.
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Figure 9 - Redundant Connections between a Pair of EOs

Typically, a network failure would affect multiple virtual connections, including multiple virtual connections from the same EO and virtual connections associated with different EOs. A fiber cut, which is a common type of failure, would usually disable many virtual connections and may have a widespread negative impact. The affected virtual connections would be restored separately, but simultaneously. Usually, data would be shifted from the primary virtual connections to the backup virtual connections for multiple EO-to-EO connections.
Following a failure that affects the traffic flow between a pair of EOs, each EO would signal the other EO that a relevant failure had occurred along the path of the primary virtual connection. The EOs would send data via the backup virtual connection. Note that some failures, such as a transmitter failure, may affect the data flow in only one direction so that a data source may not immediately be aware that a relevant failure had occurred. The backup virtual connection, and its associated LSPs, would be used to send failure notifications. An alternative approach would be send failure notifications via the control plane. However, using the backup virtual connection is more direct and faster, in most cases.
When an EO receives a notification that a failure affecting a particular virtual connection has occurred, it would normally request that capacity be reserved along the backup LSP. The amount of capacity requested would depend on the amount of traffic flowing through the virtual connection and the priority of the traffic. Sufficient capacity to support the maximum data rate would be reserved only for high priority traffic flows within an affected virtual connection. Capacity would not generally be reserved for low priority traffic flows. For traffic flow of medium priority, the reserved capacity would generally be less than the capacity corresponding to the maximum data rate.
Some network capacity must be set aside so that sufficient capacity will be available when a failure occurs. However, this protection capacity would be much less than the protection capacity of ring-based networks, which usually exceeds the working capacity. With the proposed mesh-based network, the backup virtual connections to be activated following a particular failure can be chosen to follow separate paths, although there be usually be some overlap. Thus even if all virtual connections are fully protected, the protection capacity set aside along a particular path can be a fraction of the total capacity along the path. The protection capacity can be further reduce if only high priority traffic is fully protected.
The protection approach of Figure 9 can be viewed as end-to-end protection within the interoffice network. Since the primary and backup virtual connections are diversely routed, this approach is resilient against multiple link and node failures. On the other hand, protection schemes based on interlocking rings are vulnerable to multiple failures on a ring and to failures at nodes where rings come together.  
The time it takes to fully restore service following a network failure depends largely on the amount of protection capacity that is set aside. Some level of service can be restored as soon as the failure notification is received. Traffic can be sent immediately over the backup virtual connection without waiting for reservations. However without reservations, the quality of service cannot be assured. If sufficient protection capacity is available when a failure occurs, than full service can be restored quickly. Otherwise, partial service can be restored quickly, but it may take a significant amount of time to restore full service. Restoration of full service may entail waiting for reservations or establishing a new virtual connection along a path where more network capacity is available.
After traffic has been shifted to the backup virtual connection, a new virtual connection would be established. This provides protection against a second failure disrupting service along the original backup virtual connection.

With the end-to-end protection/restoration approach described above, reliable communications can be achieved with unreliable links and unreliable nodes. Thus, the current reliability/availability requirements on equipment and transmission lines, which are very stringent, can be relaxed somewhat. Of course, certain equipment at the EOs must be very reliable. This includes multiplexing equipment where many access lines come together and equipment involved in restoration following a failure.
Load sharing is an alternative approach to the protection/restoration mechanism described above. With load sharing, data would be sent along both EO-to-EO paths shown in Figure 9. For example, half the traffic between the hubs could be sent over each path. If a failure occurs, the data rate between the hubs would be cut in half with high value traffic given priority. Thus, the transport service between two hubs would be gracefully degraded until additional capacity is assigned to the surviving connection or until another virtual connection is established.

The protection/restoration approaches described above do not protect against failures in the access network. Redundant access lines could be provided to protect against access network failures. Providing protection and restoration in the access network was addressed in two previous papers.[1,2]
In summary, the mesh topology of the proposed interoffice network enables the network to be very resilient. Protection against a wide range of failures could be provided. In fact, the network can be more robust than current ring-based networks. By establishing virtual connections for backup connections in advance of network failures, fast restoration can be assured. Compared to ring-based networks, considerably less network capacity needs to be dedicated for protection, and protection efficiency can be significantly higher.
5.2 Security Considerations


To protect sensitive user data, end-to-end encryption should be employed outside the boundaries of the interoffice network. For client to server traffic, data could be encrypted at client site and decrypted at the server site. For the sake of simplicity and efficiency, non-sensitive could be sent in the clear.

It is also desirable to provide security features within the network. The control plane should be secure to prevent an intruder from interfering with connections and capacity assignments. This implies that encryption would be required for signaling/control links that are not physically secure.

IP addresses can be exploited by an intruder to analyze a user's traffic pattern or to launch a denial of service attack. With transport based on MPLS, IP headers are not required for transport. Thus, IP headers can be suppressed at the sending end and re-inserted at the receiving end. Since the MPLS labels have only local significance, they cannot be used by an intruder to determine the source or destination of a packet (assuming the control plane is secure). Thus, suppressing the IP headers can enhance security as well as reducing overhead.
6. Summary

A Telephone network consists of access networks, which connect customers (subscribers) to telephone central offices (COs), and an interoffice network that interconnects the COs. Typically, COs are physically interconnected by fiber optic cables in a mesh configuration. However, for most current interoffice networks, traffic flows along interlocking rings. This paper presents an architecture for an interoffice network that is mesh-based from both a physical perspective and a traffic flow perspective.

The industry is converging toward IP data and IP/MPLS transport. The proposed interoffice network is designed to transport IP packets with MPLS labels, but can accommodate unlabeled packets as well. Converged transport based on IP/MPLS enables the interoffice network to efficiently accommodate a wide variety of applications while providing a guaranteed quality of service for applications that need it.

The proposed interoffice network consists of three types of nodes, end offices (EOs), hub COs, and super hubs. These nodes are arranged in a mesh configuration and interconnected by fiber optic cables. Each fiber optic cable contains hundreds of fibers, and each fiber contains 80 wavelength channels. Each wavelength channel supports a 10 Gb/s SONET signal (OC-192), which contains 192 STS-1 component signals. As a result, the capacity of the interoffice network is more than adequate to support current and future applications.

Each EO is connected to many customer access lines. The EO switches traffic onto and off of these access lines. Each hub supports several EOs (typically 9). Customer traffic is backhauled to hubs, where it is switched. Label switches are required in the hubs, but not in the EOs. This means that switching (processing) in most COs can be relatively simple and straightforward. In turn, each super hub supports several hubs (also typically 9). Super hubs interconnect hubs within a region and provide connections to external network. A typical interoffice network (or network segment), would contain hundreds of EOs, tens of hubs and a few super hubs, and would support a metropolitan area.

Physical and virtual connections would be established through the interoffice network. End-to-end virtual connections would be established between users (e.g., clients and servers). Specifically, physical and virtual connections would be established between EO and hubs, between hubs and super hubs, and between pairs of hubs. Customer data would flow through one or more EOs to and from a supporting hub. Each hub would be connected through one or more super hubs to all the hubs within the network. One or more STS-1 channels would be assigned to each hub-to-hub connections within the network, and one or more wavelength channels would be assigned to each EO-to-hub connection, and to each hub-to-super hub connection. This approach simplifies network operation, and there is sufficient network capacity to readily accommodate these channels assignments.

The mesh topology of the proposed interoffice network enables the network to be very resilient. Protection against a wide range of failures can be provided and fast restoration can be assured. This can be achieved while maintaining high protection efficiency.

The proposed interoffice network can be readily expanded to cover a large region in U.S. The network can be expanded to a global scale. However, a global network would require another layer in the network hierarchy (beyond the super hub layer) and would face interoperability and political issues.
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