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Abstract
Information Theory, which was formulated by Claude Shannon in 1948, provides the theoretical basis for telecom convergence. According to Shannon's view, all types of communications are fundamentally the same. Any type communications can be viewed as digital data communications. Communications sources can be characterized by their information rates, and communication channels can be characterized by their capacities. A communications channel can support multiple applications of different types as long as the aggregate information rate is less than the channel capacity.  Telecom convergence can be facilitated by increasing the capacity of communication channels, particularly access channels, and by reducing the communication rates required for certain applications. There is tradeoff between communication rates and performance. Rates of most applications can be reduced if graceful degradation is acceptable. This tradeoff enables a wide range of applications to be support by channels with relatively low capacities.  
Introduction


Telecommunications (telecom) usually refers to communications over a distance. Communications within a single facility does not usually fall under the telecom umbrella. Telecom usually implies communications provided by a common carrier. Telecom networks can extend over large distance and can support many users.


In the past telecom networks have been designed to support specific services or applications. The telephone networks were designed primarily to support voice applications. Similarly, the cable TV networks were designed to support broadcast video. The Internet was designed to support computer communications, usually referred to as data communications.

Telecom convergence refers to providing a wide range of communication services, including voice, video, and data communications, over a common, integrated network. For more than 30 years, telecom convergence has been feasible, at least to some degree. However, until recently, attempts to provide an integrated network that would accommodate a wide range of services have achieved only limited success.


There are two aspects of telecom convergence, transport convergence and convergence of telecom services. Transport convergence means that various types of data are transported in a common manner through a common network. With the convergence of services, different applications would be handled in the same way from a user perspective. Providing voice, video, and data communications over a common network with a common user interface is referred to as "the triple play." 


The main benefits of telecom convergence are: reduced costs, such as the costs of separate equipment and facilities; greater coverage for the full set of services, which could be provided over the entire network; and easier interoperability among carriers. Also, common user interfaces and access methods could be provided, which would facilitate "one-stop shopping."

In 1948 Claude Shannon, published his famous paper, "A Mathematical Theory of Communication."  This paper, which is a formulation of what would become known as "Information Theory," provides the theoretical basis for convergence. According to Shannon's theory, communication sources can be characterized by their information rates, which can considerably lower than their raw data rates, and communication channels can be characterized by their capacities. A communication channel can support applications whose information rates are less than the channel capacity.

This paper discusses Information Theory and its relationship to telecom convergence. It describes the conditions under which a communication channel can support various applications. It describes how the capacities of channel can be increased and more fully utilized describes the tradeoff between rates and performance. Finally, it describes how Information Theory concepts can be applied to practical communication networks. 
Nyquist Sampling Theorem


In 1928, Harry Nyquist, a researcher at AT&T, published a paper that described a method involving discrete samples for completely characterizing continuous, band-limited signals. This characterization would eventually lead to the Nyquist Sampling Theorem, which states that a signal could be completely reproduced if the signal is sampled at rate that is greater than twice the signal bandwidth. Ironically, a version of the Nyquist Sampling Theorem was formulated by Shannon at about the same time that he was formulating Information Theory.

The implication of the Nyquist Sampling Theorem is that a band-limited signal can be represented and transmitted as a stream of bits. In other words, all communications can be viewed as digital data communications. If a continuous signal is quantized (digitized) to L discrete levels and sampled at the Nyquist rate (twice the signal bandwidth, W), then the data rate (R) of the sampled signal would be given by: 



                          R  =  2 W log2 L                                                                   (1)


For example, if a voice signal with a bandwidth of 4 KHz (width at the band edges) is sampled at the Nyquist rate and quantized with 8 bits per sample (256 levels), then the data rate (in bits per second) for digitized voice would be:



                          R = 2 x 4000 log2 256                                                          (2)

                                                      = 64000 bits per second (64 Kb/s)


Telegraph, with its sequence of dots and dashes representing characters, was the first use of what later would be called “digital communications.” The Nyquist Sampling Theorem implies that all communications can be viewed as digital communications. It raises the possibility that telegraph and voice could be transmitted in the same manner, in other words, the possibility of the convergence of voice and data communications. However, when the sampling concept was formulated digital communications was very limited. Telegraph transmission rates were far less than the 64 Kb/s rate required for digitized voice, and this is relatively low compared to the rates associated with digital representations of signals with wider bandwidths. Although the Nyquist Sampling Theorem raised the possibility of telecom convergence, complete convergence based on Nyquist sampling is impractical. 
Information Theory


In 1948, Claude Shannon, another AT&T researcher, published the definitive theory of communications, which is referred to as “Information Theory.” Shannon’s theory was (and still is) coherent and comprehensive. It implies the unity of communications, i.e. all types of communications are fundamentally similar. Unlike other disciplines, such as physics and cosmology, there have been no fundamental surprises in communications since 1948. Shannon took the mystery out of communications. The idea of convergence lies at the heart of Information Theory, which provides the basis for both transport convergence and convergence of telecom services.


Figure 1 shows a block diagram of generic communication system that applies to all types of communication. The transmitter (Tx) takes information from the source, generates signals based on the information, and sends these signals over the channel. At the receiver (Rx), signals are received from the channel, information is extracted from these signals, and the information is then sent to the user. Noise, which is introduced along the channel, causes the received signals to be different from the transmitted signals, and can cause errors in the information that is extracted.
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Figure 1 - Generic Communication System

The transmitter can be viewed as consisting of a source encoder and a channel encoder. The source encoder receives information from the source and generates symbols to represent this information. For example, suppose the source is generating ASCII characters and source encoder is representing each of these characters with a sequence of 7 bits. This is a simple, but inefficient coding method. The channel encoder takes the symbols from the source encoder generates signals suitable for transmission to represent these symbols. The channel encoder may modify the symbols from the source encoder to compensate for transmission errors. For example, the channel encoder could add a parity bit to each 7-bit sequence representing an ASCII character. Again, this is a simple, but inefficient coding method. If binary transmission is employed, there would be two possible signals that could be sent during a transmission interval. For example, a signal with a certain amplitude could be used to represent a "1", and the absence of a signal could represent a "0". For non-binary channels, there would be multiple possible signals for each transmission interval.

Usually, the source encoder removes redundancy from the source data, which allows a block of source data to be represented by fewer bits. The channel encoder usually introduces redundancy, e.g. by adding parity bits, to compensate for transmission errors. 

Similarly, the receiver (Rx) can be viewed as consisting of a channel decoder and a source decoder. The channel decoder receives signals from the channels and converts these signals into symbols. The source decoder then converts these channel symbols into symbols corresponding symbols generated by the source encoder. For example, 1's and 0's could be generated based on the presence or absence of a signal during an interval, and for each group of 8 bits, parity would be checked and 7 bits retained. The source decoder converts symbols from the channel decoder into source symbols. For example, a group of 7 bits would be converted into an ASCII character.   
Source Coding Theorem for Discrete Information Sources

If a discrete symbol has L possible values of equal probability, then the uncertainty associated with that symbol is log2 L. It takes log2 L bits to specify the symbol, and thus, the symbol provides log2 L bits of information.

In general, symbols associated with a discrete information source can be characterized by an entropy, HS (in bits per symbol), which is given by:

                                                  HS  = -∑ Pi log2 Pi                                                   (3)                      
                                                                           i
where Pi is the probability that the symbol assumes the value i.

Note that Pi is less than or equal to 1. Thus, the log function is negative or 0, which makes HS greater than or equal to 0. If the symbol has L possible values of equal probability, then HS in equation 3 becomes log2 L.

The entropy of the source, H, in bits per second is given by:
                                                       H  =  HS RS                                                       (4)

where RS is the symbol rate of the source.


The Source Coding Theorem states that a long sequence of symbols from source with entropy H can be encoded at a rate arbitrarily close to H bits per second (b/s). Consider a sequence of RST symbols over a long time interval T where each symbol can assume L different values. In a typical sequence, the symbol will assume the first value approximately P1 RST times. It will assume the second value approximately P2 RST times and the Lth value approximately PL RST times. If we let N1 represent P1 RST, N2 represent P2 RST, and NL represent PL RST, then the probability, PS, of a typical sequence is given by:
                                          PS = P1 N1 P2N2 ... PLNL                                                           (5)

The sequences can be grouped into two categories, "typical" sequences and "atypical" sequences. The total probability of the set of typical sequences approaches 1 as T approaches infinity, and the total probability of the set of atypical sequences approaches 0 as T approaches infinity. The number of typical sequences, NS, is given by:

                                             NS   =  1/ PS                                                                           (6)

The logarithm of NS  is given by:

                                    log2 NS = log2 (1/PS) =  - log2 PS                                                   (7)

Substituting fro PS from equation 5,                                                                     
                                log2 NS   =  - log2 ( P1N1 P2N2 ... PLNL )                                               (8)
                                                       =  - N1 log2  P1 - N2  log2  P2  ...  - NL log2  PL
Substituting for N1, N2, and NL we get:
                         log2 NS   =  RST (- P1 log2  P1 - P2 log2  P2 ... - PL log2  PL )                        (9)

                                               =  RST HS
Substituting for RS HS from equation 4, we get:
                                           log2 NS   =   HT                                                                          (10)
or,

                                                   NS   =   2HT                                                                         (11)

NS can be represented by HT bits. Thus, the sequence provides HT bits of information, and the information rate, R, of the source is given by:
                                              R =  1/ T log2 NS  = H                                                             (12)

The source encoder in Figure 1 would convert a block of RST symbols into a block of HT bits. These bits would be sent to the channel coder, which would convert them into a block of channel symbols. A channel symbol may represent more than one bit and a block of channel symbols may include parity bits.

The Source Coding Theorem provides the basis for data compression, specifically for text compression and for compression of computer files. Consider a source that is transmitting ASCII characters. Each character, or symbol, is represented by 7 bits. However, the information rate is typically considerably less than 7 bits per symbol, which means that the data can be compressed and transmitted at a considerably lower rate.
Channel Capacity for Discrete Channels

At the receiving end of the communication system of Figure 1, there is a priori uncertainty about the sequence of symbols about to be transmitted. This uncertainty is reduced when the sequence is received. However, for a noisy channel there will be some residual uncertainty. The reduction is the average uncertainty, or entropy, is defined as the information provided by the channel. The maximum amount of information that a channel can provide is defined as the channel capacity. Thus, the capacity of a discrete channel, C, is given by:

                                              C  =  max {H(x) - Hy(x)}                                                             (13)

where H(x) is the a priori entropy of transmitted sequence x, and Hy(x) is the entropy of the transmitted sequence x given received sequence y (a posteriori entropy).

Consider the binary symmetric channel, which is represented by Figure 2. There are two transmitted symbols and two received symbols. For each transmitted symbol (x1 or x2), the probability of the symbol being received correctly is (1 - e) and the probability of it being received incorrectly is e. If each of the transmitted signals has the same a priori probability (.5), then H(x) is 1, and Hy(x) is equal to Hx(y), the entropy of the received sequence y given the transmitted sequence x. In this case the a posteriori entropy is given by:

                                          Hy(x) =  - (1 - e) log2 (1- e) - e log2 e                                                   (14)


The capacity of the binary symmetric channel in bits per symbol is given by the expression below. To get the capacity in bits per second, multiply by the symbol rate.

                                    C = 1 - Hy(x)  =  1 + (1 - e) log2 (1- e) + e log2 e                                        (15)
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Figure 2 - Binary Symmetric Channel
The Noisy Channel Coding Theorem for Discrete Channels
The most famous result of information theory is the Noisy Channel Coding Theorem, which states that if the information rate is less than or equal to the capacity of a communications channel, then information can be transmitted over the channel with an arbitrarily low error rate. In practice, the information rate must be less than the capacity by a finite amount. Thus, the necessary and sufficient condition for a channel with a capacity C to be able to support an application associated with a source of information rate H is given by:

                                                      H  <  C                                                                              (16)


Figure 3 represents sequences of symbols as points in space for a discrete noisy channel over a time interval T. Suppose we have a source with an information rate of H bits per second that is encoded at a rate R bits per second, which is somewhat greater than H. Over a time interval T there would be 2RT typical source sequences, which would be encoded by the source encoder using RT bits. These typical source sequences are represented by 2RT points at the left side of Figure 3. 


Also, suppose that we have a discrete channel that can transmit at a rate of M bits per second so that the channel encoder maps RT bits into MT bits. More than one bit per symbol could be transmitted so the symbol rate could be less than M. The number of possible sequences that could be transmitted over the interval is 2MT. If the received signal is quantized with the same number discrete levels as the transmitted signal, then the number of possible received sequences, would also be 2MT. The possible transmit and receive sequences are each represented by 2MT points in the center of Figure 3.
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Figure 3 - Representation of Sequences as Points in Space

For a given transmit sequence, there would be some uncertainty in what sequence would be received. In Figure 3, this uncertainty is represented the lines connecting a possible transmit sequence to  2UT possible received sequences, most of which would contain a number of bit errors. The capacity of the channel is determined by relating the number of possible transmit sequences (NT)  to the number of uncertainty sequences (NU). In this case, the channel capacity, C,  is given by:
                                          C  = 1/T log2 NT/ NU = M - U                                                   (17)
Source a source sequence containing RT bits would be mapped into a transmit sequence containing MT bits, only 2RT of the 2MT possible transmit sequences would be used. For each of the transmit sequences that are used, there would be 2UT typical received sequences. The total number of typical received sequences (NR ) would be given by:

                                      NR   =   2RT x 2UT   =   2(R+U)T                                                  (18)
The fill ratio, which is the ratio of the number of points associated with the typical received sequences to the total number of points in the space of the received signal, is given by:
                              NR/NT   =   2(R + U)T/2MT   =  2- (M - U - R)T   =    2- (C - R)T                          (19)

If R <  C, then the fill ratio approaches 0 as T approaches infinity, and the sequences can be chosen so that there is no overlap in the received sequences associated with different transmitted sequences. In this case, there will be no ambiguity in the decoding of received sequences by the channel decoder. This means that the probability of error will approach 0 as T approaches infinity. According to the Source Coding Theorem, R can be arbitrarily close to H. This implies that the condition { R <  C } is equivalent to the condition { H <  C }.

The Noisy Channel Coding Theorem provides the basis for error correction coding. There are two common types of error correction coding, forward error correction coding, which is described in the next subsection, and error detection and re-transmission, which is addressed in a later section.

Forward Error Correction Coding


With forward error correction coding, error are corrected in the receiver without any notification to the transmitter. The concept of forward error correction is relatively straightforward, as described below.

Suppose that we choose 2RT transmit sequences from a set of 2MT possible sequences such the transmit sequences are distributed evenly in signal space. For binary sequences, this means that any two sequences would have different bits in a number of locations. A sequence of RT bits would be mapped into MT bits by the channel encoder and transmitted over the channel. At the receiver, it would be determined by the channel decoder which of the 2RT transmit sequences is closest to the received sequence. The MT received bits, which may contain errors, would then be mapped into the RT bits corresponding to the closest transmit sequence and sent to the source decoder.

Although forward error correction is conceptually straightforward, it can difficult in practice, especially for long sequences. A set of sequences can be represented as points in multi-dimensional signal space. A symbol corresponds to a dimension in signal space, and the signal levels of that symbol are represented as points in that dimension. For a symbol rate RS and a time interval T, the number of dimensions is RST. If the symbols have L levels, the number of bits per symbol is log2 L, and there are RS log2 L x T bits in a sequence. The distance, d, between two sequences would be:

                                              d  =    ( ∑ Δi2 )1/2                                                           (20)

 




               i  
where Δi is the difference in levels for dimension i, and the sum is over RST dimensions.


Choosing transmit sequences that are evenly distributed in signal space is relatively easy for a small number dimensions, but difficult if the number of dimensions is large. Similarly, determining the transmit sequence that is closest to a received sequence is difficult if the number of dimensions is large.

If the sequences are short, then forward error correction coding could be implemented using lookup tables. Assume a transmit sequence of 30 binary symbols formed from 20 information symbols. In this case, RT is 20, and MT is 30. The distance in signal space between two binary sequences is determined by the number of bits that are different, which is referred to as the Hamming distance.  The use of the Hamming distance rather than the distance given by equation 8, facilitates selecting the transmit signals and determining the transmit sequence that is closest to a received sequence. The transmit sequence could be determined using a lookup table containing 220 (about a million) entries of 30 bits each. Decoding the received sequence would involve a lookup table containing 230 (about a billion) entries of 20 bits each, which requires about 2.5 gigabytes of storage. Clearly, the table-lookup approach is impractical for longer sequences.
Continuous Channels and Orthogonal Signals

The previous subsections in this section have dealt with discrete (digital) sources and discrete channels. This subsection addresses channels that support continuous (analog) signals.


The bandwidth of a channel determines the number of orthogonal (non-interfering) symbols per second that can be supported by the channel. A baseband channel with a bandwidth B (in Hz) can support 2B orthogonal signals per second. If we use each of these orthogonal signals to transmit a symbol, then over a time interval T, we can transmit 2BT symbols without any inter-symbol interference.

Suppose that we have a continuous baseband signal of bandwidth B with the spectrum of the signal extending from 0 Hz to B Hz, as shown by Figure 4. Let's examine the signal over a time interval T that is long compared to 1/B. By limiting the signal in time, the spectrum is extended beyond B Hz. However, if T is much greater than 1/B, then most of the spectrum will be confined to frequencies within the passband of Figure 4. If we imagine that that the signal is extended in time and repeats itself every interval T, then the signal can be represented by a Fourier series with a fundamental frequency of 1/T and harmonics at 2/T, 3/T, ... n/T. Each signal component would be of the form Am sin 2πmt/T or Bm cos 2πmt/T, where m is an integer less than or equal to n, and Am and Bm  are real amplitudes. 
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Figure 4 - Fourier Frequencies for a Band Limited Signal


If B is a multiple of 1/T, then n would be equal to BT. Thus there will be BT Fourier frequencies between 0 and B with sine and cosine components for each the frequency.  If B is a multiple of 1/T, and if we assume that the spectrum extends from slightly beyond 0 to slightly beyond B, then there will be exactly 2BT Fourier components within the passband. (Note we have excluded the zero frequency component and included the sine and cosine components for the Fourier frequency equal to B.)

If the spectrum is not a baseband spectrum, i.e. if the lower edge of the spectrum to shifted away from zero frequency, then the number of Fourier series components within the passband is still equal to 2BT. Note that the spectrum has to be adjusted slightly to make the number components exactly equal to 2BT. If there are multiple spectra, which may or may not be contiguous, then the total number of Fourier series components within the total bandwidth, BT, would be 2BTT.   

The Fourier components described above are mutually orthogonal, so that the product of any two Fourier components integrated over the interval T is 0. The Fourier components described above are not the only set of mutually orthogonal signals that can be used to characterize a band limited signal. Other sets of 2BT orthogonal signals can be used to represent a signal with a bandwidth B defined over a time interval T. Although other sets of signals may be easier to implement, use of the Fourier series components simplifies the determination of performance limits. 

Each of the 2BT orthogonal signals defines a dimension in signal space. If a separate symbol is associated with each of the orthogonal signals then there can be 2BT symbols without any inter-symbol interference. In this case a symbol corresponds to a signal with its amplitude and can be represented as a point along a particular dimension in signal space.

A symbol can also be represented by a pair of orthogonal signals, in which case a symbol corresponds to a point in two dimensions. The signal corresponding to a two dimensional symbol would be a complex signal of the form Cm exp i2πmt/T, where m is an integer less than or equal to n, and Cm is a complex amplitude. In this case there would be BT symbols instead of 2BT symbols, each two dimensional symbol would be equivalent to one dimensional symbols. 
Shannon's Capacity Formula for Continuous Channel

For a discrete noiseless channel, the maximum number of bits per symbol (one dimensional) is given by log2 L, where L is the number of levels. With the addition of noise, adjacent levels may become indistinguishable and the effective number of levels would be reduced. For a continuous channel, the number of distinguishable levels is function of the signal to noise ratio, S/N, where S is the signal power and N is the noise power. The spread of the signal in one dimension of signal space is proportional to √S, while the spread of the noise is proportional to √N. If S/N is large, then the number of distinguishable levels is approximately equal to (S/N)1/2. Consequently, the maximum number of bits per symbol would be approximately equal to log2 (S/N)1/2. 


The above approximation falls apart for low signal to noise ratios. A more precise expression for the maximum number of bits per one dimensional symbol, bS, is given below. Note that this expression is also valid for low signal to noise ratios: 

                                     bS   =   log2 (1 + S/N)1/2                                                                (21)

Multiplying the maximum number of bits symbol by the maximum rate for orthogonal  symbols, we get Shannon's famous formula for the capacity, C, of a channel of bandwidth B, and signal to noise ratio, S/N:

                                 C  =  2B log2 (1 + S/N) 1/2                                                             (22)

or,

                                 C  =  B log2 (1 + S/N)                                                                   (23)

Equation 22 can be viewed as the product of the maximum symbol rate for complex (two dimensional) orthogonal symbols (B) times the maximum number of bits per complex symbol [log2 (1 + S/N)]. The complex symbol rate is half the one dimensional symbol rate, but the maximum number of bits per symbol is twice as much. Thus, for the same bandwidth, complex and one dimensional symbols are equivalent.
Although the term "bandwidth" is often used in place of the term "capacity," bandwidth and capacity are not the same. As shown by equation 23, the bandwidth must be multiplied by log2 (1 + S/N) to obtain the capacity. 

Note that in equations 22 and 23, a flat bandwidth and white Gaussian noise are assumed so that the signal-to-noise ratio is constant over the band. If the signal-to-noise ratio varies for different segments of the band, the total capacity would be a sum of the capacities of the different segments.

The maximum number of bits for a particular symbol is determined by the signal-to-noise ratio for that symbol. In deriving equations 22 and 23, it was assumed that the signal power (or signal energy) was distributed evenly among the 2BT signals corresponding to the symbols. This distribution maximizes the capacity (assuming at flat band and white Gaussian noise.) In this case the signal-to-noise ratio per symbol is the same as the signal-to-noise ratio for the overall channel. 

A continuous channel is equivalent to a discrete channel with an infinite number of levels. Thus, the Noisy Channel Coding Theorem implies that a continuous channel of capacity C can support a discrete source of rate R, if R is less than C. The Source Coding Theorem then implies that a continuous channel of capacity C can support a discrete source with entropy H, if H is less than C.

A continuous channel (baseband) can be converted to a discrete channel by establishing a finite number of levels (L) for each symbol. Even without noise, this limits the number of bits per symbol to log2 L and reduces the channel capacity. Establishing a finite number of levels is equivalent to introducing additional noise. If the spacing between the levels is Δ, then the error introduced by quantizing the signal, which is referred to as the quantization noise, varies between 0 and Δ/2. The mean square value of the quantization noise is Δ2/12. Quantization will have a relatively small impact on capacity, if the mean square quantization noise is less than the mean square channel noise, N. This is equivalent to the following condition:
                                     Δ  <  (12 N)1/2                                                                       (24)

The number of levels, L, can be related to Δ and to the signal amplitude. If the signal amplitude can vary between +A and -A, then
                                      L  = 2 A/ Δ + 1                                                                      (25)
If we assume that the signal amplitudes are uniformly distributed (not the optimum case), then the mean square signal power, S, will be A2/3 and Δ can be expressed in terms of S as follows:

                                  Δ  =  (12 S)1/2/ (L-1)                                                                  (26)
From equations, 24 and 26, the condition for the impact of quantization being relatively small is:

                                   L  >  (S/N)1/2 + 1                                                                     (27)

 The number of bits per transmitted symbol required to make the impact of quantization relatively small is given by:

                                bS   >  log2 [(S/N)1/2 + 1]                                                           (28)
Rates for Continuous Sources


The previous subsections in this section have dealt with discrete information sources, such as sources involving text and computer files. This subsection extends the previous results to continuous sources, such as voice, audio, and video sources.

As discussed in a previous section, a continuous source can be digitized via Nyquist sampling. Equation 1 provides a formula for determining the data rate needed to accurately digitize a continuous source. However, as previously stated, the data rates associated with Nyquist sampling can be very high, too high to be accommodated by certain types of channels.


Information Theory, specifically the Source Coding Theorem provides the basis for data compression, i.e., reducing the rate of data that is already in digital form. The Source Coding Theorem does not directly apply to continuous sources, but it does suggest that the rates determined by equation 1 can be significantly reduced.


For a continuous source, there are an infinite number of points in time and for each point there are an infinite number of levels. The Nyquist Sampling Theorem allows us to transform an infinite number of points in time into a finite number of discrete samples, i.e., samples that are discrete in time over a finite interval. However, the fact that each sample can have an infinite number of levels implies that the entropy of each discrete sample is infinite.


One way to deal with this problem is to consider the entropy of the samples in relation to a fidelity criterion. If the entropy of a continuous source is defined in relationship to a fidelity criterion, the relative entropy becomes finite. Also, this approach enables the rate of a source to be reduced by sacrificing fidelity.


For example, the fidelity criterion could be that the mean square error must be less than or equal to a specified value. Assuming both the values of the samples and the errors are both Gaussian variables, the entropy (HS) of the continuous source (bits per sample) with respect to the mean square error fidelity criterion is given by:

                                       HS = log2 (S/E)1/2                                                          (29)
where S is the mean square value of the samples, and E is the mean square value of the errors.


If we assume that the source has a bandwidth W (baseband), and that the samples are independent, then there would be 2W samples per second, and the entropy per second (H) would be given by:
                                     H = 2W log2 (S/E)1/2                                                        (30)

or
                                      H = W log2 (S/E)                                                            (31)


If the samples are not independent, which is the case for most continuous sources, then the entropy could be considerable less than the entropy given by equations 30 and 21. Although the Nyquist Sampling Theorem suggests a direct relationship between the source bandwidth and the channel bandwidth, Information Theory suggests that the two bandwidths may be unrelated. Note that the symbol "W" is used for the source bandwidth in equations 1, 30, and 31 to distinguish it from the channel bandwidth in equations 22 and 23. 


Directly encoding the waveform of continuous sources usually results in high data rates. From equation 2, directly encoding voice (at 8 bits per sample) results in a data rate of 64 Kb/s. Directly encoding National Television Standards Committee (NTSC) video (at 8 bits per sample) produces a data rate of 216 Mb/s. This suggests that rather than encoding the waveform it may be advantageous to encode the information behind the waveform, i.e. encode the semantics.

To understand the difference between the waveform representation and semantic representation, consider the case of a gray scale image. The image can be scanned and represented as a continuous waveform whose amplitude as a function of time corresponds to the intensity of pixels. Alternately, features or objects in the image can be identified and their position and orientation represented. Similarly, the sounds produced by the human voice can be encoded rather than directly encoding the sound wave. Note that to enable voice recognition, an approximation to sounds made by the actual speaker must be represented, rather than representing sound corresponding to a phonetic alphabet.

Information Theory does not provide a handy formula (like equation 18) for determining rates based on semantic representation. However, it does point the way toward establishing semantic representations for continuous sources and for determining rates consistent with some measure of fidelity.


Over the years, much work has been done in modeling of voice and determining the intelligibility of various representations of voice. Current speech coding algorithms, such as the ITU-T G.729 standard compression algorithm, encode voice at a rate of 8 Kb/s or less. This rate is low enough that it can be easily accommodated by most channels.

For many channels, the data rates associated video transmission are the driving requirements. The Moving Pictures Expert Group (MPEG) has developed compression techniques that significantly reduce video data rates, but produce variations in the data rate. MPEG techniques employ frames that represent the complete image (infra-frames) and frames that represent image changes (inter-frames) relative other frames. This approach produces significant frame-to-frame variations in the amount of data needed to represent a frame. Buffering of frames reduces the data rate variations associated with these frame-to-frame variations. The amount of data required to represent an inter-frame significant impacted by motion in the scene. MPEG employs motion compensation techniques to reduce impact of motion on the required data rates. However, even with motion compensation, motion in the scene results in significant scene-to-scene variations in the data rates.

With MPEG-1, the data rate for full motion NTSC video of recorder quality and its associated audio can be reduced to 1.5 Mb/s. MPEG-2 support high quality video/audio at data rates of 3 to 6 Mb/s, depending on the amount of motion in the video scenes. High Definition Television (HDTV) has 5 times the number of pixels as NTSC video, and consequently requires a much higher data rate. A standard data rate of 19.2 Mb/s has been established for MPEG compressed HDTV.

With MPEG compression, video data can be segmented into a base layer and an enhancement layer. An MPEG receiver can operate using only the base layer data, with the enhancement layer providing improved resolution. This feature enables us to accommodate video transmission over a channel with limited capacity or a channel whose capacity is occupied supporting other transmissions. If channel capacity is available, both the base layer data and enhancement layer data would be transmitted. Otherwise, the only the base layer data would be transmitted, resulting in graceful degradation of the image quality. This is a perfect example of sacrificing fidelity to reduce the data rate. 

Typically, audio data is compressed using MEPG Layer 3 (MP3). Although there are various data rates associated with MP3, high quality audio can be accommodated using a data rate of 128 Kb/s. This rate is low enough so that streaming audio, unlike streaming video, is not a driving requirement.

Now that compression algorithms have been developed and rates established for voice, audio, and video sources, the previous results of Information Theory can be applied to continuous sources. Specifically, channels with sufficient capacity and channel coding/decoding algorithms can be designed to accommodate continuous information sources.
Information Theory & Convergence

 Information theory implies that any practical application can be characterized by its information rate (R), and any communication channel can be characterized by its capacity (C). If R < C, then the application can be supported by the channel. If R > C, then the application would need to be re-designed to reduce R (and reduce quality), or the capacity of the channel would need to be increased. If reducing the communication performance is tolerable, then any type of application could be matched up with any type of the channel. For example, video can be transmitted over any type of channel if the number of pixels and the amount of motion are sufficiently reduced.

If a set of applications and a channel through the network can be designed so that the information rates are less than the channel capacity, then transport convergence (for the set of applications) is feasible. The applications could be handled by a common network, and possibly by common network elements. However, the required quality of service would depend on the application. Any practical communication source can be characterized by an average information rate over some interval. With this characterization, all sources or applications are fundamentally the same, although quantitatively different. Figure 5 shows three different communication sources, telephone (voice), television (video), and computer, with three different information rates, R1, R2, and R3, respectively. In each case, the source data goes through a coder/decoder (codec), which converts the data into a stream of bits. Conversely, the codec converts a bit stream from the network into a form that can be used by the application and presented to the user. The voice and video codecs convert continuous signals into bit streams, and vice versa, while data codec compresses computer data and decompresses data from the network.

Although the codecs are application-specific, the network interfaces could be similar. In all cases the interface between the codec and the network would be digital, and the codec/network interface could have similar physical and functional characteristics. The information rates and the variations in these rates would be different for different applications. To maximize the information content per bit, the codecs remove statistical dependencies in the data and randomize the data streams. Also, the codecs produce variations in rate that are data-dependent. At the output of the codecs, the rates would vary even for fixed rate sources, such as directly encoded voice or video sources. A bit pattern at the output of the codecs would appear to be random with a variable rate. Thus, information streams at the network interface, as opposed to the raw data streams from the sources, would be qualitatively similar.

Even though all applications can be made to look similar, they can still be handled differently by the network. For example, voice has been transported via circuit switching, while computer data has been transported via packet switching. Information theory suggests that this does not need to be the case.


Digital communications, which is implicit in Shannon's theory, is the only practical method for implementing convergence. Data compression algorithms, data coding for transmission, and data recovery at the receiving end are greatly facilitated by digital processing techniques. Consequently, convergence is highly dependent on digital technology.  
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Figure 5 - Different Applications with a Common Network Interface


Shannon's capacity formula (equation 15) can be used to determine the feasibility of transporting digitized voice over an analog voice channel. A voice channel has bandwidth of 4 KHz at the band edges and a usable bandwidth of approximately 3 KHz. If we assume an effective signal-to-noise ratio of 30 dB (factor of 1000), then from equation 3, the capacity of a voice channel would be approximately 30 Kb/s. Since from equation 15, the data rate for directly encoded voice is 64 Kb/s, the voice data would need to be compressed by about a factor of 2 in order to be transported over a voice channel. Voice compression algorithms have achieved compression ratios of 8 or more with tolerable reductions in voice quality. Also, the fact that the channel supports analog voice of an acceptable quality indicates that the equivalent amount of information in the analog signal must be considerably less than the data rate (64 Kb/s) obtained by Nyquist sampling. Thus, even in 1948 it should have been possible to envision the convergence of voice and data using digital communications.


In 1949, The Mathematical Theory of Communication by Claude Shannon and Warren Weaver was published. The book contains, with only minor changes, Shannon paper on Information Theory, and a discussion of Shannon's theory written by Weaver. Although it was published more than half a century ago, Shannon and Weaver's book is not at all dated. On the contrary, it has been validated. The Mathematical Theory of Communication provides a firm theoretical basis for communications in general, and convergence in particular. Although the word "convergence" does not appear in the book, the book contains the first clear statement of the principle of convergence to reach a wide audience. Below is a convergence statement written by Weaver about Shannon's theory:

   "This is a theory so general that one does not need to say what kinds of symbols are being

    considered - whether written letters or words, or musical notes, or spoken words, or 

    symphonic music, or pictures. The theory is deep enough so that the relationships it reveals

    indiscriminately apply to all these and to other forms of communication. This means, of

    course, that the theory is sufficiently imaginatively motivated so that it is dealing with the real

    inner core of the communication problem - with those basic relationships which hold in

    general, no matter what special form the actual case may take."
Rate versus Performance Tradeoffs

According to Information Theory, a channel can support an application if the information rate of the application is less than the capacity of the channel. If this condition is not met, the capacity of the channel could be increased by increasing the bandwidth of the channel or by increasing the transmitted power. However, increasing the capacity may not be practical. An alternative is to reduce the information rate by sacrificing some performance.
Supporting Near-Real-Time Applications


Non-real-time applications are applications that involve large delays in transferring data from the source to the destination. Low capacity channels can accommodate non-real-time applications involving large data transfers by allowing the delay to increase.

Near-real-time applications are applications that involve significant delays from the perspective of the user, but these delays are usually limited. For near-real-time applications, there is usually a waiting time between when the user requests information and when the information is available.

For near-real-time applications, the information rate can be reduced to a rate that is supportable by the channel. However, this can result in long delays for applications involving large amounts of data. Thus, if the channel capacity is low and long delays are not tolerable, the near-real-time applications that can be supported over the channel would be limited.

For applications involving file transfers, such as web browsing and e-mail, the data transfer rate can be tailored to the amount of available channel capacity. The transfer time would then be given by the ratio of the transfer rate divided by the available capacity. For low capacity channels, data compression could be employed to reduce the file size, or transfers could be limited to relatively small files.

Applications involving recorded audio and video can be supported by low capacity channels. Audio and video compression techniques, such as the MPEG techniques, would be employed to reduce the data rates. However, many low capacity channels do not have sufficient capacity to support streaming video in real time. This situation can be remedied by transferring the video data at a lower rate than the streaming rate and buffering the data on the receiving end. To reduce the buffering delays to tolerable amounts, the number of video pixels may need to be reduced, resulting in a smaller image size or poorer resolution. This approach is frequently used for video clips via digital subscriber line (DSL) interfaces.
Supporting Real-Time Applications

With real time applications, the delays are small enough so that they are not apparent to the user. The primary real-time applications are voice, audio, and video applications, which involve continuous data sources. Supporting real-time applications is greatly facilitated by the use of source coding techniques, specifically digitizing the source data and data compression. Implicit in these techniques are the tradeoffs between fidelity and rates, which are implied by Information Theory.

Voice applications usually involve relatively low data rates. As previously stated, directly encoded voice produces a data rate of 64 Kb/s, while voice compression can reduce the data rate to 8 Kb/s. Thus, voice can be accommodated by even low capacity channels without degrading quality.

Streaming audio, i.e. audio that is transmitted in real time, includes audio that has been previously recorded. Streaming audio can be accommodated by a data rate of 128 Kb/s, or less. At a rate of 128 Kb/s, the audio quality is high. For streaming audio, sacrificing quality by reducing the data rate is only necessary on low capacity channels.  

Streaming video, even when compressed, usually requires much higher data rates than the applications discussed above. As discussed previously, rates for MPEG compressed video (and associated audio) range from 1.5 Mb/s to 19.2 Mb/s. These rates are higher than the capacities of many channels. In particular, they are higher than the current capacities of channels associated with most access lines.

Clearly for streaming video, performance can be sacrificed to reduce the data rates. In Information Theory terms, the rates can be reduced by reducing fidelity, which in the case of video means image quality. Specifically, rates can be reduced by sacrificing resolution. For example, some users may have to settle for the recorder quality provided by MPEG-1 rather than the higher image quality provided MPEG-2, not to mention HDTV image quality. The ability to trade image quality for a lower date rate is a built-in feature of MPEG-2. In fact, MPEG-2 includes MPEG-1 compression as a subset. 

Buffering of MPEG frames reduces the frame-to-frame variations in the data rates, which reduces the peak data rate. Buffering can be carried further. Buffering of video data over several seconds, or longer, can reduce the scene-to-scene variations in the data rates, which further reduces the peak data rate. However, these relatively long delays are not always acceptable, and this much buffering requires a significant amount of memory. Thus, buffering by itself may not reduce the data rates sufficiently so that video can be accommodated by the channel.
Supporting Multiple Applications

True convergence implies that multiple applications must be supported simultaneously. Thus, a channel must have sufficient capacity to support the aggregate data rate for multiple applications. If there are three applications that must be supported simultaneously, with rates R1, R2, and R3, the capacity of the channel, C, must meet the following condition:
                                             C >  R1 +  R2  + R3                                                                  (32)


Information Theory deals with averages, and the rates in equation 15 are average rates not peak rates. This implies buffering of data so that the variations in the rates can be reduced. It also assumes that the applications are independent so that the peak rates do not all occur at the same time.

In practice, the amount of buffering is limited by delay and storage considerations, and

the aggregate rate will sometimes exceed the sum of the average rates. Thus, some additional capacity, beyond the capacity indicated by equation 32, must be provided. Also, provisions must be made to limit peak rates so that the aggregate rate does not exceed the channel capacity.


Consider the case of a channel supporting two MPEG video streams, each contain base layer and enhancement layer data. The sum of the base layer rates must be less than the channel capacity. This will ensure that the video will not be interrupted, even though some graceful degradation may occur. Enough capacity should be provided beyond the sum of the base layer rates to accommodate the enhancement layer data most of the time. If the peak rates occur for both of the video streams at the same time, then one (or both) of the enhancement layer streams would be discarded and the image quality for one (or both) of the videos would be gracefully degraded. If this graceful degradation happens infrequently, the user may the even be aware of a brief degradation of image quality.
Network Considerations

A typical telecom network includes access networks and a backbone network. An access network connects many subscribers to network nodes. The backbone network interconnects the network nodes.
Access Methods

There are a number of access methods that widely used in the telecom industry including: twisted pair access lines, coaxial cable access, fiber optic access, and wireless access. Figure 6 shows an access network connecting subscriber node to a backbone network using these four access methods.

Using twisted pair lines to connect customer premises to telephone central offices is the most common method of access. A twisted pair is usually dedicated to a particular customer. Twisted pairs are everywhere. There are about 150 million twisted pair access lines in the U.S. connecting about 100 million locations to telephone networks. The bandwidth of a twisted pair access line had been limited to 4 KHz (at the band edges), which greatly restricted the capacity of a twisted pair. With the advent of digital subscriber line (DSL) techniques, the bandwidth and capacity of twisted pairs have been considerably increased. Even with DSL, twisted pairs support only limited convergence. As discussed later, the capacity of twisted pairs can be further enhanced and other measures taken to enable convergence over twisted pair access lines.


The newer coaxial cable systems employ hybrid fiber-coax (HFC) access, which involves running fiber the customers' neighborhood and then running coaxial cable (coax) to the customer premises. Coax is a shared medium with hundreds of customers served by a most cable legs. Coax has a bandwidth of approximately 1 GHz. For a signal-to-noise ratio of 100 

(20 dB), equation 15 indicates that the capacity of a coax cable would be 10 Gb/s. This is more than enough capacity to support convergence, even though it must be shared by hundreds of users. A shared medium is actually an advantage for audio/video broadcast services, which are drivers for users' data rate requirements.
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Figure 6 - Access Network with Various Access Methods

Verizon and other common carriers are deploying fiber-to-the-premise (FTTP). With fiber optic access lines, usually only a small percentage of the fiber capacity is utilized, and this capacity may be shared by multiple users. However, fiber capacity is so enormous that a fiber optic access line can easily support multiple applications at high data rates. Thus with FTTP access, convergence can be easily supported.

Although wireless access can support fixed users, it is primarily intended to support mobile users. As shown in Figure 6, wireless access typically involves establishing radio links between subscriber nodes and cell tower. Preferably, the cell towers would be connected to the backbone capacities. For mobile users, the data rate requirements are usually considerably lower than the requirements for fixed users. In particular, video data rates, which are usually the driving requirements, are much lower for mobile users.

Backbone Network

Figure 7 shows a backbone network capable of supporting convergence. In this case, the backbone network is a small segment of an interoffice network interconnecting telephone central offices (COs). To support coax cable access the backbone network should include cable system headends, which are analogous to telephone COs. To support wireless access, the backbone should include mobile switching centers (MSCs), which are also analogous to telephone COs. 
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Figure 7 - Interoffice Network


The potential capacity of the backbone network is huge. The fiber optic cables interconnecting the COs in Figure 6 can contain hundreds of fiber per cable. Fiber capacities of greater than 1 Tb/s can be achieved. Thus, a fiber optic cable could provide a capacity of hundreds of Tb/s. A capacity of 100 Tb/s is sufficient to support 10 million users operating at 10 Mb/s.


The backbone supports many users, and each of the links interconnecting the nodes in Figure 7 will carry many data streams. The individual data streams may be bursty, i.e., the peak data rate is much higher than the average data rate. Statistical multiplexing of independent data streams smoothes the data so that data rate variations for the composite data stream are considerably reduced. If individual data streams are buffered, and if many data stream are statistically multiplexed, then the composite data rate on the link will be close to the sum of average data rates (for a particular time of day) of the individual data streams. Thus, the backbone network can be scaled to accommodate the sum of the average rates, rather than being scaled to accommodate the sum of the peak rates. Of course, the average rate should be chosen for the busiest time of day, and some spare capacity should be provided to accommodate residual rate variations and uncertainties. The fact that the backbone scales to the average rates reinforces the conclusion that sufficient backbone capacity can be readily provided.


Designing a backbone network that can support convergence is not trivial. However, the fact that the potential capacity of the backbone network is so enormous makes it a lot easier. A previous paper presented an architecture for a backbone network that can support convergence over a large geographic region. 
Implications of Information Theory for the Access Network


Since the potential capacity of backbone links is so enormous, the key convergence issue involves providing sufficient capacity through the access network. Fiber and coax access provide more than enough capacity to support convergence. The capacities of wireless access links are limited, and providing more wireless capacity to support convergence is certainly desirable. 


Fiber is the best access method for supporting convergence. However, FTTP is very expensive and will take a long time to fully deploy. Here the emphasis is on twisted pair access, which is still the most common type of access, and which available nearly everywhere. To support convergence, the primary focus should be on increasing the capacity of twisted pair access lines using advanced DSL techniques. However, to support full convergence over twisted pair access lines, increasing the capacity of twisted pair lines is not sufficient. The available capacity also needs to be used more effectively.

The bandwidth of a twisted pair access line had been limited to 4 KHz (at the band edges), which greatly limited the capacity of the line. With the advent of DSL techniques this bandwidth restriction was dropped and twisted pair bandwidths were greatly increased. DSL bandwidths and the corresponding capacities strongly depend on the lengths of the twisted pair access lines. As indicated by equations 14 and 15, the capacities can also be increased by increased by increasing the effective signal-to-noise ratios. In the case of DSL, the main source of noise is interference between twisted pairs within the same cable. Various techniques can be employed to reduce the interference and increase the capacity.
Use of Error Correction over Twisted Pair Access Lines

Most applications require a low bit error rate, which can be achieved by limiting the number of bits per symbol and separating the signal levels associated with a symbol. However, this approach reduces the capacity of the channel relative to the capacity given by equations 14 and 15. An alternative approach would be to employ more signal levels and allow a high bit error rate (BER). The number of signal levels per dimension could be increased up to (1 + S/N) 1/2.  Error correction techniques would then be employed to reduce the BER to an acceptable level.

Typically, access lines are relatively short, a few kilometers or less. This means that propagation times are short and error correction via error detection and retransmission is practical. First, forward error correction would be employed to reduce the BER to 10-3 or less. This relatively high BER can be achieved using simple and efficient forward error correcting codes. Then, error detection and retransmission would be employed to reduce the BER to a level acceptable for the application.

 Figure 8 shows an example how the error correction feature can be implemented using error detection and retransmission for a binary channel. In this example, a sequence of 100 bits is sent as a block, with the block containing 90 information bits and 10 parity bits. The parity bits are used to determine if an error occurred within the block. A sequence of bits (0,0,0,0,1,0,0,0,1,0,0,0) is over the back channel to indicate whether or not an error occurred. If we assume that the BER is 10-3, then the probability of an error in the block is approximately 
10-1. Thus in the back channel, there will be mostly zeros to indicate that a block of 100 bits was successfully received. More efficient coding could be employed for the back channel, but since back channel rate is low, efficiency is not needed. Blocks in error would be retransmitted over the main channel.

The probability of failing to detect an error in a 100-bit block would depend on the error statistics. However, with 10 parity bits, the probability of failing to detect on error would be low, and the residual BER would be considerably less than is 10-3. The overhead associated with the parity bits (10 %) and re-transmission (10 %) would result in an overall efficiency of about 80 %. More efficient variations of this approach are possible. For example, the efficiency could be improved by increasing the block length beyond 100 bits. Extending this approach to channels with multiple bits per symbol is relatively straightforward.

[image: image8.emf]Tx Rx

Channel

Back Channel

. . .

100-bits 100-bits

0 0 0 0 1 0 0 0

Indicates

error in block

Indicates

block w/o error


Figure 8 - Error Correction via Error Detection & Retransmission
Increasing Access Line Capacity via Fiber-to-the-Neighborhood


For most users, the traffic flow is primarily in the downstream direction, i.e. from the network to the user. Table 1 lists the downstream data rates that can be achieved over a twisted pair access line as a function of the length of the line. Although these rates are achieved over favorable conditions, they are less than the capacities of the lines. Table 1 clearly indicates that the capacities of a twisted pair access lines can be greatly increased by reducing the lengths of the lines. 
Table 1 - Achievable DSL Data Rate VS Length of Twisted Pair Access Line
	Length of TP Access Line
	DSL Downstream Data Rate

	18000 ft
	1.5 Mb/s

	16000 ft
	2 Mb/s

	12000 ft
	6 Mb/s

	9000 ft
	9 Mb/s

	4500 ft
	13 Mb/s

	3000 ft
	26 Mb/s

	1000 ft
	52 Mb/s



The lengths of access lines can be reduced by placing a remote terminal in the subscribers' neighborhood, as illustrated by Figure 9. The remote terminal would be connected to subscriber premises using existing twisted pair access lines and would be connected to the backbone network by a fiber optic cable. This access method, which is referred to as fiber-to-the-neighborhood (FTTN), is similar to the HFC access method used by the cable companies. FTTN is considerably less expensive than FTTP and can be deployed more quickly.
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Figure 9 - DSL/FTTN Access Method


Although FTTN greatly enhances the capacities of twisted pair access lines, FTTN is not sufficient for full convergence. Specifically, FTTN by itself cannot support an audio/video broadcast capability comparable to that provided by the cable TV systems. However, a previous paper describes how FTTN coupled with an audio/video switching capability in the remote terminal enable full convergence, including support for a robust audio/video broadcast capability comparable to the cable TV capability.
 Statistical Multiplexing over a Twisted Pair

To support convergence using a twisted pair access line, multiple data streams need to be multiplexed over the line. According to Information Theory, the capacity of the twisted pair line must be greater that the sum of the data rates associated with the applications. Information Theory deals with average rates, with the implicit assumption that the data streams can be buffered for an indefinite period of time. If this is the case, then the operative rates in equation 19 restriction are the average data rates, which are often much lower than the peak data rates. However, since the amount of buffering must be limited, it is necessary to provide a mechanism for dealing with peak rates.


Figure 10 illustrates the statistical multiplexing of downstream data over a twisted pair access line. In this case, three downstream data streams are separately buffered, which reduces the burstiness of the streams. The streams are then statistically multiplexed on a twisted access line connected to the subscriber premise. A controller allocates memory in the buffer and selects the data to be transmitted over the access line. Signaling from the network is used to establish priorities and reserve capacity for certain data flows. 
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Figure 10 - Statistical Multiplexing of Downstream Data


Since buffering does not eliminate data rate variations, some means must be provided to deal with the residual peak rates. An effective method for dealing with problem is to employ rate limiting as the composite data rate approaches the maximum line rate. For example, file transfers could be suspended for a period of time, which could involve employing a flow control mechanism to prevent buffer overflow. As discussed previously, enhancement layer data could be discarded for one or more video data flows as the composite data approaches the maximum line rate. Again, this is an example of reducing rates by sacrificing fidelity as suggested by Information Theory.
Summary

Information Theory, which was formulated in 1948 by Claude Shannon, implies that all types of communications are fundamentally the same. Information Theory provides the theoretical basis for telecom convergence. 

A discrete information source can be characterized by an entropy H. A long sequence of symbols from the source can be completely represented by R bits per second if R is greater than H. This provides the basis for lossless data compression. A communications channel can be characterized by a capacity C. If R is less than C, then information association with the source can transmitted over the channel with an arbitrarily low error rate. This provides the basis for error correction coding.


A continuous information source can be represented with a certain degree of fidelity by a finite number of bits per second. This rate can be significantly reduced by representing the underlying semantics instead of representing the continuous waveform. This insight provides the basis for voice, audio, and video compression techniques.

An application with a rate R can be supported by a communication channel with a capacity C if R is less than C. If R is greater than C, then the rate must be reduced or the capacity must be increased, or both.


Near-real-time applications, such as file transfers and e-mail, involve delays that are significant but tolerable from the viewpoint of the user. Near-real-time applications can be accommodated over low capacity channels by reducing the rate and allowing the delays to increase up to the point where the delay is no longer tolerable. 

 For real time applications, such as voice or streaming audio/video applications, delays should be low enough so that they are not noticeable to the user. If the rate of the source is less than the capacity of the channel, then the rate could be reduced by sacrificing performance, e.g. image quality, or the capacity of the channel could be increased. Capacity can be increased by increasing the channel bandwidth, which allows the symbol rate to be increased, or by increasing the number of bits per symbol, which is limited by the effective signal-to-noise ratio. 

In order to simultaneously support multiple applications, which is a key goal of telecom convergence, the bandwidth of a channel must be greater than the sum of the data rates of the applications. If buffering is employed, then the effective composite rate can be close to sum of the average rates, which can be considerably less than the sum of the peak rates. Since the amount of buffering is limited, there will some residual variation in the composite rate. To accommodate this residual variation, some spare capacity must be provided and rate limiting may be necessary.

The potential capacity of backbone networks is more than enough to support telecom convergence. Providing sufficient capacity in the access network to support convergence is a greater challenge. Access methods that are widely used in the telecom industry include: twisted pair access lines, coaxial cable access, fiber optic access, and wireless access. Coaxial cables and fiber optic lines provide sufficient capacity to support full convergence. Twisted pairs and wireless links have limited capacity and provide limited support for convergence.


This concluding section of this paper focused on methods for achieving convergence over twisted pair access lines. These methods include: use of error correction coding over a line, statistical multiplexing with rate limiting, and running fiber-to-the-neighborhood.
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