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	This paper describes how multiple asynchronous signals can be bundled together and efficiently transmitted through a synchronous communications network.  Synchronous processing greatly reduces network complexity and facilitates the use of high speed optical components.  An architecture is presented for a full scale, long haul backbone network based on synchronous processing.  A relatively simple method for optical processing of high speed communications signals is described.





1.  INTRODUCTION


	Broadband Integrated Services Digital Networks (BISDN) can support transmission of digital signals using both Synchronous Transfer Mode (STM) and Asynchronous Transfer Mode (ATM)[1].  With STM, network resources are assigned to particular users.  STM is appropriate where the data rate is relatively constant, and thus, the utilization of assigned resources is high.  However, for a bursty source, were the peak data rate is much higher than the average data rate, the assigned resources will be underutilized, and STM transmission is inefficient.  ATM  which allocates network resources based on demand, is a more efficient mode for transmission of bursty data.


	ATM cells are switched independently of each other based on the control information provided in cell header.  This means that control signals are processed along with the data, and that switching decisions are made on the fly.  On the other hand, the switching pattern for STM signals is predetermined and held constant for a relatively long interval of time (e.g., many milliseconds).  Consequently, STM control signals can be separated from the data and processed much more slowly than ATM control signals.  Also, with STM, an amount of data considerably larger than an ATM cell can be switched a s a single block, which implies that STM requires fewer switching actions.  Thus, STM processing can be less complex than ATM processing and timing requirements can be less stringent


	Typically, a communications network exhibits a hierarchical structure.   The  lowest 














echelon  of the  hierarchy  corresponds to the


interfaces with individual users, where the data can be very bursty.  At the upper echelons, each transmission line contains the aggregate data from many sources.  This has the effect of increasing the data rate on the line, but also, of smoothing out the data stream.





2.  BUNDLING OF CHANNELS


	The situation described in the previous section suggests that communications network design involves a tradeoff between    transmission efficiency and processing complexity.  This paper describes an approach for combining the efficiency of asynchronous transmission and the simplicity of synchronous processing within a full scale communications network.  ATM is employed in the lower echelons, where the data stream is bursty.  At the higher echelons, where the data rate is very high, many ATM connections are bundled together and transmitted using STM.


	The inputs to the lowest echelon of the network may represent individual ATM connections. For an individual ATM connection, the data stream may be very bursty.  The peaking factor (P), which is defined as the ratio of the peak data rate to the average data rate (RA), is typically much greater than 1 for individual ATM connections.  Assuming a Poisson distribution of ATM cells, the standard deviation (sR) of the data rate is given by [2]:





                       sR = �EMBED Unknown��� RA                                (1)





	Data that follows the same path through the network or a network segment is assigned a certain group of channels, which is referred to as a bundle.  This group of channels is treated as an entity by the network, and channels within the bundle are processed together.  As shown in Figure 1, many ATM connections at the data link layer can be transmitted over a single physical layer STM connection.  A bundle may contain multiple STM connections.


	If N independent ATM connections with similar data rates are bundled together, the combined average data  rate is  increased by a 
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Figure 1.  Bundling of ATM Connections�



factor of N, and the standard deviation of the data rate within the bundle is increased by a factor of �EMBED Unknown���. The ratio of the standard deviation to the average data rate within the bundle is reduced by a factor �EMBED Unknown���.   Equation 1 implies that under certain conditions the equivalent peaking factor for the bundle is reduced by a factor of N.  Thus, bundling of connections has made data stream less bursty.


	With the bundling of ATM connections and the corresponding reduction in the burstiness of the data stream, STM becomes an efficient mode for transmitting data through the higher echelons of the network.  The use of STM allows the switching pattern to be predetermined and the processing of data to be coordinated throughout the higher echelons.  Network resources can be assigned based on the number of active ATM connections in the bundle and the current data rates for these connections.  Assignments would be for time periods on the order of tens of milliseconds.  Bundles that follow a common path through a segment of the network can be combined into a larger bundle upon entering the common segment and split apart upon leaving the segment. 








3.	NETWORK ARCHITECTURE


	This section describes an architecture for a full scale BISDN communications network.  This architecture illustrates how very high data rates can be supported using coordinated synchronous processing and bundling of channels.  Due to simplifying assumptions, the network described here should be considered to be a starting point rather than a practical design.


	








	Figure 2 shows a long haul hierarchical network    consisting   of   four   echelons   of


switches that connects 256 local distribution networks.  The hierarchical topology provides 


an efficient method for achieving full connectivity while minimizing the number and length of connections.  Also, this topology is particularly well suited for the bundling concept.  For purposes of simplicity it is assumed that each switch in Figure 2 is connected only to a single switch at the next higher echelon and to the four switches under it at the next lower echelon.  There are no cross connections to switches at the same echelon.  Also, all the data entering the long haul network flows up to the top echelon switch, which implies that some of the data will retrace part of its path through the network.  These are pessimistic assumptions that tend to accentuate the data rates in the upper echelons of the network.
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Figure 2.  Full Scale Long Haul Backbone


	The network shown in Figure 2 has been scaled to handle a data rate of 1015  bps, which could correspond to 108 users operating at an average data rate of 10 Mbps.  Due to the network constraints discussed above, the total throughput at each echelon is the same.  To accommodate a throughput of approximately 1015 bps, there are 2048 single mode fiber pairs connecting an echelon with its adjacent echelons. Each fiber carries a data rate of up to 640 Gbps, which is divided into 128 wavelength divisions multiplexed (WDM) channels of 5 Gbps each.  These rates are reasonable considering the capabilities of fiber optic technology [3,4].  Thus, there are a total of 2048x128 (260K) space-wavelength channels entering and exiting each echelon.


	The 256 local distribution networks are connected to each other through the four echelons of the long haul network.  There are a total of 256 separate inputs to the 64 fourth echelon switches, and there are a total of 256x256 (65K) paths through the four echelons.  Each path corresponds to an STM connection, which typically contains several hundred ATM connections between a pair of local networks.  A bundle of space-wavelength channels, with an average of 4 end-to-end channels per bundle, is assigned to each path. 


	An integral number of contiguous space-wavelength channels is assigned to a bundle.  This implies that a bundle that needs the capacity of 4.7 channels will be assigned 5 channels, which results in .3 times the channel capacity going unused.  On the average over the 65K bundles, this inefficiency results in a lost capacity of .5 channels per bundle or 32K channels in total, which is 12.5% of the total capacity .  In return for this relatively modest inefficiency, we obtain the benefit of being able to process space-wavelength channels without have to switch time slots.  Throughout the four echelons of the long haul network, space-wavelength channels are switched from one bundle to another at a relatively slow rate.  For example, channels would be assigned for a period of time on the order of tens of milliseconds and switched in a fraction of a millisecond.


	There are a total of 64 inputs to the 16 third echelon switches.  Thus, there are a total of 64x64 (4096) paths through the top three echelons.  Bundles that follow a common path through the top three echelons can be combined into a larger bundle.  In going from the fourth echelon to the third echelon, the 65K initial bundles are combined into 4096 larger bundles.   The process of combining multiple (16) bundles into a single bundle involves rearranging sets of space-wavelength channels into a single contiguous set of channels.


	In going from the third echelon to the second echelon the number of bundles is again reduced by a factor of 16.  There are 16x16 (256) paths through the top two echelons and a corresponding number of bundles.  There are 2048 fibers entering and 2048 fibers leaving the second echelon switches, which equates to 2048 space channels.  At the input to the second echelon, the number of space channels is eight times the number of bundles.  Consequently, it makes sense to assign an integral number of space channels to each bundle.  This results in additional unused channel capacity; however, the loss is only 6% of the overall capacity.  In return for this small sacrifice, we obtain the benefit of being able to process whole fibers without having to perform wavelength multiplexing and demultiplexing in the switches of the top two echelons.





4.  OPTICAL PROCESSING


	As discussed in the previous section, the top two echelons of Figure 2 perform space switching, and the bottom two echelons perform a combination of space and wavelength switching.  Control signals, which are used to coordinate the switching of channels throughout the network, are separated from the high speed data and processed electronically, independent of the data.  The switching pattern is predetermined and fixed for a period on the order of tens of milliseconds.  This greatly facilitates optical processing of the high speed data.


	Each of the fourth echelon switches (S�EMBED Unknown���) receives data from four local distribution networks.  For data flowing in the upstream direction (toward the top of the hierarchy), the switches rearrange bundles to form larger bundles of contiguous space-wavelength channels.  For data flowing in the downstream direction (toward the bottom of the hierarchy), the switches split bundles into smaller bundles and route them to the appropriate local distribution network.  The third echelon switches (S�EMBED Unknown���) perform similar functions, except the number of bundles is reduced.  For the second echelon switches (S�EMBED Unknown���), the number of bundles is farther reduced and space channels are processed without separating out the wavelength components.  Even though the throughput for individual switches increases as we ascend the hierarchy, the processing actually gets easier.  Processing performed by the top echelon switch, which is the most straightforward, will be described in detail.


	The top-echelon switch (S�EMBED Unknown���) must be able to process the full network throughput of approximately 1015 bps.  However, it turns out that this switch is conceptually very simple.  Basically, S�EMBED Unknown��� connects 2048 input


fibers to 2048 output fibers. There are four groups of input and output fibers, with each group connected to one of the four second echelon switches.  The fibers  are not switched individually, but instead are processed in bundles, which is illustrated by Figure 3.  Inputs I1 through I512 come from  S�EMBED Unknown���, I513 through I1024 from  S�EMBED Unknown���, and so on. The inputs from S�EMBED Unknown��� contain four bundles each, which are designated A1, A2, A3, and


A4.  Similarly, the inputs from S�EMBED Unknown���, S�EMBED Unknown���, and S�EMBED Unknown��� each contain four bundles.


	The input fibers and the signals they carry are spatially distributed, with fibers corresponding to a particular bundle being spatially contiguous.  Figure 3 illustrates how the input bundles are spatially shifted so that the bundles A2, B2, C2, and D2 line up next to each other but do not overlap.  These four


bundles are gated and combined to form the contiguous   outputs   destined   for  S�EMBED Unknown���.   �The same inputs are also shifted and gated differently to form the outputs destined for S�EMBED Unknown���, S�EMBED Unknown���, and S�EMBED Unknown���.


	The processing performed by  S�EMBED Unknown��� involves spatial shifting and gating of light.  These are the type of functions that can be readily performed by conventional optics, as illustrated by Figure 4.  Each input signal is amplified and split into four identical signals that drive four different aperture/reflectors.  Each aperture selects a subset of the 512 input signals from a particular second echelon switch.  The signals passed by the aperture are spatially shifted by the reflector and combined with reflected signals from the three other second echelon switches.  There are a total of 16 aperture/reflectors, one each for the 16 top echelon bundles.  If the switching pattern varied very slowly, the top echelon switch could be implemented using mechanical apertures and mirrors.  However, it is desirable to change the switching pattern more quickly   than   mechanical  components








	�
�


Figure 3.  Shifting of Bundles Through Top Echelon Switch
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Figure 4.  Top Echelon Optical Switch�



will allow.  To reduce the switching time, apertures and reflectors can be implemented using electro-optic beam deflectors [5], which are based on the phenomena of bi-refringence, i.e., different indices of refraction along different axes of an anisotropic crystal.


	At the lower echelons, the processing is similar, however, each switch must process more bundles.  At the third and fourth echelons, a combination of space and wavelength processing must be performed.  This can be accomplished using dispersive elements, which produce a spatial spreading of the wavelength components.  Following dispersion, the signals can be spatially processed using apertures and reflectors, as described above.  The wavelength components of each output space channel are then recombined.
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