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Abstract

Fast circuit switching and connection-oriented packet switching are two sides of the same coin. Fast circuit switching can closely emulate the characteristics of connection-oriented packet switching, and vice versa. Most communication functions can be efficiently supported by either technique. From a theoretical point of view, network convergence can be based on either fast circuit switching or connection-oriented packet switching. From an implementation perspective, the best approach for convergence involves a tradeoff between efficiency and performance on the one hand and compatibility with legacy networks on the other hand.

The Development of Packet Switching


For over 100 years, circuit switching was the primary mode of operation for communication networks. With circuit switching, connections are established through the network and network resources are dedicated to a particular traffic flow for the duration of the connection. With packet switching on the other hand, network resources are dynamically allocated to various traffic flows based on demand. Consequently, the network capacity is utilized more efficiently with packet switching than with circuit switching, especially if the traffic is bursty. Packet switching has been viewed as fundamentally different from circuit switching, and the shift by the telecommunications industry from circuit-based transport to packet-based transport has been seen as a paradigm shift.

TCP/IP and the OSI Reference Model

Packet switching came upon the scene when the ARPANET was launched in 1968.[1] The original packet switching protocols were superseded by the Transmission Control Protocol (TCP) [2] and the Internet Protocol (IP) [3]. IP is a connectionless protocol, which enables packets within a data stream to be treated independently. TCP is an end-to-end connection-oriented protocol, which was designed to compensate for the limitations of IP. 


The Open System Interconnection (OSI) Reference Model [4], which has been widely accepted as the ideal model for data communications, focuses mostly on packet switching. The short shrift of circuit switching by the OSI model signaled a break with the prevalent mode of communications at the time the model was introduced (early 1980s). The handwriting was on the wall that for many in the industry packet switching was the preferred mode of data transport.


Packet switching based on the OSI model was supposed to supersede packet switching based on TCP/IP, but instead, TCP/IP won out. The connectionless property of IP facilitated the interconnection of packet switching networks and was largely responsible for the success of the Internet. Packet switching based on TCP/IP has proved to be very effective for Internet applications involving file transfers, such as e-mail and surfing the Worldwide Web. However, the TCP/IP approach is not well suited for applications involving continuous data flows, such as voice and video, and the connectionless property of IP makes the TCP/IP approach problematic for applications requiring a guaranteed quality of service.

Connection-Oriented Packet Switching

With connection-oriented packet switching, virtual connections are established for particular traffic flows prior to transferring data. Establishing a virtual connection usually entails setting up the route along which the traffic will flow and establishing parameters, such as virtual connection identifiers, along this route. With TCP, end-to-end virtual connections are established. However, TCP operates on top of the lower layer protocols (the lower three layers of the OSI model) seen by the network, and the network is unaware of and operates independently of the TCP virtual connections. This approach simplifies network operation and makes it easier to interconnect packet switching networks. However, it precludes some of advantages offered by connection-oriented packet switching, such as the potential for providing a higher quality of service than connectionless operation.

Asynchronous Transfer Mode (ATM) [5] is a connection-oriented packet switching protocol. With ATM, virtual connections are established and data blocks are broken up into small (53 byte) packets, called ATM cells. The virtual connections and small cell size enable delays through the network to be minimized, which is particularly important for voice applications. Although ATM-based networks can provide better quality of service than IP-based networks, it is difficult to achieve interoperability between ATM networks of different carriers and between ATM networks and other types of packet switching networks. With the global deployment of the Internet, which consists of a large number of packet switching networks interconnected via IP routers, ATM was relegated to a limited role.


Label switching (or tag switching) [6] is a technique that can be used to incorporate connection-oriented features into IP networks. With label switching, virtual connections are established through the network and labels (connection identifiers) are assigned. Packets are switched (forwarded) through the network based on the labels rather than on the complete destination address. Labels are similar to the connection identifiers in ATM and Frame Relay headers, and thus, ATM and Frame Relay can be viewed as forms of label switching.


Label switching based on Multi-Protocol Label Switching (MPLS) standards [7] has been widely accepted throughout the industry. Normally with MPLS, a label is attached to an IP packet. However, as the name implies, MPLS labels can used in conjunction with other protocols, and MPLS labels can instead be attached to layer 2 frames or ATM cells. MPLS provides a connection-oriented mechanism for IP networks, which can enhance the capabilities of IP networks.

Convergence


In the past, networks were designed to support a particular type of communication application. The telephone networks were designed to support voice, the cable network to support broadcast video, and the Internet to support computer communications, particularly file transfers. Although these networks can support other applications, they are optimized to support their primary applications. Thus, the telephone networks are primarily circuit switching networks, and the Internet is a collection of packet switching networks.

An integrated network that can handle a wide range of communication applications is clearly desirable. A network that can accommodate multiple applications would be more efficient and cost-effective than separate networks designed around particular applications. With an integrated network, the full range of services can be offered over the entire coverage area, rather than being limited to the areas where the separate networks overlap. Also, achieving interoperability among the networks of different carriers is facilitated if all applications are handled the same.

A truly integrated communication network should be able to support all the important applications, including voice, video, and computer communications, which collectively are often referred to as the “triple play.” Video includes broadcast video, video-on-demand, and the audio normally associated with video signals. Computer communications, which primarily involves file transfers, is often referred to as “data communications.” However, this is misleading since, as discussed below, all communications can be treated as data communications.

Within an integrated network, functions associated with transport and applications may be integrated. Integration of transport functions (or integration of bearer services) involves handling different types of communication data (voice, video, and computer data) in the same way. This is referred to as “transport convergence,” and is one of the key concepts addressed by this paper. Integrated applications (or integrated value-added services) and other functions and services not associated with transport are not addressed in this paper.

Roots of Convergence

For a long time it has been recognized that integrated communication networks are possible.

The Nyquist Sampling Theorem [8], which was formulated in 1928, provides the theoretical basis for an integrated communication network. Nyquist’s theorem states that band-limited signals can be accurately represented by discrete samples as long as the sampling rate is greater than twice the signal bandwidth. If samples are digitized, any practical communication signal can be accurately represented by a finite number of bits per second. In this case, transport refers to functions associated with moving bits through the network.

Sampling at the Nyquist rate (or higher) can result in very high data rates so that in many cases direct transmission of digitized samples is impractical. Shannon’s Source Coding Theorem [9] implies that data rates can be reduced below the rates associated with Nyquist sampling and direct digital encoding. This theorem provides the basis for data compression. The Source Coding Theorem and related information theory concepts imply that all types of communication are fundamentally the same and provide the theoretical basis for integrated communication networks. When Shannon’s seminal paper [10] was published in 1948, transmission and switching technologies could not support an integrated network. However over the following decades, transmission and switching technologies would improve dramatically so that current technologies are more than adequate to support transport convergence for a wide range of communication applications and services.  The industry has been slow to exploit these technological advances and develop truly integrated networks.

Attempts at Convergence 

In the 1980s, the first systematic efforts were made to develop truly integrated networks and bring about transport convergence. Integrated Services Digital Networks (ISDN) [11] refers to techniques and associated standards that were developed to support these efforts. Narrowband ISDN (N-ISDN) supported integrated voice and data over circuit switched channels. The Broadband ISDN (B-ISDN) efforts attempted to extend integration to include video and other services, which would require considerably higher data rates. Broadband ISDN moved away from circuit switching and adopted a transport approach based on ATM. [12] For a while it appeared B-ISDN and ATM might be the keys to convergence (more about this later), but they failed to live up to their advance billing.

In the 1990s, when there was a strong push for ATM, the Internet really took off. Regardless of its advantages and disadvantages, ATM was crowded out by TCP/IP. Although ATM has had considerable success, its deployment has been limited, and it is no longer considered to be the key to convergence. Instead, IP has replaced ATM as the basis for transport convergence.

Almost all computer data is transported via IP packets. The industry is moving away from traditional circuit switched voice and toward voice over IP. With the move towards digital video and video compression, video over IP is gaining acceptance. Some believe that in the future all data will be IP data. Since IP by itself is not well suited for applications involving continuous data streams and/or high quality of service, convergence based on IP alone is problematic. However, MPLS can compensate for the limitations of IP, and IP combined with MPLS can provide a sound basis for convergence.

It is generally accepted that convergence should be based on packet switching rather than circuit switching. The industry endorsed ATM for B-ISDN, and now a consensus appears to be forming around IP/MPLS. This paper takes a different, but not a contradictory, view. 

Convergence based on packet switching is addressed in detail in the next section. It is then demonstrated that fast circuit switching is equivalent to connection-oriented packet switching and can provide an efficient basis for transport convergence. A proposed converged network is presented, and evolving from the current networks to the proposed network is addressed.

Convergence Based on Connection-Oriented Packet Switching


As stated in the previous section, it is generally accepted that transport convergence should be based on packet switching, and specifically, IP/MPLS, which is form of connection-oriented packet switching. This section addresses how connection-oriented packet switching can be made equivalent to circuit switching for continuous data flows and how it can achieve a comparable quality of service.

With IP, routing (forwarding) of packets is based on the destination address in the IP header. Since IP is a connectionless protocol, packets in a data stream can be routed independently of each other. Connection-oriented features are provided by TCP, which runs on top of IP, and which is implemented in the end-user equipment. This approach is suitable for file transfers, but not very suitable for continuous data streams, such as voice and video data streams.

With the IP/MPLS approach, virtual connections called label switched paths (LSPs) are established, and labels are attached to IP packets to identify particular LSPs.[13] Forwarding of a packet is based on the 20 bit label in the MPLS header rather than on the 32 bit IP address (for IP version 4) in the IP header, which makes forwarding easier to implement. With MPLS, network capacity can be reserved along the LSP so that the quality of service for a traffic flow can be guaranteed. Reserving network capacity usually means ensuring that a particular LSP will be guaranteed a certain number of time slots over some interval of time.

The Label Distribution Protocol (LDP) [14] and /or the Resource Reservation Protocol (RSVP) [15, 16] are employed to establish LSPs and reserve network capacity along these LSPs. The Internet Engineering Task Force (IETF) in developing a new extensible IP signaling protocol suite (NSIS) [17], which will provide additional capabilities and more flexibility in establishing and controlling virtual connections. This paper is not concerned about the details of these protocols, but rather about how signaling protocols can be used and extended to achieve the desired result. More specifically, the issue is how can signaling be used in conjunction with MPLS to enable a quality of service comparable to quality of service provided by circuit switching.

Quality of service (QoS) is generally not an issue for file transfers, which are the mainstay of computer communications. TCP/IP supports reliable file transfer. The delays through the network may be significant, but applications involving file transfers, such as web browsing and e-mail can tolerate significant delays. On the other hand, QoS is a significant issue for continuous data streams, particularly for voice. QoS primarily involves delay, jitter (delay variations), and data loss. For transmission of data streams over landlines, which generally support very low bit error rates, the primary (QoS) parameters are delay and jitter.

With IP/MPLS protocols and the signaling protocols for reservation of network capacity, continuous data streams, and other delay-sensitive applications, can be accommodated. Sufficient capacity needs to be reserved along an LSP so that the transport delays and jitter are tolerable. Ideally, the delays through the packet switching networks will not be significantly greater than the delays associated with transport via circuit switching. This is feasible with IP/MPLS networks with resource reservation.

Circuit Emulation


With circuit switching, network capacity is dedicated to a particular traffic flow. A particular circuit switched connection can support a continuous data stream with a rate up to (and including) the assigned capacity of the connection. As long as the instantaneous rate of the data stream does not exceed the capacity (C) of the connection, the data stream can be transported through the network without distortion. If the instantaneous data rate exceeds C, then the data must be buffered at the input of the network, which causes the waveform of the data stream at the output of the network to be different than waveform at the input. If the input data stream consists of regularly spaced data blocks (packets) each containing the D bits of data, then the blocks will be stretched out as they are transported through the network, as shown in Figure 1. However, if the data rate does not exceed C, the interval between blocks will remain the same. At the output of the network, the waveform will look similar to the waveform of the stretched out blocks at the input, except for a fixed delay. The delay, CS, in transporting each block through the network is given by: 




CS = D/C + F                                                (1)

where F is a fixed delay (independent of D), which includes propagation delays (proportional to the path length) along the circuit path and fixed delays through the switching elements.

Circuit switching operation can be emulated by a packet switching network. Circuit emulation could be implemented in a label switching network as follows. The signaling protocols would be used to reserve capacity along the entire LSP. Specific channels (time slots) would be reserved for a particular traffic flow for an extended period of time. With this approach, packet switching (more precisely label switching) becomes equivalent to circuit switching in that it can match the performance of circuit switching. Implementing circuit emulation via this approach would require an extension of the existing (and proposed) signaling protocols. 


[image: image1.emf]Blocks Ready for Transmission

Block Transmission Times

Block Reception Times


Figure 1 – Circuit Switching Waveforms

With circuit emulation, some of the efficiency and flexibility of packet switching would be sacrificed. If the data rate of the source fall below C, some network capacity will go unused. If the rate of the source exceeds C then some data may be lost. To prevent the loss data, the source would need to be rate limited. Additional capacity would need to be reserved to accommodate the packet overhead, which makes circuit emulation somewhat less efficient than circuit switching.

Thus, circuit emulation is not the complete solution, but rather, the solution for applications that required a firmly guaranteed QoS.  It is envisioned that circuit emulation would be used for relatively small subset of the overall traffic.

 Performance of Packet Switching Networks

It would be desirable to be able to assure adequate performance with packet switching without resorting to circuit emulation. As described below, packet switching can come close to matching the performance of circuit switching under certain conditions.

Figure 2 shows a simplified packet switching network, with two packet switching nodes and two end user nodes. Although a traffic flow often traverses multiple packet switching elements, the packet switching concepts can be more easily illustrated by the network of Figure 2, rather than by a network with multiple packet switches. Typically, there are dedicated (or circuit switched) access lines between the end users and the packing switching network. Each packet switch would support

connections to many end users. The packet switches in Figure 2 are connected to each other by a dedicated connection through the circuiting switching network. There would also be connections to other packet switches, which are not shown in Figure 2. A virtual connection would be established between the end user nodes, capacity would be reserved for this connection.  The dedicated connection between the packet switches could support many virtual connections, as well as connectionless traffic.
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Figure 2 – Simplified Packet Switching Network

For the connection between an end user and a packet switch, the situation is similar to the circuit switching situation described above. For a packet size of D bits and a link capacity of C bits per second, the delay in transmitting the packet will D/C. In propagating from the end user to the packet switch, the packet will incur a delay that depends on the length of the access path. Unlike the case with circuit switching, the packet switch will not begin forwarding the packet until the entire packet is received.  On the line connecting the two packet switches, capacity is reserved for many virtual circuits. Thus, there can be packets from multiple virtual connections waiting in the output queue to be transmitted on this line, and there will be a queuing delay. This delay, Q, depends on packet size, and percent utilization of the capacity, CT, of the line connecting the two packet switches. This assumes that there is sufficient processing capacity within the switch so that the switch itself does not introduce significant delays. Figure 3 shows the waveform at the output of the packet switch for a particular virtual circuit. Even if packets enter the switch at a fixed rate, the packets will encounter queuing delays, which will cause jitter at the output. At output of the packet switch, the time it takes to transmit the packet will be D/CT.
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Figure 3 – Packet Switching Waveforms
In traversing the network, a packet will incur additional delays. There will be propagation delays on the line connecting the packet switches and on the line connecting the second packet switch to the end user and another transmission delay (equal to D/C) at the output of the second packet switch. The fixed delays, which include the propagation delay along the entire path of the virtual connection, and other fixed delays (independent of packet size and utilization) can be lumped together in a term F. The total delay, PS, in delivering a packet through the network is given by:

PS =  D/C  +  D/CT  +  F  +  Q                                 (2)

From equations 1 and 2, it can be seen that the delay through the packet switching network is greater than the delay through a circuit switching network with the same path length. Assuming the access line capacities of the packet switching network are the same as dedicated capacity in the circuit switching network, the first term in equation 2 (2D/C) is twice as large as the corresponding term in equation 1. The fixed delay term in equation 2 (F) is generally greater than the corresponding term in equation 1. Also, equation 2 includes two additional terms, D/CT and Q.

Under certain conditions the delay through a packet switching network will not be significantly greater than the delay through a comparable circuit switching network. The first term (2D/C) on the right side of equation 2 can be minimized by making the capacity of the access lines sufficiently large. Packet switches are usually interconnected by high capacity trunks, which makes the second term (D/CT) in equation 2 small. The next term (F) in equation 2 can be significant if the distance is large. However, in this case, the term will not be significantly different than the corresponding term in equation 1. If the utilization is close to 100%, then the last term (Q) in equation 2 can be very large. However, if the reserved capacity is a small percentage of capacity of the trunk interconnecting the packet switches then the queuing delay can be small. To ensure that particular traffic flows incur small delays, the packet switch must give priority to these flows over connectionless traffic flows and traffic flows that exceed their reserved capacity. If the traffic flow traverses n packet switches instead than two, then the D/CT and Q terms would be multiplied by (n-1). However, the delay can still be comparable to the circuit switching delay if the capacity on the trunks interconnecting the packet switches is large enough and if the percent utilization of this capacity is low enough.


As illustrated by Figure 3, queuing in the packet switch produces jitter in the traffic stream. The queuing delay and the amount of jitter introduced depends strongly on the on the percent utilization of the trunk connecting the packet switches. The amount of jitter would increase if the traffic flow traverses more than two packet switches. For particular traffic flows, the jitter can be controlled by keeping the total reserved capacity small compared to the trunk capacity. However, even if the reserved capacity is low, there will be some residual jitter, and at the waveform at the output of the packet switching network will be different than the waveform at the input. However, this situation can be rectified if the delay is low enough. In this case, the data stream can be buffered and most of the jitter removed so that the data stream presented to the user looks the same as the input data stream. Since buffering introduces an additional delay, it should not be employed if it causes to overall delay to exceed the specified limit.

Equivalence of Packet Switching with Circuit Switching


As discussed earlier, packet switching based on label switching with circuit emulation is equivalent to circuit switching from a performance perspective. However, as described above, it is possible for a packet switching network to come close to matching circuit switching performance without the restrictions of circuit emulation. 
Packet switching can be said to be equivalent to circuit switching for the transport of continuous data associated with a specific application if delays do not significantly impact the application and if the jitter is minimized at the output of the network. In this case the packet switched data stream will be practically indistinguishable from the corresponding circuit switched data stream. To achieve this equivalence, the following conditions must be met:

· The reserved capacity must be small compared to the network capacity;

· Priority must be given to traffic flows with reserved capacity over connectionless traffic 

      and flows that exceed their reservation limits;

· Traffic flows seeking equivalence must stay within their reservation limits;

· The data stream must be buffered at the output of the network to remove most of the jitter.

· The packet switches must have sufficient processing capacity so that the overall delay is limited 

      by network capacity rather than by the capacity of the switches.

· Circuit emulation should be employed for traffic flows requiring a firm QoS guarantee.

Summary of Convergence Based on Packet Switching

For circuit switching, the utilization can be 100%. However, for packet switching, if the utilization is close to 100% in a packet switching network, the delays can be very long. Thus, a packet switching network cannot handle as much continuous traffic as a circuit switching network. Current circuit switching networks cannot handle data rates higher than the capacity dedicated to the connection, consequently, data sources must be rate limited. On the other hand, packet switching networks can efficiently handle bursty traffic and can accommodate rates that exceed the reserved capacity if the network is not heavily loaded. Rates beyond the reserved capacity could be handled on a “best effort” basis, which means that the quality of service would not be guaranteed. 

Circuit emulation could be used for applications requiring a firm QoS guarantee. Connection-oriented packet switching could be used for applications that require a certain QoS level, but where there is some flexibility in the performance requirements. Connectionless packet switching (conventional IP routing) could be used for applications that do not require QoS, or where the QoS requirements are very loose.

In summary, the efficiency in handling bursty traffic, the flexibility in handling variable rates, and the ability to support high QoS are strong arguments that packet switching should form the basis for transport convergence. It appears that a consensus around convergence based on packet switching. However, the next section challenges this conventional wisdom.

Convergence Based on Fast Circuit Switching

Although packet switching has been widely assumed that packet switching would be the foundation for convergence, convergence based on fast circuit switching is also feasible. For a long time, continuous traffic streams, including voice and certain types of data, have been accommodated by circuit switched or permanent connections. The peak data rate must be limited for traffic flowing through circuit switched connections. This results in an inefficient use of network capacity for burst sources, where the average data rate is much less than the peak data rate. Restrictions on the data rate can be loosened if the amount of capacity assigned to a connection can be changed rapidly. Fast circuit switching can accommodate bursty applications involving file transfers, such as e-mail and web surfing. For e-mail applications, a circuit switched connection could be established with an e-mail server for a brief period of time (a few seconds or less) so that e-mail messages could be downloaded and uploaded. Similarly, a brief circuit switched connection could be established with a Worldwide Web server to download files.
Fast Circuit Switching Viewed as an Extension of ISDN

Originally, ISDN efforts were an attempt to bring about convergence via circuit switching. Narrowband ISDN (N-ISDN) supports voice and data communications.  It employs common channel signaling to set to set up connections and control the bandwidth (capacity) of these connections. N-ISDN provides a separate signaling channel (the D-channel) for the user-network interface (UNI) and employs Signaling System Number 7 (SS7) for signaling among ISDN switches.[18] Unlike associated channel signaling, where the signaling is link to and controls a particular connection, common channel signaling decouples data transport and signaling and can provide a shared mechanism for controlling multiple connections and traffic flows. 

A previous paper [19] discussed how ISDN could have been enhanced to efficiently handle file transfers and video. Faster switching and more capacity (more DS0 channels) per connection, among other things, were needed to make ISDN and circuit switching the basis for convergence. The telecommunications industry promoted broadband ISDN (B-ISDN) as the way to achieve convergence. It would have made sense to extended extend N-ISDN and make fast circuit switching with common channel signaling the basis for B-ISDN. Instead, transport was based on packet switching, specifically ATM. Thus, the industry moved away from circuit switching, the transport approach that had been so effective for over 100 years.

Generalized MPLS (GMPLS) [20] is an extension of MPLS, which includes a feature that enables label switching to be used in a circuit switching mode. With GMPLS implicit labeling, the label switched path is identified by the physical channel (such as a time slot) containing the data, rather than by an explicit label in the MPLS header. This is similar to a DS0 channel being identified by the position of the data within a DS1 frame, or to a SONET channel being associated with a series of time slots within a SONET frame. As described in another previous paper [21], GMPLS with implicit labels can enable convergence based on fast circuit switching, which was referred to in the paper as “dynamic channel switching.” Signaling protocols used in conjunction with GMPLS to establish and control label switched paths are fundamentally similar to common channel signaling with SS7. 

Migrating from Packet Switching to Fast Circuit Switching

Although the move from circuit switching to packet switching is often viewed as a paradigm shift, packet switching and circuit switching are not fundamentally different. The previous section described how the packet switching could emulate circuit switching. The reverse is also true, as illustrated by Figure 4.
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Figure 4 - Rationale for Fast Circuit Switching

Figure 4A illustrates packet switching operation. Normally, the information required to switch (or forward) a packet is contained in the packet header, which is attached to the data block, as shown in Figure 4A. This means that switching/forwarding decisions must be made on-the-fly, which imposes strict latency requirements on the switch. Suppose the headers are sent in advance of the data, as illustrated by Figure 4B. This would allow the switch to determine the switching pattern in advance of receiving the data, which would allow the latency requirements to be relaxed. It would also allow the switch to initiate flow control before the actual onset of congestion. 

Next suppose that instead of sending a separate header for each data block (or packet), multiple headers are combined into a single header, as illustrated by Figure 4C. This would be particularly advantageous for the case where multiple successive packets are part of the same data flow and are to be sent to the same destination. If multiple headers are combined, the controller could determine the switching patterns for multiple packets at the same time. This would significantly reduce the computational burden, and the throughput requirement on the controller could be significantly relaxed.

Next, suppose that multiple data blocks are combined into a single data block, as illustrated by Figure 4D. At this point, it would no longer be necessary to break source data into packets. Consequently, it would be possible to directly transmit data as it flowed from the data source. If the bit error rate is low enough and sufficient network capacity is provided, then the data stream delivered by the network to the receiver would be the same as the source data stream, except for a small fixed delay. 


Finally, suppose that a header can be used to control the switching of multiple data blocks that are separated in time as shown by Figure 4E. This would allow a sequence of data blocks to be controlled as a group. At this point, packet switching has become very similar to circuit switching with common channel signaling, and fast circuit switching can be viewed as an extension of packet switching. 

The above discussion implies that label switching with common channel signaling is a form of fast circuit switching that can match the performance of connection-oriented packet switching. With the approach described above, which is described in detail in the next section, network capacity can be reserved for a brief periods to efficiently accommodate bursty data, such as file transfers. Also, this approach can be used to accommodate continuous traffic streams with variable data rates, such as compressed video streams. Compared to packet switching, fast circuit switching can provide higher utilization efficiency. Overhead for headers is not required, and by reserving specific channels (time slots) for particular traffic flows, the utilization can approach 100% in some cases. On the other hand, connection-oriented packet is, in a sense, more flexible and more compatible with legacy networks.

In summary, connection-oriented packet switching and fast circuit switching are basically equivalent. It’s not a question of one or the other. Instead, it makes sense exploit the capabilities of both approaches. The next section describes how the fast circuit switching and connection-oriented packet switching approaches can be implemented by common network elements and how the advantages of both approaches can be realized.  

Proposed Converged Network

This section proposes an implementation for a network that provides a common approach for transporting all types of data, including voice, video, and computer data. This converged network can operate in both circuit switching modes and packet switching modes. To accommodate different traffic flows, the network can support simultaneous operations in multiple modes.

If packet switches are replaced by label switches, then Figure 2 can be used as the starting point for the proposed converged network. In a simplified label switching network similar to the network of Figure 2, end-to-end virtual connections, called label switched paths (LSPs), are established through the network. A typical traffic flow would involve two LSPs, one in each direction. The signaling protocols previously discussed would be used to establish LSPs and to reserve network capacity for these LSPs. In the simplified network, each end user would be connected to a label switch by a dedicated (circuit switched) connection. Each label switch would be connected to multiple other label switches. A connection between a pair of label switches would support many virtual connections.
A Common Network Element for Circuit Switching and Packet Switching

The heart of the proposed network is the label switch, which is illustrated by Figure 5. The label switch is a common network element that supports both circuit switching and packet switching. Data on the N input lines are switched onto the N output lines.
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Figure 5 – Label Switching Network Element

The label switch contains an input buffer, an output buffer, a space switch, and a controller. The input buffer receives data on each of the N input lines and stores this data, in some case for only a very short period of time. Data on these lines are contained in time slots associated with particular LSPs. The output buffer stores data for each of the output lines and transmit data over each of the output lines at the appropriate time. The space switch connects the input buffer to the output buffer. It switches data received from each of the input lines to storage elements in the output buffer connected to each of the output lines. In the most straightforward implementation, the space switch is an N by N crossbar matrix, so that each of its N input line can be connected to each of its N output lines. Data are switched every time slot so that for every time slot, data from a particular input line could be transmitted over a different output line. The primary function of the controller is to generate the switching matrix relating the switch input to the switch output for every time slot. As described below, the controller uses signaling information and labels to generate the switching matrix.

Figure 6 illustrates the operation of the label switch for the case of 8 input lines and 8 output lines. In this case, there are 23 time slots, which corresponds to situation for primary rate ISDN.[22] Each ISDN time slot contains one byte of data. The ISDN frame containing the time slots is repeated 8000 per second. The label switch maps time-space cells at the input onto time-space cells at the output. The switching matrix contains 8 times 23 elements, with each element identifying the output line that is the destination of the data contained in a particular time slot on a particular input line. The figure illustrates the mapping how time slots on the input lines can be mapped to time slots on the output lines. Interchanging of time slots can be performed in both input buffer and the output buffer. Thus the label with out Figure 5 can be viewed as a time-space-time switch, i.e., a switch that performs time switching, space switching, and time switching.

The switch of Figure 5 can operate in both circuit switching and packet switching modes. In the circuit switching mode of operation, the switching pattern is pre-determined. The controller uses information from the signaling channel to determine the mapping from time-space cells at the input to time-space cell at the output before the data to be switched arrives at the switch. Since for each input line, data is switched based on the time slots containing the data, time slots can be viewed as implicit labels. Implicit labels avoid the overhead associated with MPLS headers. With conventional circuit switching, the mapping of time-space cells may be fixed for the duration of a connection, which could last for long period of time. With ISDN, the mappings can be varied during the connection lifetime as the capacity of the connection is changed, but these changes are usually infrequent. With fast circuit switching, on the other hand, the mappings can be varied quickly so that the same time slots in successive frames may contain data associated with different traffic flows.
In the packet switching mode of operation, labels and indications of where the packet begins and ends are transferred from the input buffer to the controller. Providing beginning and end indications (packet framing) is a function of the layer 2 protocol. The controller then uses the label and framing information to determine the switching pattern on the fly. There will be delays at the input as the buffer waits for the entire packet to arrive before sending it to the output buffer. There will be an additional delay at the input if multiple packets destined for the same output line arrive at the same time. Similarly, there will be a delay at the output, which is usually larger than the delay at the input, as data in the output buffer, waits to be transmitted over the output line.

As presented above, the fast circuit switching and connection-oriented packet switching modes of operation are not fundamentally different. In both cases, the switching of data is based on labels, either implicit labels or labels attached to the packets. In both cases, network capacity is reserved, either specific time slots or a number of time slots per second. By scheduling time slots before the data arrives, the fast circuit switching mode avoids some delays associated with the packet switching mode. Also, fast circuit switching can potentially use bandwidth more efficiently since it has lower overhead and can operate with a higher utilization. However, as discussed earlier, there will not be a significant difference in performance if the utilization is low enough so that the additional delays are tolerable.  
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Figure 6 – Mapping of Channels through Label Switch
The discussion above deals with data (packets) that have labels, either implicit or explicit. What about packets that do not have labels, packets from legacy networks and users?  To accommodate unlabeled packets, the label switch would act like a conventional router. In this case, global IP addresses instead of labels would be sent from the input buffer to the controller. The controller would need to establish and maintain routing tables, which would be used to determine the switching of unlabeled packets from the input to the output of the label switch. Forwarding of unlabeled packets would be a “best effort” basis. Labeled packets would be given priority over unlabeled packets. Quality of service would not be guaranteed for traffic consisting of unlabeled packets.

Elements of the Proposed Network

Figure 7 shows the network elements supporting a typical label switched virtual connection between a client and a server within a metropolitan area. The network of Figure 5 includes: equipment at the premises of the client and of the server; multiplexers at the central offices (COs), which are referred to as serving wire centers (SWCs), directly connected to clients and to servers; and label switches at hub COs. In this case, the virtual connection traverses only two label switches. Connections over a larger area may involve additional label switches.
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Figure 7 – Network Elements Supporting Label Switching

Like in the network of Figure 5, there is dedicated physical layer connection between label switches, in this case a Synchronous Optical Network (SONET) [23, 24] connection. Like DS1 (T1) and ISDN frames, SONET frames contain time slots with one byte of data and are repeated 8000 times per second. SONET frames contain many more time slots than ISDN and DS1 frames, and SONET time slots can be grouped to form payloads containing many bytes. This SONET connection may involve SONET switching elements, which are not shown in Figure 7, and may traverse additional COs, which are also not shown. Since this connection supports many virtual connections, a dedicated connection is relatively efficient and cost-effective. Unlike the network of Figure 5, dedicated access to the label switches is not provided. Instead, traffic from multiple users is multiplexed at the SWC and sent on to the label switch over a common physical connection. Similarly, traffic from the label switch is demultiplexed at the SWC and sent to users over separate access lines. Each multiplexer in Figure 7 can be viewed as a 1 by N (instead of N by N) label switch. Figure 7 shows a twisted pair access line for the client and a fiber access line for the server. Generally, servers operate at relatively high data rates, which may require fiber, while clients may be satisfied with data rates that can be provided over twisted pairs using digital subscriber line (DSL) techniques.

With the approach shown in Figure 7, only the relatively short access lines from the customer premise to the SWCs are dedicated while interoffice lines are shared. This makes the approach of Figure 7 more cost effective than the approach of Figure 5. Full blown label switches rather multiplexers could be provided at all the COs rather than only at the hub COs. This would reduce the need to backhaul all the traffic to hubs and would allow the capacity of the connection between label switches to be reduced. However, it would require more complex and more expensive network elements at the SWCs. Alternatively, label switches could be placed at a larger number of COs, which is equivalent to creating more hubs. There is a tradeoff between the transport cost, which decreases as the number of label switches (or hubs) increases, and switching costs, which increases with the number of label switches. This and other tradeoffs are being addressed in another paper.[25]

Communication Protocols

Figure 8 shows the communication protocols that would be used in the network described above, specifically the protocols for the connection-oriented packet switching mode of operation. These protocols are employed in the data channel primarily to support the transfer of data between the client and the server. A different set of protocols would be used in the signaling channel (or the so-called control plane) to support the establishment and management of virtual connections and reservation of capacity for these connections. For fast circuit switching mode, the signaling channel protocols would be similar, but the data channel protocol could be greatly simplified.
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Figure 8 – Protocol Diagram

At stated above, the typical physical layer interface at the client premises would be some form of DSL running over twisted pair (one or more).  Figure 8 shows Ethernet [26], as the layer 2 protocol at the client premise. Ethernet is the protocol of choice for most network customers, however, other layer 2 protocols could be employed. MPLS, which runs on top of the layer 2 protocol, supports LSPs and virtual connections. IP, the User Datagram Protocol (UDP) [27], and the application protocol run on top of MPLS. UDP is appropriate for applications involving continuous data flows (streaming applications). For bursty applications, such as file transfers, TCP would be used instead.

At the server premises, the physical layer interface is SONET over fiber. The Generic Framing Procedure (GFP) [28] provides layer 2 functions associated with packet framing, i.e., determining where packets begin and end. MPLS supports the end-to-end virtual connections with multiple clients. Again, IP, UDP, and the application protocol run over MPLS. 

The label switches and multiplexers implement MPLS over GFP over SONET. The application protocol and UDP run over the heads of the label switches and multiplexers. Similarly, for label packets, IP would run over the heads of the label switches and multiplexers. LSPs (in both directions) would be established between each multiplexer and its corresponding label switch. Each of these LSPs would contain multiple end-to-end LSPs. Similarly, LSPs would be established between the label switches, and multiple end-to-end LSPs would be nested within each of these LSPs.   


For transporting labeled packets through the network, IP is superfluous. Thus for labeled packets, the IP headers (and UDP) headers could be stripped off at the sending end and re-inserted at the receiving end. This would reduce the overhead and improve transport efficiency. For unlabeled packets, the IP headers would be used in the label switches, and possibly the multiplexers, to determine where to route the packets.

Services Supported by the Proposed Network

The network of Figure 7 can support a wide range of communication services, including voice, video, and computer communications. These services can be supported using either the connection-oriented packet switching mode or the fast circuit switching mode.  The connection-oriented packet switching mode provides more flexibility in handling variable rates while the fast circuit switching mode provides a 100 % guaranteed rate.

With the connection-oriented packet switching mode, variable rate services can be accommodated by reserving a minimum capacity and providing best effort service for data that exceeds the minimum rate. With this approach, a minimum level of performance can be guaranteed, and a higher level of performance can be provided if the capacity is available. For example, consider the case of compressed video, which has a variable rate depending on the scene content.[29] With the Moving Pictures Expert Group (MPEG) compression, the data stream can be divided into a base layer, which is required to maintain a continuous image, and an enhancement layer, which can be used to provide a higher quality image.[30] Sufficient capacity must be reserved to accommodate the base layer, but the enhancement layer can be transported on a best effort basis. Occasionally, there may be some image degradation, but this degradation would be tolerable, and may not be noticeable.

With the fast circuit switching mode, variable rate services can be accommodated efficiently by requesting additional capacity for a data flow in advance of when it is needed, and releasing the capacity when it is no longer needed. Similar to the packet switching case, there is a potential problem if capacity is not available when it is needed. To get around this problem, a minimum capacity must be assigned to a data flow and additional capacity requested and released as the data rate varied. For example, sufficient capacity must be assigned to accommodate the MPEG base layer, while the capacity for the enhancement layer would be requested only when needed. Again, this approach may occasionally result in some tolerable degradation of image quality.

Currently, transport of data, with the exception of voice, is based mostly IP-based transport. With the move towards voice over IP, almost all data will consist of IP packets, which would seem to make IP-based transport even more important. However, with the advent of MPLS, transport based on label switching is beginning to replace IP-based transport.

Security Considerations


Fast circuit switching has an advantage over connection-oriented packet switching with respect to security. IP headers are not required for circuit switching operation. If the signaling channel is secure, which is clearly a requirement, then the communication end points could not be determined from the traffic in the data transport channels. This would prevent an intruder from performing a traffic analysis. Also, an intruder would not be able to direct packets to a specific end point, which would frustrate a denial-of-service attack. Of course, end-to-end encryption would be required to protect the application data. 

With connection-oriented packet switching, security could be enhanced by suppressing the IP headers. The MPLS headers have only local significance. This prevents an intruder from performing a traffic analysis and complicates a denial-of-service attack. However, an intruder could more easily exploit the explicit labels associated with connection-oriented packet switching than the implicit labels associated with fast circuit switching.

Network Evolution

The industry is moving toward transport of IP data using MPLS. IP/MPLS, which is a form connection-oriented packet switching, can accommodate current and future applications and is the recommended mechanism for transport convergence in the near term. 

Using current technologies, label switches and multiplexers that are capable of both the connection-oriented packet switching and fast circuit switching modes of operation can be implemented in a straightforward manner. Consequently, network elements that can handle both packet and circuit switching modes should be deployed. Initially, transport would be based on connection-oriented packet switching. Circuit emulation would be supported for applications that required a firm QoS guarantee. 

IP-based transport could be gradually phased out as label switches are deployed. IP headers (and UDP headers) could be suppressed to reduce overhead and enhance security. Eventually, fast circuit switching could replace packet switching for most applications. This further reduces overhead and further enhances security.

Summary


Connection-oriented packet switching and fast circuit switching are fundamentally similar, and in a certain sense are equivalent. Under certain conditions, connection-oriented packet switching can provide a quality of service comparable to circuit switched transport. Conversely, fast circuit switching can provide a transport efficiency that is comparable to the efficiency associated with packet switching.

Both connection-oriented packet switching and fast circuit switching can support a wide range of communication services, including voice, video, and computer communications. Either connection-oriented packet switching or fast circuit switching can form the basis for a converged transport network. 

Both connection-oriented packet switching and fast circuit switching can be readily implemented in the same network using similar protocols and common equipment. Generalized Multi-Protocol Label Switching (GMPLS) can accommodate connection-oriented packet switching via external labels (MPLS headers attached to packets) and fast circuit switching via implicit labels (time slots containing the data). The key to the proposed converged transport network is a label switch that can handle connection oriented-packet switching and fast circuit switching simultaneously. For the packet switching mode of operation, the routing of data by the label switch is determined on the fly based on information in the packet headers. For the fast circuit switching mode of operation, the switching pattern of the label switch is determined prior to the arrival of the data, based on control information in the GMPLS signaling channel. Otherwise, operation of the label switch is similar for the packet switching and circuit switching modes. To accommodate legacy users and enable interoperability with legacy networks, the proposed label switch could also operate as a conventional router to transport unlabeled packets based on IP addresses.

 
In summary, connection-oriented packet switching and fast circuit switch are fundamentally equivalent, and either or both can form the basis for a converged transport network.
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