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Data Mining and Regular Expressions


During this term I have investigated sequential data mining through paper surveys, discussion and finally implementation of a regular expression sequential mining algorithm, namely, the SPIRIT algorithm [GRM99].  The purpose of my investigation was to learn and further understand algorithms and principles behind sequential data mining.

From my paper surveys, I have developed a broader understanding of the sequential mining field and discovered how different researchers continue upon the work of their predecessors and colleagues.  This is apparent from the numerous references to previous algorithms and data structures in more recent papers.  In order for me to understand current papers, I was forced to read earlier papers.

My main surprise was how similar all the papers were.  They each had their own unique idea, however, the common thread of the data structures and how the searches were performed are rather similar.  Each paper introduced a nouveau idea on a particular part of the process.  These included new ways of pruning candidate sequences or allowing for a slightly different input data set, but the data structures and the frequent set counting methods seemed to always reference the same papers.

I implemented the SPIRIT algorithm and encountered several difficulties.  I discovered that even after reading this paper [GRM99] and understanding the algorithms, it was not simple to figure out the details.  The algorithms discussed in the paper allowed me to understand what the authors did, but not how.  I was forced to think about each step of the process and work out the details of it myself.  Two main areas of difficulty I had were using the regular expression and creating and using the counting hashtable.  Both of these are fundamental either in computer science or sequential data mining, yet, I had not thought about actually implementing these things.  I decided to use a Non-Deterministic Finite Automata (NFA) as a way of converting the regular expression into a usable and efficient data structure.  And after reading reference papers, I better understood the hashtable and thought of ways to implement and use it.

My main insights came while adjusting and modifying the input parameters in my program.  Initially, while my NFA was relatively small, I did not see serious performance issues, but when I changed my working data set and the NFA size grew larger, I discovered that some of my implementations needed to be modified and made more efficient in either space usage or computation time.  It was through this constant modify-and-test methodology that I started to understand how researchers made their discoveries.  They start out with an idea, theirs or someone else’s, and try it.  While they are modifying this idea to fit their own idea they discover new ways of changing the algorithm.  And after each new change, they re-evaluate it and tune it again in the direction that they want to go.  I originally thought that the main research was in creating the program, but as I have been told by Dr. Ng, “The software is the computer scientist’s equivalent to a microscope in Biology.  It is merely a tool used to discover interesting results.”  The idea of sequential data mining and of research is not only how you discover results, but also, what results you discover.

I have learned several things in the months that I have worked on this project.  I have discovered the field of sequential data mining and have read many papers about it.  Perhaps more interestingly, I have learned how to take general ideas from papers and further investigate them such that I may be able to implement these algorithms.  Most importantly, I now have a better understanding of the iterative process that research entails.

The results and details of my investigation of the SPIRIT algorithm will be discussed below.

SPIRIT Algorithm:  Implementation and Results


The SPIRIT algorithm [GRM99] is a regular expression based sequential data mining algorithm.  Sequential mining is a valuable tool for pattern discovery in data; however, many algorithms perform the same search every time, or do a broader search than the user desires.  After the search is completed, the program or the user must sift through the results and find the desired or interesting results.  Therefore, Garofalakis et al. wanted to only search for interesting results by allowing the user to specify certain patterns that they would like to discover.  They introduced regular expressions into sequential mining to restrict the search set of the data.


The SPIRIT algorithm uses the regular expression, RE, to constrain the search space.  This is done by pushing the RE into the search engine and forcing candidate sequences to match, to some degree, the RE.  They have four varieties, each based on the degree that the RE constraint is relaxed.  The first algorithm does not use the RE at all and is used for a baseline comparison.  The second algorithm forces the candidate sequences to match any part of the RE, but not necessarily the whole RE.  The third algorithm forces the candidate sequences to match the ending constraints of the RE.  The final algorithm pushes the full RE constraint into the search and forces all candidate sequences to match the RE.  I implemented the second algorithm, that is, every candidate sequence must be matched by some part of the RE.

Implementation


I implemented this algorithm in C++ using STL.  I left out the candidate pruning stage of the algorithm because we were unable to understand how this would reduce the set before counting support.  My program follows the following form:

Read in input file and add transactions into vector data structure

Create NFA from inputted regular expression

Create initial length one candidate and frequent sequences

While there exists frequent sequences of length (k-1) do
Create k-length candidate sequences

Add to hashtable

Count support of sequences in hashtable

Add sequences that have minimum support to k-length frequent sequences
End
Output all sets of frequent sequences


I followed the same candidate creation process as in [GRM99].  I also used the hashtable as a structure to aid in the counting process, the most expensive step of the algorithm.  However, I initially chose to simplify my code by using STL and making use of multiple classes but I believe that this has adversely affected the efficiency of my code.  My code uses too much storage for these structures and thus when large candidate sets are created, the memory needed exceeds my system’s capacity.


The advantage of the hashtable as described in [AS94] is that the access during counting should be O(1).  However, that is only if long chains do not develop.  Since I was only able to nest the hashtables as deeply as the length of the sequence, for short sequences, I had long chains develop in each slot.  During the counting process, this resulted in binary searches, or worse yet, linear searches being performed over and over on these chains with length up to 1,000,000.


The frequent candidate generation process simply walked through the counted sequences and extracted those that had minimum support.


I did not follow [GRM99] when I created a finite automaton from the regular expression.  Garofalakis et al. used a DFA to represent the regular expression whereas I chose to use a NFA.  Even though an NFA has fewer states than a DFA, the number of transitions is the same and thus the candidate sequences created should be equal.  This can be seen from the simple example below.  Take the following regular expression and DFA and NFA.


Regular Expr:
a ? b

NFA:



DFA:


Figure 1: Example NFA and DFA of a RE.

And if we created candidate sequences of length 1 for these automata we would have:

	NFA
	
	DFA

	Initial State
	(letter, next state)
	
	Initial State
	(letter, next state)

	1
	(a,2) (a,3)
	
	1
	(a,2) (b,4)

	2
	(b,3)
	
	2
	(b,3)

	3
	null
	
	3
	null

	
	
	
	4
	null


Table 1: Example of DFA and NFA transitions.

Therefore, even though the DFA has more states, the number of transitions is the same and thus, the candidate sequences generated will be of equal number.

Issues and Improvements


As I mentioned above, the most critical performance issue was the support counting which used the hashtable.  The hashtable not only used large amounts of storage when the candidate sequence set was large but searching through it was not O(1).  I could improve this by adjusting the parameters of the hashtable, that is, the size of the hashtable and to a small extent the hash function.  In addition to this, when chains develop, they could be sorted, in order for a binary search to be used instead of a linear search.


The maximum cost of counting support without making these improvements is:



N*T*k

where N is the number of candidate sequences and T is the number of Transactions and k is the length of the sequence.


This maximum cost is changed to the following after the changes are made:



log(N)*T*k

which is significant savings when N is large.


Another area that could be improved is the redundancy of the search.  One of the main goals of SPIRIT was to avoid excessive searching and constrain the search space based on the user’s needs.  However, when you input a regular expression with “. *” as part of it, the same space will be searched every time regardless of the rest of the regular expression.  As an example, let’s consider the following two regular expression searches.

· c . * t

· b . * r

Even though they are both looking for rather different strings, the “. *” will cause the entire possible search space to be used.  This is avoided by the fourth SPIRIT algorithm discussed above since it requires that the full RE be matched and thus, the beginning and ending letters, (“ct” and “br”), would help to prune and reduce the search space.


Another way to reduce the counting support cost is to reduce the number of transactions.  We must evaluate the RE and create a mutli-set r of the symbols that are required.  That is, include all the symbols that must be in the final sequence in order to match the RE.  Depending on the complexity of the RE, this set could be empty or could contain several symbols if the user was looking for a specific pattern.  Table 2 below gives examples of symbols that must be present in the final pattern.

	RE
	Required Symbols
	Reason other symbols not required

	a * b c ?
	b
	0 or more a’s and 0 or 1 c’s

	a * b c
	b c
	0 or more a’s

	(a * b) | c
	b | c
	The OR will cause r to be a multi-set set

	(a * b) | c ?
	b | empty
	0 or 1 c’s


Table 2: Example of required symbols in RE’s.


Once we obtain the set r we can then prune the transaction set before we start our search.  If a transaction does not contain one of the sets of required symbols then it obviously will not contribute to the minimum support of the final frequent sequences.  Therefore, we can remove these transactions from our transaction set.  Since the cost of counting is linearly dependent on the transaction set size, this technique will lead to a linear speed up.  Although I have briefly discussed this technique, I believe this warrants future consideration.


The data is sequential in nature, but the transactions are dependent on the order that they were rung in by the cashier.  Therefore, I believe that this dependency should be removed.  I suggest changing the counting from being sequential to using a distance function.  That is, a pattern would match an RE if each of the symbols in the RE were within a certain specified distance of each other in the transaction.  This change would increase the complexity of the counting section, however, the found patterns would more accurately reflect the patterns the user desired.

Results

I used real data provided to me from a bookstore.  There were approximately 900 transactions with a total of 12000 books sold.  The longest transaction was 53 books.  I searched the data for individual book patterns and then aggregated the books into subjects and looked for book patterns.  Since the symbol set for the individual book patterns was large, the candidate sets generated were upwards of 1,000,000 sequences in number.  This caused the need to modify my data structures and reduce the storage and computational cost as noted in the above sections.


The subject search space remained small because the data was aggregated.  However, the patterns found were mostly sequences of books simply from the same subject.  Therefore, the individual book patterns provided more interesting results to study.

See appendix A for actual results that were found.

Appendix A
This section is intentionally left out.
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