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Computer Clusters


The average person has no need for supercomputers. For the common man, a single computer, useful for word processing, spreadsheet manipulation, minor calculations, storage and editing of photos, the occasional videogame, is enough. The usual computer is made up of a motherboard, a single central processing unit, a graphics accelerator, and a few other peripherals, built in a small package. To many, technology like this would be enough to get them through the day.

But what if the situation requires one to store information on billions of websites easily retrievable at a moment’s notice? Or what if the there is a need to render a full length computer animated movie to be shown at this year’s film festival? Or if there is a need to perform calculations on massive amounts of date being sent from all over the world? Is a single computer capable of handling such an enormous task?

There actually is. History would show us that there was a time that supercomputers were built from the ground up from custom made parts to perform a particular task. These are massive, highly capable machines that were built for a particular purpose. But there was a downside. As capable as these single supercomputers were, they were also as expensive. “The halcyon days of specialized supercomputers, built and acquired at any cost to deliver orders of magnitude greater floating point performance than contemporary mainframes on grand challenge (often defense related) applications are rapidly diminishing in to the past, alone with the Cold War to be replaced by a more pragmatic cost-constrained reality that today permeates the community of high performance computing.”


Enter the cluster. Loosely defined, the word “cluster” in computer terms refers to a number of different implementations of shared computing resources. It integrates the resources of two or more computing devices to perform a single task.
 Literally, a cluster is a group of similar computers linked together by a fast network connection dedicated to performing a common task. 

So, what exactly are computer clusters today? Clusters are made up of commercial off the shelf parts, meaning, clusters are made up of computer parts readily available from your local computer store. The cluster nodes are computers capable of independent operations, most likely off the shelf PCs, connected using off the shelf network connections. 
 Basically, a computer cluster is a group of computers you can buy at the computer store, networked to perform as one.

“Clusters built using commodity off the shelf hardware components, and free, or commonly used software, are playing a major role in solving large-scale science, engineering, and commercial applications.”
 Clusters are increasingly getting more popular in the computing world. More and more are joining this efficient yet cost effective strategy. But what are the trends that lead to the development of Cluster Computing?

The development of the microprocessor has paved the way for the emergence of cluster computing as a viable strategy for super computing.
  The microprocessor is the heart of the computer. With cluster computing, there is no need to have a single powerful processor. Many individual processors can combine their processing power to rival that of a single super processor. The availability of inexpensive microprocessors has enabled the clusters to have an inexhaustible source of computing nodes to increase the processing power of the cluster. 

The development of the personal computer is also important in the continual improvement of the cluster. Cluster computing is made up of several nodes, all of which can independently operate. “The first step in designing a cluster is to choose the building block. The processing power, memory, and disk space of each node as well as the communication bandwidth between the nodes are all factors that can be chosen. You will need to decide which are important based on the mixture of applications you intend to run on the cluster, and the amount of money you have to spend.”
 For example, one of the top 500 super computers in the world, the System X in Virginia Tech, is a cluster of 1,100 Apple PowerMac G5 computers. Since then, it has been upgraded to using Apple XServe G5 computers.
 This goes to show that with enough “off the shelf Computers,” one can build a supercomputer.

Another factor in the development of clusters is the improvement of high speed network connections in recent years.
 Along with the powerful nodes that comprise the cluster, there has to be a fabric that will connect these nodes together.
 What is the use of having thousands of nodes, power in their own right, if they cannot communicate with each other efficiently? The development of networks has helped in creating an information thoroughfare between these nodes. 

There are many types of networks that can be used to connect clusters. The cheapest is Gigabit Ethernet. This is reliable, but sacrifices the level of communication at which the nodes communicate. Then there are Myrinet and SCI that both improve performance at a cost. At the top of the network chain is InfiniBand, boasting of 800 MB/sec speeds.
 The Cluster Super Computer Server X in Virginia Tech uses “4 SilverStorm Technologies 9120 InfiniBand core switches” and “64 SilverStorm Technologies 9024 InfiniBand leaf switches” as its network hardware.
 

Another trend in that helped the cluster computing field is the increase in academic courses that dealt with operating systems, networks, computer architecture, and special topics including threading, synchronization, and symmetric multiprocessing.
 These courses help engineers understand better the intricacies of designing and maintaining cluster systems. And as these courses become more mainstream, comprehension of clusters become more widespread. 

There are already a lot of cluster computer implementations out in the world today. Most of these cluster supercomputers are housed within the academe and government institutions.


As exampled above, Virginia Tech’s Server X is the top “self-made” supercomputer in the world.
 It is composed of 1100 Apple Dual 2.3 GHz XServe G5 Servers. It uses InfiniBand as it network backbone. The Server X was the first university computer to achieve 10 teraflops of computing power. It was also the cheapest supercomputer of the time. Costing just over 5 million dollars due to the fact that it used off the shelf parts (Apple) and was self made (Virginia Tech Faculty and Students). The System X is used mostly for academic research.

An extreme example of using off the shelf hardware components to build a functional cluster computer is the Stone SouperComputer.
 Although no longer in use, the Stone SouperComputer was a cluster of donated personal computers, of mostly Intel 486 breed. The computer is used to develop software for large-scale landscape analysis. 

The Beowulf Cluster is a specification that uses off the shelf hardware on a private system network. It uses Linux as its infrastructure.
 Beowulf.org hosts a collection of resources on how one can build their own Beowulf class of clusters. Common uses of this kind of clusters are: simulations, market modeling, data-mining, and audio-video servers. 

A professor in Ateneo de Manila University, Dr. Luis Sarmenta, started a group dedicated to improving grid computing. He called it Bayanihan Computing. The theory behind it is simple. Tap school laboratories and outside volunteers to perform large-scale research. There are two basic concepts. Concept one is about volunteer computing. The idea behind it is that not all computers are used at 100% all the time. Why not tap into this unused idle time? Through the internet, Bayanihan Computing can tap idle machines to work with it. Concept two is about simplification of accessing the Bayanihan framework. Through Web Services, the user is abstracted from the actual framework. This makes usage of the supercomputer as easy as making a function call.


As personal computer technologies continue to advance, so does the evolution of cluster computing. Computer Clusters, as seen above, are now heavily reliant on Commodity of the Shelves products. As such, increase in performance of these off the shelf products will result in big gains for the cluster community. 

The trend now is heavily focused on the advancement of the consumer microprocessors. We are now in the age wherein home computers can have dual quad core processors for cheap. And since these “single computers” can represent the individual nodes of the cluster supercomputer, advancement of these products will result in exponential growth on the performance and efficiency of clusters.
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