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ABSTRACT

For machine problem 3, ECE 312 students design a pipelined microprocessor.  The design must implement a subset of the microprocessor without interlocked pipelined stages (MIPS) instruction set that includes several arithmetic, jump, branch, and memory instructions. The design presented in this report uses a five-stage pipeline and implements a branch target buffer (BTB).  The BTB is a cache memory unit that uses global branch prediction with bimodal counters.  This BTB approach yields around 95% accuracy.  The BTB along with a five-stage pipeline gives the design wonderful performance at an acceptable price.
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Introduction

1.1 Background Information

For machine problem 3, ECE 312 students design a pipelined microprocessor.  The design must implement a subset of the MIPS instruction set that includes several arithmetic, jump, branch, and memory instructions.  Furthermore, the design must be implemented and tested in a hardware design language known as VHDL.  

Pipelined microprocessors use a technique called pipelining to increase performance.  Pipelining divides each instruction into a series of stages.  Each instruction is executed in only one stage at any time.  However, the processor will execute many instructions at the same time.  A pipelined microprocessor is analogous to an assembly line for executing computer instructions. Each instruction flows though the pipeline, stopping at each stage in the pipeline so that the microprocessor can perform part of the instructions execution. 

However, pipelining introduces three big problems. First, computers do not usually execute long sequences of instructions without branching. In a branch instruction, the computer is told to execute an instruction at a location other than the next instruction. Branching is a problem in a pipelined microprocessor because by the time the computer evaluates a branch, it has already started to execute the next couple instructions. One solution to the branching problem is delayed branching. Delayed branching solves the branch problem by explicitly stating that one or more instructions located immediately behind a branch should be executed. Another solution to the branching problem is the branch target buffer (BTB). A BTB tells the microprocessor that an instruction is a branch before the instruction is even read from memory. In addition, the BTB allows the processor to predict if the branch will be taken.

Register access causes the second and third pipelining problems. If one instruction sets a value into a particular register, and the next instruction needs to use this new value, then the value might not be stored in the register file or even determined by the time the second instruction is executed. If the value is calculated, but is not written to the register file, then the value can be obtained with register bypass. If the value is not even calculated, then the processor must stall the execution of instructions until the value is determined. Stalling the microprocessor to wait for the new value is called interlock.

1.2 The Presented Design

The design presented in this paper uses a five stage pipeline. The design uses a BTB to solve the branch problem.  In addition, the design uses register bypass logic to solve part of the register access problem.  The design does not use interlock to solve the other register access problem.  Instead, the design depends on the assembler to eliminate the problem.  The design presented has only one interlock condition: if a value is read from memory in one instruction, and the next instruction needs the value read from memory.  However, the MIPS assembler treats this stall condition as an illegal instruction sequence.

pipeline description

As stated in the introduction, the presented design uses a five stage pipeline. The design uses a five-stage pipeline to shrink the critical path.  In a four-stage pipeline, the critical path would have been pushed out past 16 ns.  In addition, since the design uses a branch target register, there is no large penalty for resolving branches in the third pipeline stage.  The following table gives a description for each of the five pipeline stages. 

table 1. Description of each pipeline stage


Stage Title
Stage Description

Fetch
The fetch stage is one of the simpler stages in the pipeline.  The processor accomplishes two basic tasks:

1. The processor fetches the instruction located at PC_1 from the instruction cache

2. The processor determines the next value of PC_1
The next value of PC_1 is either PC_1 + 4, dNextAddressGuess_BTB, or dUpdatedPC_3.  The processor uses dUpdatedPC_3 if the processor guessed incorrectly two cycles ago while executing a branch instruction.  The processor uses dNextAddressGuess_BTB if the processor guessed correctly two cycles ago and the processor is guessing that the current instruction (the instruction located at PC_1) is a taken branch.  If neither of these conditions are true, then PC_1 is loaded with PC_1 + 4.

Decode
The decode stage uses the instruction fetched in the first stage to produce a control word.  The control word contains select values that control the operation of all the other stages of the microprocessor.  The control word will take on a default value if the instruction needs to be ignored (branch squashing).

In addition, the decode stage determines the value of rA and rB.  Both rA and rB are two temporary registers that the third stage of the pipeline uses.  The third pipeline stage sends these values through a comparitor and an ALU.  The value in rA and rB either comes from the register file, or from register bypass logic. 

Lastly, the decode stage calculates dBranchTarget_2. The dBranchTarget_2 signal is the address that a branch instruction would branch.  The dBranchTarget_2 signal will only be used if the instruction is a branch instruction.

TABLE 1.  (CONTINUED)



Execute
The execute stage will calculate a result for arithmetic and jal instructions (dResult_3).  The dResult_3 signal may be written to the register file in the last pipeline stage.  For arithmetic instructions, dResult_3 is the output from the ALU.  For the jal instruction, dResult_3 is the address of the instruction the processor is executing plus four.

Next, the execute stage will determine if a branch instruction should be taken (dUpdatedPC_3).  If no branch is taken, then dUpdatedPC_3 will equal the address of the instruction the processor is executing plus four.  In addition, the execute stage will output a flag indicating that the branch predictor guessed incorrectly two cycles ago (fGuessWrong_3).  The fGuessWrong_3 signal invalidates the two instructions that were improperly fetched, and changes the value loaded in the PC (branch squashing).

BTB Update and Memory instructions
The memory and BTB update stage performs very little work itself.  The sage simple outputs many previously calculated signals to the data cache, the fifth pipeline stage, and the BTB.  The signals output to the data cache instruct the data cache to do nothing, read from memory, or write to memory.  The signals output to the BTB instruct the BTB to update the global prediction register, add entries to the cache containing branches, and update the counter corresponding to the value in the global prediction register.  The signals output to the fifth pipeline stage are used in the next clock cycle.

Register Write Back
The fifth and final stage of the pipeline writes to the register file for arithmetic, jal, and sw instructions. The value to write to memory is latched into a register before the end of the previous clock cycle. The latched value comes from either the data cache or the dResult_3 signal produced in the third pipeline stage. Much like the forth pipeline stage, the fifth pipeline stage contains no real logic. The fifth stage simply outputs signals to the register file, which is responsible for writing values to the register file.

Data dependencies and hazards
In any pipeline processor, there are many data hazards.  A data hazard is created when an instruction in the pipeline uses the result of the previous instruction before it is completed.  For example, if there is an add instruction to be written into register number ten, and the next instruction uses this register before the value is in it, then there is a data hazard.  A simple and elegant solution to this data hazard is called register bypassing.

Instead of waiting for the information to become available in the register file from the instruction before, the source and destination registers of the two (or three) instructions are compared.  If the comparison shows that there is a data hazard, then the value of the first instruction is passed along to the second instruction without going through the register file.  This saves many bubbles from appearing in the pipeline.  If these bubbles did occur, the overall performance of the processor would drop tremendously because data hazards are very likely to be found in computer programs every few instructions.  The wasted cycles of the processor clock would add up quickly.  It is important to the performance of the processor to implement efficient ways of handling data hazards.  Register bypassing is one of them.

The presented design implements register bypass in the second pipeline stage. First, the fetched instruction is examined to determine the two possible registers that may be needed. The value of these registers is then fetched from the register file. The output from the register file, along with the output from the execute pipeline stage (dResult_3), the output from the fourth pipeline stage (dResult_4), and the output from the data cache (dOutput_DC) are put into a multiplexor to determine the value for dA_2 and dB_2. The select input to the multiplexor is determined by comparing the destination register for the previous two instructions with the source register for the current instruction. Preference is given to the previous instruction over the instruction before the previous instruction because that value is newer. If either of the previous two instructions is going to write to the source register of the current instruction, then the dA_2 or dB_2 becomes dResult_3, dResult_4 or dOutput_DC. However, if the register is register number zero, then the value from the register file is used because register number zero cannot be written to.

branch instructions

One of the most difficult problems with designing a pipeline processor is how to handle branch instructions.  This is because the processor does not “know” whether the branch should be taken until the second or third stage of the pipeline.  Two instructions that are loaded into the fetch and decode stages in the pipeline might not be usable if the branch is guessed taken or not taken incorrectly.  There are multiple ways to handle this issue of the design.

The first way to handle branching is called delayed branching.  Handling branches in this fashion constitutes putting in one or two nop instructions after each branch instruction.  When assembling a program, the assembler should then try to replace the nop instructions with instructions that do not destroy any pertinent data or branch directions so they can be executed instead of a nop.  One delay slot can be filled 55% of the time, while a second delay slot can be filled 20% of the time.

Another way to handle branch instructions is called branch squashing.  Branch squashing executes instructions after a branch as if there was no branch instruction.  When the processor evaluates the branch, the processor determines if these instructions should be executed.  If the branch is taken, these instructions should not be executed, so the processor squashes the instructions to nop. 

The way this processor handles branches is by using a cache memory called the BTB.  This cache is accessed during the instruction fetch stage of the pipeline in parallel with the instruction cache.  The algorithm used in the BTB is very elegant and predicts the way a branch is taken correctly 95% of the time.

The BTB uses an 8-bit history field.  The field is initialized to all zeros then is changed when a branch occurs.  If the branch is taken, a one is inserted into the rightmost bit of the history field.  If the branch is not taken, a zero is inserted.  The field is then shifted left one bit.  Each pattern of bits in the history field indexes a table of 256 two-bit counters.  These counters are all initialized to 10 binary at the beginning of a program.  When a branch occurs, the BTB checks the counter at the current history field pattern and looks at the most significant bit to decide if the branch is guessed taken or not taken.  The BTB then inserts the correct address for the target of the branch instruction into the PC if it guesses the branch is taken.  If guessed not taken, then the next instruction in memory is loaded into the PC.  In the third stage of the pipeline, that certain counter is incremented or decremented depending on if the branch is taken or not taken.  This counter is saturated for the boundary values of 00 binary and 11 binary.  If the BTB guessed incorrectly, then the two instructions that are incorrectly in the pipeline are squashed and two bubbles appear in the pipeline.

The only disadvantages of using a BTB in a pipeline are that it could be expensive to have that extra, super-fast cache memory on the chip.  There is also the situation where two bubbles can appear on the pipeline.  The BTB also takes a little while to “warm up”.  The first branches in a program could be guessed incorrectly more often than not until the counters are at the right values.  

There are many advantages to using a BTB.  The algorithm used in this processor predicts correctly approximately 95% of the time [1].  This is fairly exceptional to the delayed branching or squshing methods that are correct only 55% of the time.  That fact can yield a huge performance advantage for BTB based pipelines.

The number of bubbles per branch instruction can be calculated for using the BTB and for a delayed branching scheme with one delay slot.

Number of bubbles (BTB) = 5% (wrong guess) * 2 bubbles = 0.1 bubbles

Number of bubbles (one delay slot) = 45% (not filled) * 1 bubble + 100% (never filled) * 1 bubble = 1.45 bubbles

Number of bubbles (two delay slots) = 45% (not filled) * 1 bubble + 80% (not filled) * 1 bubble = 1.25 bubbles

Clearly, the BTB is a much more efficient implementation of handling branches than delayed branching.

critical path analysis

There are several critical paths in the microprocessor. All of these paths have a delay of 16 ns. Moreover, every stage of the pipeline has at least one signal that takes nearly 16 ns to execute. Therefore, 16 ns is a logical maximum delay.  In the initial design several signals took more than 16 ns to fully propagate. These signals were revised to execute in two pipeline stages or to use more hardware to execute in less time.  The following table describes the critical paths in each of the pipeline stages.

TABLE 1.  table 2. Critical Path analysis by pipeline stage

Stage Title
Stage Description

Fetch
The critical path in the fetch stage is writing to the PC register. The output from the PC register takes 2 ns to propagate. The PC output is then used by the BTB to determine if an instruction is a branch, and what address to branch to. The BTB takes 12 ns to execute. The output from the BTB is fed into a four-input multiplexor. The multiplexor takes an addition 2 ns to execute. Therefore, the output to the PC register does not stabilize until 16 ns.

In addition, a near critical path occurs when the instruction cache is used to read the next instruction. Reading the next instruction takes 14 ns. The read value is then fed into a multiplexor. Thus, the input to the IR register is not stable until 15 ns.

Decode
The critical path for the decode stage is the register bypass logic. The new value for the two temporary registers, rA and rB do stabilize until 16 ns. The outputs to rA and rB do not stabilize until 16 ns because the output from the data cache and the result output from the execute pipeline stage both take 14 ns to stabilize. Both of these values then need to be fed into a four-input multiplexor. Thus, the total delay for the bypass logic is 16 ns.

In addition, the decode stage takes 9 ns to produce the code word. However, the code word cannot be used to begin execution of arithmetic instructions or branch resolution because both tasks need the output from the register bypass. The code word could be used to resolve unconditional branches, but the benefit is small compared with the added complexity because of the design’s excellent BTB.

Execute
The critical path of the execute stage is dResult_3. The signal dResult_3 is the value to be written to the register file for arithmetic and jal instructions. As already stated in the decode critical path, dResult_3 stabilizes after 14 ns. The signal dResult_3 takes 14 ns because the signal needs to wait on the register output, followed by a three-input multiplexor, followed by the ALU, and lastly by a two-input multiplexor. 

TABLE 2. (continued)

BTB Update and Memory instructions
The critical paths in the fourth pipeline stage are updating the BTB and reading from or writing to the data cache. Reading from the data cache takes 14 ns because the memory output takes 12 ns to stabilize and  the output from the control register takes 2 ns to stabilize.

Updating the BTB takes 16 ns. The output from the control register takes 2 ns to stabilize, and the BTB takes 14 ns to read and write from the cache memory and propagate signals through logic.

Register Write Back
The register write-back stage is the shortest stage.  The output from the control register takes 2 ns to stabilize. Writing to the register file then takes 8 ns. The resulting total delay to write to the register file is 10 ns. However, since the value to write to the register is not stable until 15 ns after the start of the previous clock cycle, register write back must be in its own pipeline stage.

Performance analysis 

The cycles per instruction (CPI) for machine problem 3 is calculated by the number of cycles it takes to execute each type of instruction divided by the number of pipeline stages.  For this implementation, the only instruction set that has a CPI of longer than one are of the branch and jump genre.

CPI (MP 3) = (5 + 2 (bubbles) * 5% (wrong guess) * 20% (jump or branch instructions)) / 5 (pipeline stages) = 1.004

The CPI for machine problem 2 is calculated by adding the individual CPI for each different type of instruction.  To get individual CPI values, the number of cycles for the instruction is multiplied by the usage frequency.  The following table shows the CPI for each of the individual type of instructions in machine problem 2.

table 3. MP2 CPI Derivation
Instruction Type
Decode / fetch
Execute
Reg write
Total
Frequency
CPI subtotal

ALU ops
2
1
1
4
30%
1.2

Immediate ALU op
2
1
1
4
15%
0.6

beq, bne
2
1
0
3
12%
0.36

j
2
1
0
3
4%
0.12

jal
2
1
0
3
2%
0.06

jr
2
1
0
3
2%
0.06

lui
2
1
1
4
5%
0.2

lw
2
2
0
4
20%
0.8

sw
2
2
1
5
10%
0.5

CPI (MP2) = Sum(CPI subtotal) = 3.9

Machine problem 3 has much greater performance than machine problem 2 because its components are faster and it is pipelined.  The pipelined processor executes five instructions in five cycles (assuming this is after the initial startup period of five cycles and no branch squashing occurs).  Although machine problem 2 has instructions with less than five cycles, the advantages of the pipeline supercede the fact that every instruction runs for five cycles in machine problem 3.

The critical path for machine problem 3 is 16 ns, as opposed to 24 ns for machine problem 2 (hence the improved component speeds).  The delay in each pipeline stage is relatively balanced.  The fetch and decode stages are both 16 ns, the execute stage is

14 ns, the memory stage is 16 ns, and the register write back stage is 10 ns.  For this implementation, the delay is the minimum it could be in each stage.

The CPI of a delayed branching architecture is worse than that of one with a BTB.  This is why the BTB offers a better and more elegant solution to the branch handling problem.

CPI (delayed branch MP 3) = (5 + 1 (bubble) * 45% (not filled delay slot) * 20% (branch or jump instruction)) / 5(pipeline stages) = 1.018

CPI (two delay slots MP 3) = (5 + 1 (bubble) * 45% (not filled delay slot) * 20% (branch or jump instruction) + 1 (bubble) * 80% (not filled second delay slot) * 20% (branch or jump instruction)) / 5 (pipeline stages) = 1.05

Compared to a CPI of 1.004, the delayed branching architectures do not compare well to a BTB architecture.  This performance jump is worth the cost of the extra cache for the BTB.

design limitations

Although machine problem 3 was a fairly open assignment, the presented design was limited in several ways by the requirements. First, if there was no requirement to implement a particular instruction set, the design may have been for an instruction set with more instruction level parallelism. For instance, it would be interesting to explore an EPIC instruction set. Second, because the problem needs to be completed in approximately one and a half months, it was not possible to explore some interesting advanced computer architecture algorithms. For instance, if time was not an issue, then the design may have been superscalar and implemented out of order execution. The design would have also used a more advanced BTB algorithm.  Finally, faster components, especially the ALU and memory cache, would have helped increase clock speed by decreasing the critical path delay.

design tradeoffs

1.3 BTB Size

Given an infinite size of cache memory to use, the BTB could have a better accuracy rate.  Even though this could help performance, there are more disadvantages to having a large BTB.  The bigger the BTB, the slower it is, and the more expensive it is.  The rise in performance is negligible compared to the extra cost and time to access the larger cache.  

1.4 Comparitor in Execute Stage

In order to determine if a conditional branch is taken, the value of rA and rB must be compared in the execute stage.  In addition, for the jr instruction, we must compare the address where the processor jumped to the address where the processor should have jumped.  Both of these comparisons could be done by the ALU using a subtract operation and a zero flag.  However, the ALU does not complete until 13 ns after the beginning of the clock cycle. With the additional logic that the zero flag needs to run through (two four-input multiplexors), the final output would produce a new critical path of 17 ns. Rather than slow down the processors clock cycle, the design includes a comparitor, which executes in less time than the ALU. However, the comparitor adds extra logic to the design. The extra logic is reduced because the ALU’s zero flag and an input to the ALU’s multiplexors can be removed. The tradeoff was acceptable because the comparitor requires a fairly small amount of extra logic. 

Outputting Value from Data Cache to Decode Stage

The initial design fed the output from the data cache back into the fourth pipeline stage. The forth pipeline stage then used a mutiplexor to decide if the correct value of dResult_4 was the data cache output or dResult_3. The initial design’s multiplexor made the register bypass logic simpler and eliminated a multiplexor in the fifth pipeline stage. However, the initial design was rejected because feeding the output from the data cache into a multiplexor produced a path of 17 ns. Using the output from the data cache directly in the decode stage produced a path of 16 ns. Since the critical path could be shortened by 1 ns without the use of additional logic, the initial design was changed.

Conclusion

Overall, the design for machine problem 3 is a success.  The implementation of a five stage pipeline using register bypassing and a BTB has huge performance advantages over other implementations, including delayed branching, branch squashing, or a nonpipelined processor.  Using a 4Kbyte BTB cache memory unit with the global prediction algorithm described in Section 4 yields on average a 95% correct branch prediction.  This far outweighs the 55% filled delay slot algorithm.  Implementing a five stage pipeline over a four stage pipeline allows for a faster clock time and a more elegant design.  Register bypassing easily sidesteps any data hazards encountered in the pipeline.  This design will work and perform better than any other design given the restrictions placed upon machine problem 3.
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