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Chapter 1 – Introduction

Objective

The purpose of this effort is to design and develop a two-dimensional multilateration system using Ultrawideband (UWB) radios. The multilateration system is a prototype tracking system for the U.S. Army. Conceptually, the system would track dismounted soldiers in and around a robotic vehicle platform, primarily to help address a concern of safe operations of unmanned vehicles in and around human beings. 
The U.S. Army presents a unique opportunity for multilateration, because they control the equipment a soldier can carry, potentially enabling active tagged tracking. The localization of individual soldiers has numerous benefits beyond robot navigation; the potential exists to reduce fratricide by providing a “blue force” tracking capability at the level of the individual soldier. UWB fits well in the application space of the military because of its low probability of detection and jamming. UWB also presents an opportunity to fuse digital communications with the multilateration capability, increasing the situational awareness of the soldier. This concept can be extended to fit in other application spaces, including localization for first responders. As current UWB technology develops into smaller, more power efficient modules, these types of applications will be more feasible. The value of this thesis lies in the practical application of UWB technology in the wireless channel. The performance envelope, hardware limitations, and the design are not well understood. This thesis helps to answer some of these questions. 
Motivation

Recent robotic development has focused on perception, path planning, and mobility of systems in a variety of terrain. The one constant in this development is that all programs have focused on a static environment. To date, no program has tested a robotic asset in and around human beings, and for good reason. The technology of autonomous navigation has been shown to be a difficult area of research, and requires the utmost caution to ensure the safety of individuals.  
The problem of navigating mobile ground robots operating autonomously in and around human beings has been coined “Safe Operations”. One potential answer to this problem would be to embed a GPS locator on every individual, and make that information available to mobile robots in the area, typically by radio link. By providing a global position of the soldiers, these areas could be avoided by the mobile robots. At first glance, this seems a tractable solution, but GPS does not provide sub-meter position location, can easily be spoofed or jammed, and is not reliable in many environments, for example indoors or in an urban setting. These limitations of GPS present an opportunity for a robust, highly accurate localization service for assets that could cross paths with a robotic vehicle.
A fully developed UWB-based system would enable a robotic vehicle to know the locations of actively tagged assets (soldiers) and navigate in and around these soldiers. UWB technology provides a very robust solution in the wireless domain. It is difficult to detect and jam, and with the addition of PN codes, very difficult to intercept. The introduction of a UWB-based relative positioning system will provide increased situational awareness to commanders of his or her soldiers’ whereabouts. Additionally, the UWB signal can be integrated with data to increase the situational awareness of the soldiers. This system can enable the significant steps of fielding a robotic system and increasing the awareness of a soldier, both having high potential to save lives of soldiers. 
System Requirements and Assumptions
The desire of the customer was to develop a prototype first generation localization system for a 9-man dismounted crew that would be deployed in and around unmanned vehicles. Discussions yielded the following direct and derived requirements: 

· Vehicle-mounted tracker

· 9 target, two-dimensional tracking

· Range: 2-40m

· 120° Field of View
· 90% Circular Error Probability (CEP) with 1 m diameter

· 1 Hz location update per target
A 12 month timeline was given to provide the system. In order to meet the strict timeline and requirements, some assumptions were made to adequately address the problem. The first major assumption was that the system would be deployed in a channel that would be free of obstructions. This is partially due to the limitations of UWB technology, which require a line of sight between the radios to form accurate locations, and partially due to the time constraints. A network-centric localization scheme is possible, but requires additional exploration into the feasibility of dynamic ranging, and is left for future work. 

Another major assumption that was made was the relative velocity between the vehicle and the dismounted soldier. It was generally assumed that dismounted soldiers near an unmanned vehicle would be patrolling an area. Soldiers would assumedly be loaded with a rucksack of gear, slowing their maximum velocity.

These assumptions simplify the localization problem when using the current UWB technology. The radios used in this effort for multilateration rely on legacy processors which generally slow the range collection process. The rate at which ranges are collected is directly proportional to the overall update rate of localization. The maximum relative velocity assumption also simplifies the localization problem. As the relative velocity of the two bodies increase, the individual range measurements taken from a radio are spaced out over larger and larger distances. As the distances between individual ranges increase, their margin of error goes beyond the measurement metrics that were required for the effort. As relative speeds increase, it becomes more important to have good vehicle pose (position, velocity, and orientation) available when computing the locations of the targets being tracked. 
Challenges

The work offers some significant challenges in both design and development of the system. From a design perspective, the process of forming locations must be distributed over heterogeneous computer architecture because of hardware limitations of the UWB radios. This division of labor must accommodate the real time requirements of the system and allow for future development. There also is a learning curve associated with the capabilities of the UWB radio. This represents a significant body of work that comprised a major portion of the overall system development. However, my primary role was to design and develop the overall system. Contributions in the understanding of the radio hardware and software were made, however the primary role was to utilize this understanding to meet the system objectives. Readers are referred to [5] for a full analysis of the performance of the UWB hardware used in this effort. These results enable the study of effective allocation of time dependent resources in the unpredictable wireless channel, to ensure that each target is accurately updated at a sufficient rate. 
Development of the system requires the application of well studied network principles, knowledge of the physical characteristics of the vendor-specific UWB implementation, knowledge of the wireless channel, and real-time application development. While these are not groundbreaking topics in software development, the benefits and drawbacks of different application spaces must be traded off to develop the working prototype for the customer. 
Previous Work


One of the most well known multilateration systems is the Global Positioning System, which has produced a significant body of work in terms of error measurements and localization techniques. [1]. However, more general work has been done measuring the accuracy of multilateration systems [2][3][4] which apply more directly to the requirements for this system. Significant work has been done in understanding the wireless channel [6] specifically regarding the development and regulation of UWB [7][8][9].  Additionally, significant work has been done on resource sharing algorithms, specifically for multi-process sharing of a processor. [10]  These efforts will be leaned upon to show the benefits of this effort, and are elaborated on more completely in Chapter 2. 
Contributions
This project represents the first known short range multilateration system for multiple targets using a pulsed UWB system. During development of this system, an exhaustive analysis of UWB packet acquisition parameters [5]  was conducted, leading to an optimal range packet parameter selection to meet the system requirements described above. The effects of the wireless channel can be broken down into two root causes, one based on distance dependent affects, and the other due to random small-scale fading. During development of the system, it was realized that resource allocation algorithms could be applied to more effectively utilize the time-sensitive UWB range requests in the wireless channel, making this work one of the more significant aspects of the project. How to allocate these range attempts is a large question, and should account for the large scale distance dependent and small scale random fading effects. This, in combination with practical limits on the computational power of the computing architecture used form a significant contribution. 

Chapter 2 of this document provides an overview of tracking and UWB wireless theory. Chapter 3 provides a design overview of the developed system. Chapter 4 explains the experimentation and results that were obtained, and Chapter 5 concludes the thesis. 

Chapter 2 – Tracking and UWB Wireless Overview
Introduction to UWB localization
Tracking systems, a subset of which are known as multilateration systems, measure the ranges between multiple sensors. Typically, this is done using radio waves. The nature of wave propagation results in a curve, or hyperboloid whose focus is the originator of the wave. [2] Multiple range measurements can be taken, and the intersection of these hyperboloids can be found, producing a relative location of the sensor in question. For the two dimensional problem, the hyperboloid can be simplified as a circular arc with a radius being the measured range. The measured range 
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 is the measurement error. Typical methods of measuring 
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are Time of Arrival (TOA), Time Difference of Arrival (TDOA), Angle of Arrival (AOA) and Received Signal Strength (RSS). [8]  

This effort relied on hardware that utilized the Time of Arrival algorithm. [9] In general, localization can occur by a pair of radios acting in an active range request-response or passive listening to requests. [8] In the active request-response system implemented here, one or more radios are designated a requester, and the target of interest is designated a responder. Each requester initiates the range handshake by taking timestamp 
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 and then submitting a range request. The responder receives this range request, takes timestamp 
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, and processes the range request. Then, the responder takes timestamp 
[image: image7.wmf]3

T

 and replies to the request with the delta time,
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is the known processing delay that occurs in the responder. Next, the requester receives the response, and takes timestamp
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. The total propagation delay can then be computed by the requester as 
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measures the round-trip delay. The measured range is then given by the following equation: 
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 [8], where 
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 is the speed of light.
The TOA algorithm will depend highly on the behavior of the wireless channel. The wireless channel is notoriously unpredictable because it is dominated by two major areas of study: large scale and small scale effects. Large scale effects are primarily caused by terrain and the presence, dimension, and density of objects. [6] The three primary transmission impairments affecting the electromagnetic wave propagation are reflection, diffraction, and scattering. These effects can be partially characterized by the median path loss. The path loss can generally be shown to be proportional to 
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, where n is dependent on the large scale model used. Different models are used to approximate different scenarios, including free space, ground reflection, and two ray models. Small scale effects, however, attempt to characterize rapid fluctuations in received signal strength over very short distances and durations. [6] These small scale effects can be approximated statistically, but practical experimentation shows a widely unpredictable wireless channel. 

The TOA algorithm itself contributes to the overall error 
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 for the measured range 
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. TOA will have greater error in scenarios where there are large amounts of additive noise, the line of sight path is blocked, or high amounts of multipath signal reception in the wireless channel. [8] UWB radio technology helps reduce some of these problems. The FCC defines an Ultrawideband device such that the fractional bandwidth is 
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 or has a 500 MHz minimum bandwidth, both measured at the 
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 dB points. [7] Figure 1 below shows the spectral occupancy of a UWB signal in an indoor environment. The figure illustrates that UWB is designed to be an overlay technology and coexist in the noise floor of existing narrowband radios. 

[image: image20]
Figure 1: FCC Part 15 UWB Emission limit for indoor systems [7]

The FCC Part 15 rules do offer a large amount of bandwidth from 3.1 to 10.6 GHz that UWB devices can operate at an average radiated power of -41 dBm/MHz.  To take advantage of this spectrum, the radios used here transmit short, low power pulses. Early research into UWB began in the 1950’s, and showed many properties of short pulse microwaves, including difficult detection, low interference, high multipath immunity, high resolution ranging and radar, high bandwidth efficiency, and software redefinable, low-cost digital implementations. [8] UWB particularly offers good multipath immunity and the allocated bandwidth can penetrate well through certain types of materials, making UWB a good choice for using TOA for localization. 
 The short pulses can be approximated by the first derivative of a Gaussian pulse in the time domain, known as a Gaussian monocycle. 
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Figure 2: Gaussian Monocycle in the time domain [9]
Here, t represents time and 
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 is the time decay constant. Different types of pulses, like the second derivative Gaussian doublet can also be used. These pulses are also known as symbols. These pulses are not modulated onto a carrier frequency, but are typically filtered and transmitted. The filtering “rings” the signal, increasing their length in the time domain. Without a carrier frequency, the position in time and the order of polarities of the pulse determine the encoded data stream. The fine time resolution of UWB pulses can be adjusted to provide an M-ARY Pulse Position Modulation (PPM) scheme [8]. 
[image: image23.emf]
Figure 3: PPM Example using a Gaussian doublet pulse [8]
Additionally, the order of polarity of the pulses can be changed, as shown in Figure 4. This provides a mechanism for increased data rates when combined with PPM described above. 

[image: image24]
Figure 4: Flip Modulation example using a Gaussian monocycle [9]

A series of pulses in sequence make up a packet, either a range request or a range response. In order to accurately read the data transmitted, the packet must be resynchronized on reception. The radios used here rely upon a special series of pulses known as the acquisition header to resynchronize the signal. After propagating through the wireless channel, the signal has been corrupted by additive noise. A single pulse will no longer necessarily contain valid information, but when relying on many symbols to transmit the same information, you can determine what data was originally being sent. This is accomplished by the receiver integrating over a number of pulses. The number of symbols to integrate over is determined at the system design level. As the number of pulses to integrate over increases, the packet error rate decreases and the overall range increases. The time to acquire and process the packet, however, is directly proportional to the number of symbols and thus increases the processing delay of the packet. This fundamental tradeoff required a full analysis of all acquisition parameters to find the ideal parameter set to meet the system requirements. 
Measure of Accuracy

Ranges, when requested from n different points in space with a minimal time delay between requests, result in a system of linear equations to solve for the location for the Time of Arrival algorithm. Both the number and geometry of the various requestors directly correspond to the location error in the system. A measure of this accuracy has been developed and used by the GPS system, and is known as the Geometric Dilution of Precision (GDOP). In GPS measurements, GDOP is based on psuedoranges and a correction for time offset error. In the more general case where position information is the only concern, this measure of precision is known as Position Dilution of Precision (PDOP) [4].  It can be shown that GDOP or PDOP at its minimum can be
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, this minimum is reached at the center of an N-sided polygon, of which the vertices are the target locations. The minimum is also reached outside of this N-sided polygon, and will increase monotonically and rapidly outside of the polygon [3]. For cases where N = 2, the PDOP values are symmetric about the line which intersects the two requesters. [3]
The geometry of the requesters, SVs (Space Vehicles) in GPS terminology, directly corresponds to the PDOP of the system. This application only shows the PDOP in two dimensional space, but can easily be extended to more dimensions. This example was derived from [1] and provides a full GPS example. 
Each SV has some coordinates in some frame of reference. Using the standard Cartesian coordinate system, 
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 can be calculated from each SV. Using the Pythagorean Theorem:
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Figure 5: Range Equation for a given target location
A directional derivative for each SV can then be calculated n the x and y direction: 
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the PDOP can be visualized in Figure 6.  
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Figure 6: PDOP Values for requesters at x = +/- 1.37 meters.

The figure above shows the PDOP over the field of view requirement for the multilateration system. As PDOP increases, the overall potential accuracy of the system will decrease. As the diagram shows, the system accuracy will degrade as targets head away from the centerline and as distance from the origin increases. These areas were known as the “dark corners” where packet error rate and outliers were higher than locations closer to the center at shorter distances. The increase in PDOP does affect the performance of the multilateration system that was developed for this effort, resulting in the application of resource allocation algorithms for range attempts in the wireless channel.

Chapter 3 – System Design
Design Overview
The multilateration system developed here relied on P210 radios that were purchased from Time Domain Corporation, of Huntsville, AL. The P210 radio uses a pulsed UWB technology, which can be approximated by a Gaussian monocycle of 227 ps. The P210 radio operates over 3.1-10.6GHz of spectrum. The pulse, after leaving the radio hardware and being rung off of the antenna, is approximately 1ms long. A series of these pulses in time make up a packet. 
Each range request or response packet is divided into two major portions, the acquisition header, and the data payload.  The acquisition header plays a key role in minimizing the processing delay in acquiring each packet. The number of pulses that are integrated to correlate the start of a packet are directly proportional to the time deltas. As the number of pulses integrated over time increase, you gain range and robustness due to an effective increase of the signal to noise ratio of the channel. A tradeoff analysis was conducted to minimize these delta times while accounting for overall packet loss and maximum range, taking into account the 1Hz update per target requirement. This exhaustive analysis resulted in a final parameter selection was made for the system.
This parameter selection resulted in a variety of parameter sets that could be chosed to be “optimal”. One set resulted in a <1% packet error rate, but took approximately 25 ms for completion. While this parameter set could have been used successfully, there would be little room for error if the wireless channel changed dramatically. The final parameter set chosen had a successful range calculation in ~11.7 ms. This 11.7 ms drove the algorithm development on the base station, because of the 9 target, 1Hz update requirement. So in 1000 ms, we had 1 range/11.7 ms, or a total possible of 86 range slots per update cycle. Allocating these slots to account for dropped ranges became a prime source of algorithm development for our multilateration system. At this point, it becomes clear that a more accurate description of the system hardware will more effectively show some of the primary design issues that were addressed during development.

Figure 8 shows the system setup from an overhead view. The base station consists of a vehicle mounted single UWB radio with two antennae separated by a distance of 2.74 m (9 ft), represented by the triangles. Figure 7 shows the actual base station that would be mounted to a vehicle.  The station is designed to be mounted on the top of a light-duty class vehicle, to enable tracking of mobile targets from a mobile platform. The antennae used were omnidirectional in nature, but a backreflector was placed behind each antenna to reflect as much of the emitted pulse in the forward path of the vehicle, which resulted in some beamforming. This beamforming increased the overall effective range of the base station. 
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Figure 7: Free Standing Base Station
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Figure 8: UWB Overhead View
Each antenna on the base station acts as its own requester in the system. The advantage of having one radio act as two requesters eases the implementation of synchronizing multiple requesters in the wireless channel, and time correlating the data from each requester. With the range data from a single source, and a known constant distance between the two requesters, location calculation becomes a function of applying the basic rules of trigonometry to valid range measurements. 

Each range measurement also has some degree of error. This is directly related to the signal to noise ratio (SNR) that the radio receives. For the purpose of this system, this error is assumed to be normally distributed around the truth with a DC offset for cable and other system delays.. The wireless channel, cable delay, connectors, and radio hardware all contribute to the degradation of SNR. The error is realized in two ways: dropped (undetectable) packets, and range outliers. 

The connection between the antennae and the radio was shown to be a crucial factor for the number of range outliers for around a given truth point. Each link between the wireless channel and the radio represents a point for additive noise, adversely affecting the signal to noise ratio received by the radio. The initial design relied upon basic cables that were built in the lab. These cables caused difficulties over time, primarily putting a strain on the radio connections. This led to a search for new, more flexible cables. After consulting with a cable and connection expert, it was discovered that the type of cable and number of connectors being used would introduce more loss in the system over the bandwidth of the radio. Upgrading to higher performing cables reduced the number of outliers that were found for ranging at a given truth point. 
The base station is connected to a host platform via Ethernet, a standard PC x86 architecture running Fedora Core 5 Linux. The host performs the back-end, computationally intense range filtering, location computation, and user output. Reasons for using the host platform are twofold. First, it provides a standard interface to the user, and secondly, it handles the more computationally intense range filtering more quickly. 
Division of Labor Tradeoff

The algorithms that produce locations are divided over two computers, the radio and host platforms. The key components of localization for this system are shown in Figure 9 below


[image: image39]
Figure 9: Localization Components

The portion in red is required to be on the radio, and the portion shaded in blue is required to be on the host, only because of the innate requirements of those platforms. Filtering the ranges and computing the locations, however, could be performed on either platform. An analysis was conducted during preliminary design weighing pros and cons when choosing where to place the algorithms in the architecture. 

	
	
	Benefits
	Drawbacks

	Radio
	Range Filtering
	- Radio knows quality of ranges in real time
	-Computationally “intense” and could degrade performance



	
	Location Computation
	- Radio knows target location in real time
	-Floating point operation will degrade performance

-Limited memory on embedded board

	Host
	Range Filtering
	- Filtering is O(N2), not intense for small number (< 20) of ranges for x86 processor
	-Radio is unaware of range quality

	
	Location Computation
	-Floating point operation easily handled by x86

-Large amounts of memory allow Lookup-Table type computation
	-Radio is unaware of target location in real time


Table 1: Design Tradeoffs

With the concern of meeting the 1Hz update requirement, the computational complexity of the range filtering algorithm bore the most weight, and it was decided to leverage the computing power of the host platform instead of gaining real-time knowledge of the quality of ranges and locations of targets. There is potential for enabling the sharing of knowledge across the network, but due to the time constraints of the effort, the benefits of sharing this information were not explored.

Once the decision was made to move the filtering and location algorithms to the host machine, an additional analysis was conducted to determine the most logical way to transmit the ranges to the host using the UDP protocol provided by the radio.  Three possible ways were explored.

	
	Benefits
	Drawbacks

	1 UDP Packet per Range
	- Ranges are delivered to the host in near real time

- Potential for real time filtering
	- Many packets to parse by the host. Could impact performance 

- Many packets to transmit by the Radio. Could impact performance

- Each packet must be identified with a target, complicating implementation

	1 UDP Packet per Target
	- All ranges for a target are delivered simultaneously

- Simple implementation

- Number of packets/cycle is proportional to the number of targets


	- Packet needs to be parsed to determine the start/end of variable length ranges

	1 UDP Packet per Cycle
	- Few packets to transmit
	- Delay in updating earlier ranged targets on the GUI, which could result in customer dissatisfaction


Table 2: Distribution of Labor Tradeoff
To fully trade off these different implementation schemes, a full timing analysis should be conducted weighing the delivery time against the benefits of filtering in near real time. Due to time limitations, this was not fully explored in this effort, and a simple approach of sending 1 UDP packet per target was chosen, enabling moderately fast update rates without a complex implementation of sending a packet for every range. 

UWB Network Design

The UWB network that was designed for multilateration was not built from the ground up. Using the OSI Network model, the physical layer was left open to the developer by the radio manufacturer. An exhaustive analysis was conducted The antenna configurations described above would be the exception. When a packet is transmitted by UWBDataSend, radios within range of the transmitter automatically begin to acquire the packet by correlating the pulses over time. The packet is not actually received until the UWBDataReceive call is made. 
The MAC sub-layer, however, relied upon good network design and use of the UWB Kernel API that was provided. The desired output of the system was the locations of the various targets near the vehicle. The base station was chosen to be a centralized arbiter, or the master in a master-slave network. It relies upon a round-robin arbitration scheme to ensure each target is tracked. Centralized arbitration was used because of the natural base station that was offered by the vehicle. It simplified the implementation and drove the MAC architecture, which worked well in this application space.  A cycle is complete after all 9 targets have been tracked. The wireless channel is a hub-based topology; any targets in range will hear the transmission. For this application, the range request packet with a MAC was sufficient for ranging operations. No data was being transmitted or routed via the UWB network, so the MAC layer communicates directly with the application layer. 
	packetType
	appType
	numWords
	numRamps
	timestamp
	timerContext


Table 3: Acquisition Header
The acquisition header of a range request/response packet is shown in Table 3. These fields are available to the radio prior to actually receiving the packet, allowing decisions to be made whether to receive or clear the packet. This will reduce the burden on the radio of having to receive every detected packet. packetType tells whether the packet is a range request or range response, and appType is a 32 bit unsigned integer, whose value is user selectable. This makes the appType field an ideal candidate to embed a MAC identifier. The MAC is just a statically assigned number from 0 through 9. MAC ID 0 is the base station, and MAC ID’s 1-9 are the targets. 

The primary role of each target is to determine if a received packet is bound for the listening target or another target. In general, the targets idle and listen for a packet. If the packet is both a range request packet, and the MAC matches the respective target, the target responds. If the MAC does not match, the buffer is cleared and the target continues to idle and listen for a packet. The source for the targets can be found in Appendix 2. 


The base station-host combination drives the locations of the targets that are seen by the user. The accuracy of the locations is derived from the accuracy of the ranges. Because the ranges have been assumed to be normally distributed around a given truth, averaging more ranges will help drive the expected value of a given range to its true value.

However, because of the unpredictable nature of the wireless channel, we cannot assume that a range request will result in a range. The target could be in a fade, and the range request or range response could be dropped. Fading can be attributed to two major factors in the wireless channel: large scale effects and small scale effects. Large scale effects are generally distance dependent, while small scale effects are more unpredictable. The combination of the two effects result in unpredictable behavior for any given range request or response. 

While the behavior of a given request or response cannot be predicted, it can be accounted for in different ways. In this system, we are given a hard 1Hz update requirement per target, which, at 11.7 ms per range, results in 
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 range slots available per second. These range slots should be used in an efficient manner to provide as many valid ranges per target to drive the expected value to the true location of the target. 

The naïve approach is to allocate the 
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 slots per target. This approach was used in the data collection process, described briefly in the next chapter. It parallels the pure processor resource sharing algorithm that is often introduced in an operating systems course. [10] This approach is valid and will produce locations over the majority of the field of view. Problems arise, however, when targets enter areas that have a high PDOP. Targets in these areas tend to drop more packets and have a higher number of outliers than targets in areas with a low PDOP, resulting in fewer ranges to effectively compute locations in these high PDOP areas. This would result in targets not being tracked every 1Hz, and violate the system requirements.

This inefficiency led to the research and development of additional algorithms to allocate the range slots to each target effectively. Allocation algorithms have been thoroughly studied and used in process scheduling for operating systems. A proportional share resource algorithm, which is a derivative of the pure processor sharing algorithm was applied to each target. [10] Instead of each target receiving a static 
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Figure 10: Weighted Fair Allocation Equation [10]
The weight 
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 could then be adjusted by the base station based on the performance, the number of dropped packets, to that target. At the beginning of the next cycle, targets with a higher weight will be allocated additional slots

This algorithm will evenly distribute the 
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 range slots over the 
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targets, with the number of slots proportional to 
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. Intuitively, the concept is to allocate more range slots to targets that drop packets above a certain threshold. Also, it is more difficult to handle when targets leave the field of view. This scenario can be accounted for statically, but becomes more difficult for dynamic environments. This will ensure that an adequate number of ranges will be collected, driving the expected value of the ranges closer to their true value. Utilizing all 
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 slots ensures that the system will meet the 1Hz update requirement. Figure 11 shows the logical flow of the Weighted-Fair approach.
`
[image: image54]Figure 11: Weighted-Fair Base Station Logic

While this algorithm can be implemented, it suffers from some practical problems that do not make it an ideal resource allocation algorithm. First, each target has two separate channels, one for each antenna. This doubles the number of computations that must be made for each target, specifically the floating point division and the summation. This does place an additional strain on the legacy radio processor. Secondly, there is an average delay of (86-9) slots * 11.7ms = 900.9 ms between targets every cycle. With the maximum 5 MPH relative velocity, that could contribute to approximately a 2 meter change in position between cycles. This change in position is large enough that small scale effects could change the behavior of the channel drastically, resulting in a major fade and many dropped packets. Essentially, the weight that is assigned provides the correct number of slots for the target, but 900 ms late. Intuitively, this allocation algorithm will not necessarily provide the correct number of range slots for the given wireless channel. Additional analysis is required to fully evaluate the potential of this algorithm for UWB ranging applications, and was not undertaken in this effort due to time constraints for the deliverables.

The intuitive drawbacks of a weighted-fair allocation of range slots led to the development of a more “greedy” algorithm, which was coined On-Demand. The 
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slots were divided into two groups, a guaranteed set and a “banked” set. Instead of preallocating range slots for every cycle, a constant number of 
[image: image56.wmf]k

 slots would be guaranteed per target. With 
[image: image57.wmf]9

=

n

targets, the bank 
[image: image58.wmf]B

 would be determined by 
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 range slots could be allocated on an as needed basis. However, concerns about the independence of the wireless channel between the antennae on the base station led to the allocation of 
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[image: image62.wmf]k

2

 slots per target. The banking equation is then represented by 
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slots are the minimum number of ranges needed to form an accurate location. Guaranteeing range slots per antenna reduces the number of range slots that are available for dynamic allocation, or the bank size. A full tradeoff study of bank size, minimum guaranteed slots, and packet error rate was not conducted here due to time constraints and is slated for future work. For this application, 
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. These choices were based on system requirements and limited experimentation. They resulted in good, but potentially suboptimal performance. 

The round robin scheme employed by the base station iterates through every target. Prior to ranging to a given target, a loan 
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, where d is some constant is issued to the target. The divisor d ensures that no one target will be too greedy and consume the entire bank, and if 
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This loan amount is then deducted from the bank, making 
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 . The base station then attempts to range to the selected target. The total number of slots initially allocated to the target, for both antennae, is 
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.The goal is for each antenna to have 
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successful range requests. Each antenna first consumes its k allocated slots, then uses the loan 
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The target will continue to consume ranges until the minimum 
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 Figure 12 shows the final base station logic.

The benefits to an on-demand approach to range allocation were not fully analyzed, but intuitively, it adapts more readily to the wireless channel, specifically small scale random fading effects. As a target moves in the environment, a fade in the channel may occur, causing a dropped packet. If we allocate another attempt for this target immediately, the target has an opportunity to recover from the fade (by the assumed slight movement of either the vehicle or target) and successfully range. By having more successful ranges, the expected value of ranges from both antenna should be closer to their truth value, enhancing the accuracy of the resultant location. 

[image: image76]Figure 12: On-Demand Base Station Logic
Host Design

Locations are generated from the ranges supplied to the host from the base station. Both antennae A and B supply ranges in independent wireless channels. The system takes the sets of ranges
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, the location at time k for target i. Time is not represented as ticks or seconds, but the last location formed for the given target. This section details the host process for producing
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that is shown on the GUI.

A variety of situations can occur when the ranges are provided to the host for location processing. Because each antenna is in its own independent wireless channel, it is possible that one or both drop all possible ranges. This can be represented as 
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, where X is the antenna.  Here, 0 represents a lack of ranges from antenna X, and 1 represents the presence of 1 or more ranges.
The validity of a given location L at time k for target i, 
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is initially a logical AND of 
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. Table 4 below shows the Boolean logic: 
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	0
	0
	0

	0
	1
	0

	1
	0
	0

	1
	1
	1


Table 4: Valid Location Logic
After 
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are filtered to remove outliers. The filtering used here makes the assumption that the ranges are generally true, and looks to remove the two largest outliers from the group. From there, 
[image: image94.wmf])

(

k

A

and 
[image: image95.wmf])

(

k

B

are averaged to form
[image: image96.wmf])

(

k

A

and
[image: image97.wmf])

(

k

B

. These are then used as two of the sides in a law of cosines computation, the third side being the known distance between the two antennae, to compute
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is the driver for the user interface. A smart approach was taken to displaying the various targets on the screen because of the possibility that our assumption regarding both
[image: image100.wmf])

(

k

A

and
[image: image101.wmf])

(

k

B

being generally true could be incorrect. Therefore, 
[image: image102.wmf])

(

k

V

i

L

 is also based on the Euclidean distance between
[image: image103.wmf])

(

k

L

i

and
[image: image104.wmf])

1

(

-

k

L

i

 if 
[image: image105.wmf]1

)

1

(

=

-

k

V

i

L

. In other words, it ensures that the target cannot move greater than some threshold. Because this project assumes a maximum relative velocity of 2.23m/s (5 mi/hr), a threshold of 5 meters was chosen. The pseudocode below shows the design of the Euclidean distance filter: 
if(VLi(k) == 1 && VLi(k-1) == 1)

{

if (Euclidean Distance(Li(k),Li(k-1) ) > Threshold)

VLi(k)=0;

}

Now that 
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 is determined, the desired output Z can be displayed to the user. Table 5 shows the various combinations, where X represents a “don’t care” in classical Boolean logic, and Ø, the empty set, represents when the target will be absent from the user interface.  The index m represents the maximum depth in time that locations will be stored.
	VL(k)
	VL(k-1)
	…
	VL(k-m)
	Z

	
	
	
	
	Color
	Location

	1
	1
	X
	X
	Green
	Li(k)

	1
	0
	X
	X
	Green
	Li(k)

	0
	1
	X
	X
	Yellow
	Li(k-1)

	0
	0
	{0,1}
	{0,1}
	Red
	Li(k-j)=1 1<j≤m

	0
	0
	0
	0
	Ø
	Ø


Table 5: User Display Logic
The following flowchart shows the structure of the host algorithm:  

[image: image107]
Figure 13: Host Design
The pseudocode of this algorithm is shown here: 
while(1)

{


rcvUDP()


parseUDP()


if(A(k) == OK && B(k) == OK)


{



VLi(k) = 1;



AbsValFilter() // or votingFilter();



(Abar, Bbar) =average(A(k), B(k))



Li(k) = computeLocation(Abar, Bbar);



if(VLi(k) == 1 && VLi(k-1) == 1)



{




VLi(k) = minDistFilter(threshold)



}


}


else


{



VLi(k) = 0;


}


(Li(t), Color) = Lookup Table(VL(k):VL(k-m))


show(Li(t), color);

}
User Interface
A user interface needed to be designed and implemented to display the output of the tracking system to the customer. The following requirements were developed and was developed for an undergraduate-level project. 

· Display 120° Field of View up to 40 m
· Display up to 9 targets

· Enable color changes of the 9 targets

· Show targets beyond 120° FOV/40m distance

· Full screen viewing of GUI

· Linux Implementation using QT 4.x

Chapter 4 – Simulation, Experimentation, and Results
During the course of determining the optimal parameter set, it became apparent that an output of the collection process would be a large database of information regarding the performance of the radios in the wireless channel. This database enabled the development of the Weighted-Fair and On-Demand algorithms described in Chapter 3. It is important to note the static data collection process and some of the analysis that led to the development of the allocation algorithms. 

Static Data Collection Process

The data was collected using the same base station for the actual system, but it was mounted on top of a rotary table/laser range finder truth system. This system was one of the more innovative tactics employed for a task that is usually manpower intensive. Typically, when evaluating a system, a survey is made. The survey tools are then moved, and the equipment to measure is placed where the survey was. This produces some error, no matter how small, that will be incurred when measuring from the true ground survey points to the system being measured. It also requires time and two sets of hands for greatest accuracy. The combination of a rotary table and laser rangefinder eliminate this error and the need for two people for data collection. Figure 14 shows the rotary table/laser rangefinder rig.

[image: image108]
Figure 14: Rotary Table/Laser Rangefinder Rig

This enabled the database to be built quickly, by placing the target at a desired distance from the rig, and collecting range measurements. The entire field of view could then be evaluated not by moving the target, but by changing the relative position of the rig through turning the rotary table. This database was then post-processed to fully evaluate the results of the chosen UWB parameter set. These results are shown in the next section. 
Static Testing Results

Figures 15, 16, and 17 show the results of one of the channels that data was collected for. Each figure shows one of the static points, for which ~450 locations were computed. Locations here were computed using 5 per antenna, in the order they were taken in the wireless channel. The ranges were then filtered, and location was computed using the law of cosines. The percentage of locations that were computed that fell within a 1m, .5m or .25m are indicated by the color at each location. 

As seen here, the figure clearly meets the specification, having nearly 100% of all points over the entire field of view within the 1m requirement. As the 1m number was reduced, the true errors of the system were shown. The .25 m results were very telling; they showed the results being poor in a certain area, but then improving ad distance increased.. While UWB is generally more resistant to multipath, it is not immune to it, and it is believed that at these points the multipath was causing a two-ray fade. 

[image: image109]
Figure 15: 1m CEP of locations (The Requirement)


[image: image110]
Figure 16: .5m CEP of locations


[image: image111]
Figure 17: .25 m CEP of locations

Get-5/Weighted Fair/On-Demand Comparison

On average, 92% of the locations computed fell within the 1m circle when using the Get 5 approach. The remaining 8% of locations were broken into two categories. About 2% of the location errors were due to range outliers or drops. These locations could be accounted for by a weighted fair, on demand, or a hybrid algorithm to dynamically allocate range attempts, reducing the number of dropped packets. Including the filtering algorithms and the knowledge of range outliers on the radio would also affect this 2% theoretically. Practically, running the Weighted Fair or On-Demand algorithms on the database did not show a major improvement over the Get-5 approach. 

The surprising result is that the remaining 6% of packets were caused by a DC offset in the ranges received. The distribution of these ranges tended to be normal, but had a distant dependent DC-bias. The bias increased proportional to distance. However, the causes of the bias could not be separated out. The bias could be due to channel or system effects. The bias, however, was not linearly dependent on the distance. There was a noticeable change at some points, specifically around the two-ray fade that was encountered. An offset factor was calculated and was used to correct the ranges, helping to adjust for the DC bias. These results are intriguing and need further exploration to fully understand why the bias occurs and how to correct for it. 
Mobile Data Collection Process

The concept of collecting mobile data was not originally required. This new requirement led to the development of a low-cost ground truth system for relative positioning. In order to collect mobile data, numerous approaches were explored. One option included using Subscription GPS (SGPS) with an average error of ~2cm.  The targets would then be placed and a large sample of GPS measurements would be taken to accurately know their position globally. The SGPS unit would then be moved to the vehicle, and the vehicle position would be recorded. Assuming the clocks between the data collection and ground truth computers, the vehicle position could be synchronized during post processing. The primary reason this option was not utilized was the lack of SGPS hardware that was available. The requirement was not initially calculated into the budget, and additional funds were not made available. This prohibited development of the mobile ground truth system with SGPS.

The lack of resources resulted in a “poor mans” ground truth system, which consisted of a metal bar that extended down and away from the vehicle mount. This bar would then hit spring-loaded stakes which were surveyed. The spring on the stake would return back to its truth every time the man driven vehicle would hit the bar. The question remained how to synchronize position of the vehicle with the UWB system. Many solutions were suggested, including an embedded processor interface at each stake, but due to cost and time restrictions, a human operator used the keyboard to synchronize position of the vehicle. The end result was a list of timestamps that were correlated to when the vehicle passed a stake and the logged UWB output. 
The mobile scenario tested was designed to simulate a standard army formation, a squad leader with two patrolling flanks. A snapshot showing the formation is shown in Figure 18. 
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Figure 18: Mobile Testing Scenario
The vehicle is located at the bottom of the figure. The mounted UWB system is shown in Figure 19. The pickets are shown as a “+”,  targets shown as an “x”, the circles are 1m in diameter centered around the truth, the diamonds are the measurements of the UWB system, and the red points between the pickets show the estimated position of the vehicle. 

[image: image113]
Figure 19: Vehicle Mounted Base Station
Mobile Testing Results

	Target
	Average Error
	Standard Deviation

	1
	0.9473
	0.8842

	2
	0.9497
	0.9159

	3
	1.0852
	1.1085

	4
	1.3251
	1.1919

	5
	1.4862
	1.3516

	6
	0.9478
	0.9871

	7
	1.4974
	1.3571

	8
	1.2592
	1.1999


Table 6: Mobile Testing Results
The results shown here are not extremely reliable, as shown by the large standard deviations in Table 6. These results can be attributed to a number of factors, primarily inaccurate vehicle pose estimation and human interface latencies.

The vehicle pose estimation contributes in large part to the variation that was measured during mobile testing. Pose is the combination of position, velocity and orientation in all 6 degrees of freedom. The assumption of a constant vehicle pose adds error into the mobile measurements. The yaw of the vehicle was not measured and assumed to always be perpendicular to the forward path of the vehicle. A small angular error estimate at large distances will create a large distance error relative to truth.  Additionally, the speed of the vehicle was estimated and assumed to be constant between the posts; the average velocity between the stakes was used. This was calculated using the known distance between the stakes and the timestamps that were logged during testing. In reality, the vehicle had some acceleration and deceleration between the stakes. 2-3 MPH. This will contribute to the longitudinal error. Finally, the latencies of human reaction times need to be accounted for. The individual logging the times that the vehicle hit the stakes could be anticipated or missed by fractions of a second, contributing to the large standard deviations in the measurement error above. 
Chapter 5 – Future Work and Conclusion
Future work
This work did make some significant assumptions regarding the wireless channel, behavior of the targets, relative velocities, and field of view. These assumptions limit the scope of the problem and make it less attractive for practical applications.  Some topics of future work are briefly explored here, which address certain problems that inhibit the current system from practical application. A driver of future research should attempt to address the 8% of locations that fall outside the 1m circle. 
2-D Occluded Channels

One of the largest assumptions made in the entire effort was that the channel would be considered “open” and lack any kind of obstructions. Tackling the problem of obstructions in the channel could be overcome by fundamentally changing the radio, by moving its center frequency, thereby increasing the UWB pulse penetration through objects, or using a network-centric localization scheme. Because the hardware design for the radios is controlled by the manufacturer and regulated by the FCC, a network-centric localization scheme presents some unique challenges. 

Currently, the system degrades in performance and cannot localize when targets do not have line of sight to both vehicle antennae, as shown in Figure 20. 


[image: image114]
Figure 20: NLOS Problem
A network-centric localization scheme, however, could enable targets that are only within line of sight of one or no antennae from the vehicle mounted tracker. This could be done by making use of the underutilized targets. Currently, targets simply cast off packets that do not match with the MAC address, and are utilized only 1/9 of the time. That leaves approximately 800 ms that targets could form a dynamic base station and localize other targets. This could be accomplished using a different PN-code to not interfere with the main channel. This information could then be transmitted over the network by embedding the data in the range requests. Figure 21 outlines this network centric approach, which increases the overall robustness and utility of the localization system. 

[image: image115]
Figure 21: Network-Centric Localization

3-D Localization/Increased 2-D Field of View
Localization in three dimensions and/or increasing the field of view in 2-D is also a desirable function of the network. Currently, the radios offer two antenna ports, but 3-D localization would require ranging from 4 or more antennae, and increasing the field of view would require 3 or more antennae. This problem requires the time synchronization of multiple radios either through an RS-232 port or the Ethernet port provided by the manufacturer. Various RS-232 time synchronization devices exist, or an NTP time server could be procured to synchronize the radios. Implementing and overcoming the timing limitation is critical to providing a more robust capability for tracking applications. 

The benefit of increased antennae for 2-D FOV applications becomes obvious when you observe a PDOP plot for 3 antennae. For an antennae configuration of
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, the PDOP is greatly reduced. Comparing Figure 22 and Figure 6, the reader will notice a reduction in both the value and the order of magnitude of the PDOP, just with the addition of one antenna. The tradeoff here is the time required to process the additional range measurement. To maintain the current 1Hz requirement in the current field of view with similar accuracies, the number of targets would need to decrease.
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Figure 22: PDOP for 3 SV's
Vehicle Tracking for Robotic Convoy
The current size and form factor of the radios fundamentally limits their application for personnel tracking. While it is anticipated that the size will be reduced and the form factor will improve, the size and power restraints of the radio would work well on a vehicle borne application, specifically for localization of a lead vehicle for robotic convoy applications. Robotic Convoy is a technology that is currently being developed to reduce the burden of a driver by automating the driving function. UWB based positioning would enable the relative locations of the vehicles to be known throughout a convoy, as well as a robust digital communications link. Depending upon the scenario of the convoy, the field of view may need to be increased, allowing for operations in urban environments. The digital communications capability would provide a robust channel allowing the convoy to relay other mission critical information without the requirement of an additional radio. This work seems to be the “low hanging” fruit and is currently being pursued by the U.S. Army.
Conclusion
In summary, this work has provided a greater understanding of UWB networking at the physical, MAC, and application layers. It has enhanced my understanding of wireless network topology and arbitration. I have gained a greater understanding of localization and multilateration system, and begun to explore algorithms for allocation of time sensitive resources, hoping to enable more efficient and better performing localization techniques.

I have gained knowledge and understanding of designing, building, and testing a real system, which goes far beyond the statistical analysis presented here. The process of design, refinement, analysis and implementation are far more complicated than I ever understood, and require considerable effort from many people. Coordinating resources, arranging for a test site, conducting the test, and analyzing the results are all difficult and time consuming tasks. I would like to take this opportunity to thank Dr. Paul Richardson and Vartan Kasheshian for their insight, support, and commitment to this project. It requires a close knit team of individuals willing to support the end cause to produce the results seen here with the resources available in the given time. Without their support and wisdom, this project would not have been successful. Their dedication and long nights in the lab contributed greatly not only to this project, but to my learning and growth as a member of the scientific community. Their support was invaluable, and will certainly not be forgotten. 
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Appendix B – Source Code
Base Station Source

STATUS umdRequesterProc_OD_AntSwitch(int odqBank, int bankDiv)

{

    int                 updateRate  = 0; /*not used */

    char                buffer[1024];/*not used */

   
/* Scan variables */

   
uwbDemodScan_t      scanParams;

   
int                 scanTxScanWords = 1;

   
size_t              scanOutputSize;

   
/* Leading edge dection variables */

   
int                 ledIndex;

   
int                 ledRxCorrection;

   
/* Time of flight variables */

   
int                 range;

   
int                 rangeInBins;

   
double              rangeInFeet = 0;

   
/* Tx variables */

   
uwbPacket_t         txPacketType = uwbPacket_rangeRequest;

   
uint32_t            txAppType    = 1;

   
radioRequestMsg_t   txData;

   
int                 txDataLength;

   
/* Rx variables */

   
uwbPacketInfo_t     rxPacketInfo;

   
radioResponseMsg_t  rxData;

   
static long         rxRawScan[RADIO_SCAN_SIZE];

   
static long         rxProcessedScan[RADIO_SCAN_SIZE];

   
int                 rxBias;


size_t

   

rxPacketSize;


int 

    i, j; 






/*indicies*/


int 

    myRanges[minOD4ranges*2]; 

/*for rangeInBins*/


int 


macCtr;






/*mac loop index*/


int 


droppedCount;


int 


bStart = 0;


int 


idx;






/* index into the storage array */


int



attempt;





/* number of attempts taken at a given time */


int



antDone[antennae];



/* "boolean" to see if antenna is done */


int



index[antennae];



/* index for each antenna */


int



needed[antennae];



/* needed for each antenna */


int



dropped[antennae];



/* dropped for each antenna */


int



attempts[antennae];



/* attempts for each antenna */


/*odq variables*/


int



odqLoan = 0;




/* the loan given out per channel */


int 


neededRanges;




/* the ranges needed in the channel */


enum STATE targetState[MAXTARGETS];



/* the state variables of each target */


int 


aliveCnt = 0;




/* the variable to count if all drops are being passed to the host. determines the state change*/




/* udp variable - to convert each range to ASCII string */


char rng[20]; 


float rcvTimeout = ((float)sysClkRateGet()*.02);


/*for timing*/


uint32_t last = 0;


uint32_t cur, delta;


float timeConv, time;


timeConv = (1.0/ARM_OSCR_FREQ)/1000000; /*ticks*timeConv = milliseconds*/


txDataLength = 1; 


printf("****** UofM - Dearborn Requester - ODA******\n\n");


udpSetup();


/* initialize the state of each target */


for(i = 0; i<MAXTARGETS; i++)


{



targetState[i] = active;


}


if(bfRangeInit() != ERROR)


{



printf("Range Initialization Completed.\n\n");


   

/* Get my scan parameters, i'm going to need them for cacluations later */

    
status = uwbDemodScanParamsGet(rangeGlobal.contextId, &scanParams, &scanTxScanWords);

   

CHECK_STATUS("uwbDemodScanParamsGet");

    
/* Load my context into radio */



status = uwbContextLoad(rangeGlobal.contextId);

  

CHECK_STATUS("uwbContextLoad");

   

/* Start the radio */

   

status = uwbRadioStart();

   

CHECK_STATUS("uwbRadioStart");



while(1)  { 



/*mac loop*/



for(macCtr = 1; macCtr<=MAXTARGETS; macCtr++) /*MAXTARGETS*/



{;




aliveCnt = 0;







/* reset to zero for each target */ 




/* issue the loan per target */




if(odqBank > bankDiv)




{





odqLoan = odqBank/bankDiv;




}




else




{


 


odqLoan = odqBank;




}




odqBank = odqBank - odqLoan;




/* clear the old ranges out... drops are not marked as we go */




for(i = 0; i<minOD4ranges*2; i++) 




{





myRanges[i] = -1;




}




/* initialize bookkeeping variables */




index[0] = 0;




index[1] = minOD4ranges;




for(i = 0; i<antennae; i++)




{





dropped[i] = 0;





needed[i] = minOD4ranges;





attempts[i] = minOD4ranges;





antDone[i] = 0;




}


/*

fprintf(stderr, "mac = %d  antDone[0]=%d  antDone[1]=%d\n", macCtr, antDone[0], antDone[1]);  */




while(antDone[0] == 0 || antDone[1] == 0)




{





/*fprintf(stderr, "mac = %d  antDone[0]=%d  antDone[1]=%d\n", macCtr, antDone[0], antDone[1]); */





for(i = 0; i < antennae; i++)





{





if(i == 0)






uwbAntennaModeSet(uwbRxPort0TxPort0); /*antenna port A*/





else /*j == 2*/





{






uwbAntennaModeSet(uwbRxPort1TxPort1); /*antenna port B*/





}





CHECK_STATUS("uwbAntennaModeSet");





/*fprintf(stderr, "set ant\n");*/






idx = index[i];






neededRanges = needed[i];






droppedCount = dropped[i];






attempt = attempts[i];




/*
fprintf(stderr, "attempt = %d needed = %d\n", attempt, neededRanges);*/






if(attempt > 0 && neededRanges > 0)






{







attempt = attempt - 1;







/*fprintf(stderr, "attempt = %d\n", attempt);
*/







status = uwbDataSend(txPacketType, macCtr, (uint32_t *)&txData, txDataLength, scanTxScanWords); 





   

CHECK_STATUS("uwbDataSend"); 







memset((char *)&rxData, 0, sizeof(rxData)); 






/*
fprintf(stderr, "rng= %3.2f \n", range); */


 
 
  
 
   
if (uwbDataReceive(rangeGlobal.contextId, &rxPacketInfo,/*sizeof(rxPacketInfo),*/ (uint32_t *)&rxData, sizeof(rxData)/4, rxRawScan, 

  
         



 sizeof(rxRawScan)/4, rcvTimeout) == OK) 

 

   
    

{

 

           


/* Lets look at the code slip */

   

         


status = uwbTxToRxDiff(rangeGlobal.contextId, &rxPacketInfo.timerContext, &range);

     
      



CHECK_STATUS("uwbRangeSnap");

 

           


/* Let's deinterleave the data */


            


utilScanDeinterleave(scanParams.enable, rxRawScan, rxPacketInfo.numRamps, rxProcessedScan, sizeof(rxProcessedScan)/4, &scanOutputSize);

 

           


/* Decode the received acquire bias correction (in frames) and convert to bins */


            


rxBias = rxData.biasFrames*32768 + rxData.biasBins;


            


/* Let's calculate a leading edge detection on the processed scan */

 

           


computeLed(rxProcessedScan, scanOutputSize, &ledIndex);


            


/* Convert to bins from lockspot */

 

           


ledRxCorrection = scanParams.start + (ledIndex*scanParams.stepSize); 


            


/* Let's determine actual range using LED corrections and antenna bias */

 

           


/*   note:  the rxBias and ledRxCorrection both should be negative numbers. */

   
        



 rangeInBins = range + rxBias + ledRxCorrection + rangeGlobal.electricalDelay; /* originally subtracted the electricalDelay */

       
 
    


/* Convert to feet */

        
    


/*    note:  the rangeInBins is the full time of flight (both legs of the trip), we */

          

  


/*       want the time of flight for one leg, ..so we divide by 2. */

            



/*rangeInFeet = ((utilBinToPs(rangeInBins)/1000.0)/1.0167015)/2.0;*/






/*

fprintf(stderr, "rng in bins = %d\n", rangeInBins); */








myRanges[idx] = rangeInBins;








neededRanges = neededRanges - 1;








idx = idx + 1; 








/* KEEP THIS FOR LATER */








/*printf("Range in feet = %7.2f\n", rangeInFeet);








printf("Snd/Rcv time= %f ms\n", (stopRangeHandshake-startRangeHandshake)*(1.0/ARM_OSCR_FREQ)/1000);








printf("Calc time =%f ms \n\n", (stopRangeCalc - stopRangeHandshake)*(1.0/ARM_OSCR_FREQ)/1000);*/


     
       


/*DEBUG_PRINT(("-> got response. %7.2f ft. took %7.3f ms (%d)\n", rangeInFeet, rangeStopwatch, ledRxCorrection));*/

 

       


}







else







{








droppedCount = droppedCount + 1;








if(odqLoan > 0)








{









attempt = attempt + 1; 









odqLoan = odqLoan - 1; 








}







}







index[i] = idx;







dropped[i] = droppedCount;







needed[i] = neededRanges;







attempts[i] = attempt; 






}






else






{







antDone[i] = 1;






}





}




}




odqBank = odqBank + odqLoan; /* add the leftover loan back to the bank */




for(i = 0; i<2*minOD4ranges; i++)
/* determine if the target is in the FOV */




{





if(myRanges[i] == -1)






aliveCnt++; 




}




if(aliveCnt == 2*minOD4ranges)

/* set the target state */ 




{





targetState[macCtr-1] = idle;




}




else




{





targetState[macCtr-1] = active;




}




/*send the range data to the host*/




msgSize = sprintf(msg, "%d$%d$%d$%d$%d$%d$%d$%d$%d\n\0", myRanges[0], myRanges[1], myRanges[2], myRanges[3], myRanges[4], myRanges[5], myRanges[6], myRanges[7], macCtr);




udpSendMsg(msg, msgSize);



} /* end for macCtr = 0:MAXTARGETS loop */



}  /* end while forever loop */


}


else


{



printf("Range Initialization Error\n\n");


}

/*
msgSize = sprintf(msg, "asdfasdfasdf\0");


udpSendMsg(msg, msgSize);*/


udpCleanup();


uwbRadioStop();


uwbContextDelete(rangeGlobal.contextId);


fprintf(stderr, "Program terminated successfully");

}
STATUS udpSetup(void)

{


sockHandle = udpSocketCreate(MYPORT);


if(sockHandle == 0)


{



die("Socket could not be created\n");



return(ERROR);


}

}

STATUS udpCleanup(void)

{


if(udpSocketDelete(sockHandle) == ERROR)


{



die("Error Closing Socket");


}

}

int udpSendMsg(char* msg, int msgSize)

{


int bytesSent = -2;


bytesSent = udpSocketSend(sockHandle, MYPORT, "10.1.4.1", msg, msgSize);


return bytesSent; 

}

STATUS bfSetParams(int acqInt, int scanParamsStart, int scanParamsStop, int scanParamsStep, int dwellRamps, int threshold)

{

    /* Local variables */

    uwbDemodScan_t  scanParams;

    int

    stepSize = 0; 

    if(uwbIsRadioStarted())


uwbRadioStop();

    /* Calculate antenna bias */

    rangeGlobal.electricalDelay = embRangeCalcElectricalDelay();


/*Display Electrical Delay*/


printf("Electrical Delay = %d\n\n", rangeGlobal.electricalDelay);

    if (uwbContextCreate(&rangeGlobal.contextId) == ERROR)

    {

        printf("uwbContextCreate() failed\n");

        return(ERROR);

    }


status = uwbAcqThresholdSet(rangeGlobal.contextId, threshold);


CHECK_STATUS("uwbAcqThresholdSet");

    status = uwbIntegSet(rangeGlobal.contextId, acqInt, 16); /*data integration is always 16*/

    CHECK_STATUS("uwbIntegSet");

    /* Set the desired scan parameters struct */

    scanParams.enable     =  1;

    scanParams.start      =  utilPsToBin( scanParamsStart * 1000);  

    scanParams.stop       =  utilPsToBin( scanParamsStop * 1000);  

    scanParams.stepSize   =  utilPsToBin( scanParamsStep );    

    scanParams.dwellRamps =  dwellRamps;

     /* Apply the scan parameter settings in my context */

    status = uwbDemodScanParamsSet(rangeGlobal.contextId, &scanParams);

    CHECK_STATUS("uwbDemodScanParamsSet");

}
STATUS bfRangeInit()

{

    uwbInit();


status = uwbCustBoardSerNumGet(&serialNum);


CHECK_STATUS("uwbCustBoardSerNumGet");


fprintf(stderr, "serialNum = %d\n", serialNum);


/*myMac is apptype, must be a byte*/


if(serialNum == 701) /*all targets have to have the serial numbers entered here*/



myMac = 0;


else if(serialNum == 967)



myMac = 1;


else if(serialNum == 992)



myMac = 2;


else if(serialNum == 505)



myMac = 3;


else if(serialNum == 509)



myMac = 4;


else if(serialNum == 508)



myMac = 5;


else if(serialNum == 496)



myMac = 6;


else if(serialNum == 706)



myMac = 7;


else if(serialNum == 699)



myMac = 8;


else 



myMac = 9;


fprintf(stderr, "myMac = %d\n", myMac);

    status= bfSetParams(32, -25, 5, 20, 1, 60); /*acqInt, scanParamsStart, scanParamsStop, scanParamsStep, dwellRamps, threshhold*/

    return status;

}
Target Source

STATUS umdResponderProc(void)

{


/* Local variables */

   
char                buffer[1024]; 

   
/* Context variables needed for acquire bias calculation */

   
uint32_t            acqRamps;

   
int                 acqIntegration;

   
uint32_t            payloadCodeLength;

   
/* Scan variables */

   
uwbDemodScan_t      scanParams;

   
int                 scanTxScanWords = 1;

   
size_t              scanOutputSize;

   
/* Leading edge dection variables */

   
int                 ledIndex;

   
int                 ledRxCorrection;

   
/* Rx variables */

   
uwbPacketInfo_t     rxPacketInfo;

   
radioRequestMsg_t   rxData;

   
static long         rxRawScan[RADIO_SCAN_SIZE];

   
static long         rxProcessedScan[RADIO_SCAN_SIZE];


size_t



sizeRxProcessedScan;


size_t



sizeRxData;


size_t



sizeRxRawScan;


/*size_t

    rxPacketSize;*/

   
/* Tx variables */

   
uwbPacket_t         txPacketType = uwbPacket_rangeResponse;

   
uint32_t            txAppType    = 0;

   
radioResponseMsg_t  txData;

   
int                 txDataLength;

   
uint32_t            txAcquireBias;


/*timeout Variable*/


float responderTimeout = (sysClkRateGet()*3);


sizeRxData = sizeof(rxData)/4;


sizeRxRawScan = sizeof(rxRawScan)/4;


sizeRxProcessedScan =  sizeof(rxProcessedScan)/4;


/*udpSetup();*/ /*FOR TIMESTAMPING... KEEP FOR NOW*/


printf("****** UofM - Dearborn Responder****** \n\n");


if(bfRangeInit() != ERROR)


{




/*
printf("Range Initialization Completed.\n\n");*/

    

/* Get my scan parameters, i'm going to need them for cacluations later */

    

status = uwbDemodScanParamsGet(rangeGlobal.contextId, &scanParams, &scanTxScanWords);

    

CHECK_STATUS("uwbDemodScanParamsGet");

    

/* Get the number of acquire ramps */

    

status = uwbAcqTotalRampsGet(rangeGlobal.contextId, &acqRamps);

    

CHECK_STATUS("uwbAcqRampsGet");

    

/* Get the acquire integration */

    

status = uwbIntegAcqGet(rangeGlobal.contextId, &acqIntegration);

    

CHECK_STATUS("uwbIntegAcqGet");

    

/* Get the payload codelength */

    

status = uwbCodeFileLenGet(rangeGlobal.contextId, uwbCodefile_payload, &payloadCodeLength);

    

CHECK_STATUS("uwbCodeFileLenGet");

    

/* Calculate the acquire bias ((txAcq1 + delimiter + flush and idle) % codelength) in frames */

    

txAcquireBias = ((acqRamps*acqIntegration) + (1*acqIntegration) + 16 + 16 + 2)%payloadCodeLength;

    

/* Load my context into radio */

    

status = uwbContextLoad(rangeGlobal.contextId);

 
  

CHECK_STATUS("uwbContextLoad");

    

/* Start the radio */


   

status = uwbRadioStart();

    

CHECK_STATUS("uwbRadioStart");

    

/* Print out some debug info */

    

printf("Radio is started.\n\n");

    

while (1)

   


{

        

/* Check for receive, ..timeout after 3 seconds */

        

/*memset((char *)&rxData, 0, sizeof(rxData));*/





status = uwbPacketInfoGet(rangeGlobal.contextId, &rxPacketInfo,/*sizeof(rxPacketInfo),*/ responderTimeout);





if(status == OK)





{






if(rxPacketInfo.appType == myMac)






{







printf("Inside myMac\n");







/*sizeof needed for v2.1 of firmware*/


     
   


if (uwbDataReceive(rangeGlobal.contextId, &rxPacketInfo,/*sizeof(rxPacketInfo),*/ (uint32_t *)&rxData, sizeRxData, rxRawScan, sizeRxRawScan, responderTimeout) != OK)

 

       


{

           
 



/* Timed out */

   
        



fprintf(stderr, "Responder: timed out\n");

    
    


}

     

   


else

       

 


{ 

         

   


/* Let's deinterleave the data */

           

 


utilScanDeinterleave(scanParams.enable, rxRawScan, rxPacketInfo.numRamps, rxProcessedScan, sizeRxProcessedScan, &scanOutputSize);


            


/* Let's calculate a leading edge detection on the processed scan */

 

           


ledRxCorrection = computeLed(rxProcessedScan, scanOutputSize, &ledIndex);


            


/* Convert to bins from lockspot */

 

           


ledRxCorrection = scanParams.start + (ledIndex*scanParams.stepSize); 


            


/* Encode the correction in the response data */

 

           


txData.biasFrames = (-1)*txAcquireBias;

   

         


txData.biasBins   = ledRxCorrection - rangeGlobal.electricalDelay;


            


/* Calculate the size of the packet in bytes */

 

           


txDataLength = (sizeof(txData) - (CHAT_MESSAGE_SIZE - strlen(txData.chatMsg)));

 

           


/* Convert to word aligned words */

   

         


txDataLength = (txDataLength + 3)/4;

 

           


/* Send the range response */

   

         


status = uwbDataSend(txPacketType, txAppType, (uint32_t *)&txData, txDataLength, scanTxScanWords);

     

       


CHECK_STATUS("uwbDataSend");







}







} /*end if MAC compare */






else






{







/*fprintf(stderr, "MAC did not match. Should clear buffer here\n");*/







/*ticks.start = *ARM_OSCR_ADDRESS;*/







uwbDataMblkReceive(rangeGlobal.contextId, &rxPacketInfo,/*sizeof(rxPacketInfo),*/ NULL, NULL, sysClkRateGet()*0.5); /*Discards the Packet*/







uwbRadioStop();







uwbRadioStart();







/*ticks.stop = *ARM_OSCR_ADDRESS;*/







/*rsCnt = 0;*/






}





} /*end if uwbPacketInfoGet */





/*msgSize = sprintf(msg, "%u %u\n", ticks.start, ticks.stop); /*for timestamping. KEEP FOR NOW*/





/*udpSendMsg(msg, msgSize);*/

        
} /*endwhile*/






} /*endif*/


else


{



fprintf(stderr, "Range Initialization Error\n\n");



/*udpCleanup();*/


}

}
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