Oracle Database System Workload Characterization:  Part-III - Effective Stress Testing  


This part deals with the considerations enveloping in system load testing and stress testing to verify scalability or predict response times prior to production implementations for SLA negotiations.





Problems with usual application scalability testing approaches:


Data server scaling is typically implemented through ramping up the virtual end user, through a product suite like Win/Load runner from MercuryInteractive. Some drawbacks to such rapid testing approaches are-


The ramp up is generally applied to a few selected jobs by increasing the number of concurrent users. At some point the process fails due to resource limitations on application servers or due to network bandwidth, not necessarily the data servers.


It is impossible to accurately predict and replicate and accurate production-like mix of transactions that may exist in the production data server.  


When multiple simulated users are fired-up against specific transactions, a ‘data query skew’ occurs if the data sampled in the test is not I/O distributed realistically.  In a normal production system well tuned for performance, the data distribution and volumes are generally more balanced and it cannot be realistically expected to replicate the entire production environment for a stress test.


The transactions chosen for scaling may not be representative of a large spectrum of operations in the production system.  It is very difficult to include all transactions in such a mix.


It is often assumed that the growth of number of users is representative of the application implementation growth.  This myth needs to be discarded.  There are other hidden dimensions to this phenomenon like data volumes and their spread, logic changes in software version upgrades, network traffic, etc


If two applications are mutually interactive and create stresses on each other, it is very difficult to reproduce the resultant mutual stresses at the time of testing.  Say system A stresses B. Then to test A effectively, we have to stress B also to its natural limits, since the performance of A is dependent upon response times on its actions on B.  This is a universe of two independent systems, some what akin to the inter-planetary forces and a proper mathematical computation to an acceptable degree is practically out of this planet, to speak in jest!





Problems with load definitions:


It is impossible to simulate the habits of end users on the system.  Their behavior is influenced by perceived response times, human needs and activity rates.


Load is generally measured as CPU utilization.  This is a very gross and blanket definition of load, especially considering the numerous technological advancements in operating systems and database operations.  Issues like buffer contention or block contention arising out of user activity on one hand and user competition for same exact data on the other (Concurrent Read while uncommitted changes are occurring to same data rows or its neighbors residing in the same data block), is a very practical problem to reproduce and there are limitations on measuring such fine details across a CPU based load.


It is important to not only project the point of failure in scaling exercises but also the resource that fails.  Four major resources that are susceptible are - memory, processes (threads of an application reaching a grinding halt due to a dead lock or some such state), CPU and I/O bottlenecks. 


Similarly Memory swaps are not indicative of load, they are symptoms of system misbehavior.  One cannot specify which process should swap out and for how much memory.  To reproduce a desired amount of memory swap is thus an aimless shooting.





1A WLC based solution:


An improved methodology that considers the Oracle Workload Characteristics (introduced in the previous segments of this 3-part paper) helps to address some of the above-mentioned constraints.


Oracle facilitates the usage of its internal statistics gathering mechanism that can help us in identifying ALL the dimensions of the load stress.  We can identify patterns of the stress related to specific resource contentions, for example redo size and rates of their generation.


Therefore, redefining load as a manifestation of these load factors facilitates a very fine-grained and quantifiable analysis of loads.


The onus shifts from a user oriented scaling to a multidimensional re-mapping of loads.  The skew mentioned earlier tapers off since we would have achieved the goal of a complete system state load match.


Various applications of this methodology include-


Creation of background loads for SLA testing of reference transactions – if a particular transaction has a higher SLA, then we can measure the response times for the targetted transaction, while ramping up the load as a background noise representing increased general activity in the system.


Examining the effects of skewed loads in a transaction mix (For example, if a ‘create part’ operation increases by 20%, what is the effect on the data server?)


Evolution of performance tuning guidelines.  The effects of HW, SW and configuration changes can be verified on the test server in a reliable fashion, before implementing in production.


Resolving the applications dependency constraints.  Mutual dependency of applications A and B in the earlier example can be resolved through independent loading of the data servers.  Then reference transactions that span system boundaries can be run to verify performance.

















Fig-1:  A figurative representation of load variants.  Each of the three areas (change vectors)- User population, Application Behavior and SQL Execution could be simulated and scalability results verified.
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