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Abstract:





To assess scalability and performance, a large Oracle system is tested in a laboratory environment. A small set of test jobs is chosen to match weighted system and Oracle performance parameters, i.e., CPU, Disk, etc. The NP-hard matching problem is solved by SA with a quadratic programming bootstrap.








Introduction:





One of the main goals of the Boeing System Performance and Scalability Test Lab (STL) is to model systems performance of large scale production databases in  a controlled environment.  In order to match lab performance to the production environment, it is necessary to select a small set of test jobs (called the STL job suite in this document) that replicate the behaviour of a production system involving thousands of users and hundreds of thousands of online transactions submitted by the using community.





The test lab is tasked with generating a collection of test computer jobs that match the performance of online transaction processing seen in the production environment. The task is to come up with a collection of “work packages” (online transactions, or jobs) to run in the Scalability Test Lab that match this average production behaviour. The work packages are small computer jobs that will be run collectively to reproduce a selected set of systems performance and scalability metrics that represent the production environment. Designing a test suite involves choosing test jobs, to be run in the lab, which are run an integer number of times during the test, and which match production performance within a user specified tolerance.  The matching criteria involve common metrics of performance, such as CPU usage, disk reads, disk writes, and other parameters of interest. These target parameters are aggregated production values, generated by averaging production behaviour over several time periods, and coming up with a representative average hour production target.





The STL run is said to be an effective representation of the production run, with respect to a given parameter of interest (like CPU), if the parameter in the STL and production runs agree within a user specified tolerance. For example, if the CPU usage in production is 100 seconds, and the user specifies a 10% tolerance range for CPU, then the STL run is considered a good model of production (with respect to CPU) as long as the STL CPU usage falls within the range of 90 to 110 seconds. The task in designing an STL job suite is to match the greatest number of weighted parameters of interest within the user specified tolerance. The weighting used in this optimization problem reflects the fact that some parameteres are considered more important than others (e.g., CPU usage is more important than disk writes).
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Since jobs in the STL job suite can only be run an integer number of times during a test, the matching problem is one of combinatorial optimization, and is shown to be intractable (the corresponding decision problem is NP-Complete). This discrete optimization problem is solved using the Simulated Annealing algorithm, with a Quadratic Programming bootstrap to generate a seed in the feasible region and speed convergence to the global optimum. The technique was able to dramatically improve the quality of the test suite, with lab runs matching in 42 of 72 parameters of interest using 50 test jobs, compared to previous manual design techniques that matched only 12 parameters of interest. The technique is readily extensible to other problems in combinatorial optimization, and is widely used in industry for other NP-Hard type problems, such as integrated circuit chip design, routing, and resource allocation.





This document summarizes the optimization model used to fit Scalability Test Lab runs to aggregated production runs.
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Statement of Problem:





The task is to come up with a collection of “work packages” to run in the Scalability Test Lab, that match behaviour found in production runs of DCAC. The work packages are small computer jobs that will be run collectively to reproduce resource utilization found in production runs of DCAC.





Define the following quantities:





1.) Collection of work packages {Pk} where each package Pk is a small computer job.








2.) There are a total of M different work packages  (k=1…M).�Typically, M ( 50








3.) Each package Pk has associated “response parameters”, such as CPU usage, Disk Writes, etc., which characterize the package. 








4.) There are a total of N response parameters used to characterize each work package, (i=1…N)�Typically, N(72








5.) The response parameters take on values rik , where:


     rik = value of response parameter i for work package k.








6.) The time required to execute work package k once is tk








7.) Let xk = number of times work package k should be executed in one hour. xk  is an integer.








8.) During production runs, the response parameters are measured over the course of a one hour run.


     Note that the response parameters which characterize production are usually aggregated values,


     generated over a collection of production runs, and averaged.


     Let Ri = the empirical value of the response parameter i measured during production.
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9.) In general, the goal is to choose the xk such that the collection of runs in the STL reproduces the behaviour


of the production runs:





i.e., ideally,  choose xk such that:





( i   ,   Ri = (k(rik*xk)








Since this cannot be achieved in practice, the customer has chosen to match the greatest number of Ri within specified error bounds:





Let  ( = specified tolerance, where ( ( (0,1) 








 i.e., we consider the STL runs as matching in parameter i if  the following holds:





Ri*(1-() (  (k(rik*xk)  (  Ri*(1+()                          





Furthermore, each of the response parameters has a weighting factor, wi, so that some matches are more important than others.








10.) The runs for each package must all be accomplished within a user specified time limit. For example, package Pk, which is to be run a total of xk times in the STL, must be run in less than one hour of clock time. This yields a constraint equation on the run times tk:





xk * tk  ( 3600  





This brings us to the formal definition of the objective function:





Y = (i { ([(k(rik*xk) - (1-()*Ri] * ([(1+()*Ri - (k(rik*xk)] }* wi 





where  ( is the theta function defined by:








([x]  =    1,  for x > 0  


         =    0, for x  <= 0








11.) The constraint conditions are as follows:





xk*tk ( 3600        k ( [1,M]





xk = non-negative integer 
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12.) Other conditions on the data:





Ri non-negative real


wi ( (0,1)


rik non-negative real


( ( (0,1)


tk positive real











Typical Problem Size:





The problems being run in the lab typically involve 72 parameters (M=72) and 50 jobs (N=50). The number of combinations involved in performing an exhaustive search of the space is on the order of 1050  . With large combinatorial optimization problems like this, special techniques are required.





50 linear constraint equations


Matrix rik is size (72,50)


Objective is nonlinear (theta function)


independent variables are non-negative integers
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Computational Complexity:





The problem is summarized below:





Minimize Y, where:





Y = (i { ([(k(rik*xk) - (1-()*Ri] * ([(1+()*Ri - (k(rik*xk)] }* wi 





subject to the following constraints:





xk*tk ( 3600





xk = non-negative integer 


Ri non-negative real


wi ( (0,1)


rik real non-negative


( ( (0,1)


tk positive real








Decision Problem:





The decision problem associated with this optimization problem is as follows:





Given positive integers B,  KL  , and  KU, is there  a set of values xk such that xk*tk ( B and   KL  ( Y (  KU  ?





This decision problem is clearly in class NP, since given a certificate xk , the number of steps necessary to verify that it is a solution is of order O(N*M).
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Turing Reduction:





In this section, we will prove that a subproblem of the more general problem is “Turing Reducible” to the Knapsack problem, and therefore NP-Complete.





Consider the general optimization problem, which is repeated below:





Minimize Y, where:





Y = (i { ([(k(rik*xk) - (1-()*Ri] * ([(1+()*Ri - (k(rik*xk)] }* wi 





subject to the following constraints:





xk*tk ( 3600








We will consider a special case of this general problem, where the problem is only concerned with one parameter. This creates a one dimensional subproblem (N=1). In this particular case, the objective function Y is either zero or one, and physically represents the problem of generating a job mix that matches one and only one production parameter within the user specified tolerance bounds. As a further simplification, drop the run time constraints, so we are trying to find ANY job mix, regardless of how long it takes to run, that matches the parameter of interest. Without loss of generality, we can set the weight wi to one:








Maximize Y, where:





Y = ([(k(rik*xk) - (1-()*Ri] * ([(1+()*Ri - (k(rik*xk)]    (i=1)





subject to the following constraints:





xk ( 0, integer





This optimization problem has the following associated decision problem:





One dimensional decision subproblem:





Is there a set of integers xk such that:





(k(rik*xk) ( (1-()*Ri       and   (k(rik*xk)  (  (1+()*Ri    








This is a precise statement of the famous integer knapsack problem, known to be NP-Complete, although not NP-Complete in the strong sense.
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Conclusion to Turing Reducibility:





We have succeeded in proving that the problem of interest is NP-Complete, since it is in class NP, and has a Turing reducible subproblem. It still may have a pseudo-polynomial time solution, as does Knapsack, but this is not known at present. Given the additional upper bound constraints (not present in Knapsack), and the extra dimensionality, the general problem may in fact be NP-Complete in the strong sense, meaning there may not  exist a pseudo-polynomial time solution at all. In any case, since the problem is NP-Complete, we can be assured that a polynomial time transformation to Integer Linear Programming exists (which, of course, is also NP-Complete).





Although pseudo-polynomial time algorithms exist for knapsack, the upper bound Y  (  KU   brings additional complications into the general problem, which would require modifications to the underlying Knapsack algorithm (well solved by dynamic programming). Furthermore, since pseudo-polynomial time algorithms scale in complexity by the size of the numbers involved, then even if a pseudo-polynomial time algorithm exists, it may be slow running, due to the large numbers found in typical problems of interest (“SESSION PGA MEMORY M” has numbers like 26,697,385).











Conclusion:





The underlying decision problem associated with the optimization problem of interest is NP-Complete, with a search space having cardinality on the order of 1050.  It appears, therefore, that the problem is intractable. Although there may exist a pseudo-polynomial time algorithm via dynamic programming, this would require significant additional research and development. Due to the large numbers involved, even a pseudo-polynomial time algorithm may be slow. If the customer is interested in finding the global optimum to this problem, with probability one, then considerable resources would be required, along with significant risk.
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Solution Technique:





To solve the above problem, it was decided to use the simulated annealing technique. After a short review of other techniques, we settled on this technique since it was robust, and could be coded in the short time span required. The nonlinear character of the objective function, coupled with the integer programming nature of the problem, eliminated the more well known techniques such as integer linear programming. Although it is theoretically possible to transform the problem into an integer linear program (since both problems are NP-Complete, we are assured that a polynomial time transformation is possible), such a transformation would require time for algorithm development beyond that allocated for the project.








Overview of Simulated Annealing:





Simulated Annealing is a non-deterministic search technique frequently used  to solve intractable discrete global optimization problems. Its typical domain of applicability is in the optimization versions of problems in complexity class  NP-Complete and beyond. These problems are not well handled by the more classic techniques such as integer linear programming. The random search procedure is driven by a "temperature parameter" which is a measure of the degree of randomness of the search. The solution space is given a topological structure consisting of local neighbourhoods which themselves are defined by a collection of operators that perform transitions from one state to a neighbouring state, with the transition being accepted with a probability that is a function of the search temperature. The state transitions thus form an inhomogeneous Markhov chain. In a typical annealing algorithms, at high temperature (infinite), all state transitions which  are accepted with probability 0.5, while at lower temperature the state transitions are accepted according to a probability distribution (typically Boltzman or Cauchy). This gives an "algorithmic feel" of pure random search at high temperature, and pure gradient search at low temperature (zero temperature limit). In addition to implementation in the classic sequential computing models, the technique is now popularly used in massively parallel computing models, such as neural networks (Boltzmann machines).





The name "Simulated Annealing" comes from statistical quantum mechanics (Spin Glasses), where complex systems are brought into their lowest energy state by slowly cooling the system (quasi-statically), allowing the system to make local neighbourhood transitions until a global minimum (of energy) is achieved.





The major steps to the technique are:


1.) Operator selection: Determine a set of operators to make transitions from one state to another, which defines the local neighbourhoods.





2.) determine annealing schedule: Select a procedure for reducing the temperature from its starting temperature (high temperature - mainly random search), to the lower ending temperature (mainly greedy)





3.) Seed the algorithm, and begin the search.
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In use, the technique is performed in multiple passes. A first pass is used to study the overall structure of the solution space, capturing typical values of the objective function for a small sample of solution states. This information is used to generate a reasonable “cooling schedule”. Following the initial pass, the procedure then involves a subsequent pass through the state space, starting the search at a high temperature, and slowly reducing the temperature until a good solution (or near global minimum) is obtained. At higher temperature, the technique identifies the major features of the solution space, detecting the major optima. As the temperature is lowered, the finer grained structure of the solution space is probed. Adaptive techniques are almost always used in effective algorithms, with pattern recognition and learning techniques used to determine the annealing schedule as the search progresses. Convergence is usually determined via entropy arguments and analysis, similar to statistical quantum mechanics. In practice, the technique frequently involves other heuristic features and algorithmic components to help guide the search, and improve convergence. There are also many variants of simulated annealing, such as mean field annealing, simulated quenching, Cauchy annealing, genetic algorithms, and others.





As with any stochastic search technique, the simulated annealing algorithm will not, with probability one, find the global minimum, but rather find a good solution in a reasonable time span. Finding the global minimum usually requires exhaustive search for NP-Complete problems, which is the primary motivation of sub-optimal techniques like simulated annealing and genetic algorithms in global optimization problems.





While the technique can be successfully applied to a wide variety of problems in discrete optimization, it really shines in those areas where the solution space is "relatively dense". By density, it is meant that there are a number of close by solution states within a given energy range. Note that “close by” is defined by the underlying operator selection which defines the neighbourhood structure. This is why operator selection, and the algebraic properties of the operators (e.g., in a group theory sense) is an important consideration. Careless selection of the operator set may result in oversampling of some parts of the solution space and undersampling of other parts of the space. A good operator set will generate the entire configuration space without skewing the sampling.





The technique is widely used in industry for the toughest problems (intractable problems), and has been used successfully within the Boeing company for crane scheduling in Everett, in the Integrated Battle Space project for sortie scheduling and target assignment, and cavern scheduling for the Strategic Petroleum Reserve. Outside of Boeing, the technique is widely used for integrated circuit chip design, traffic routing, set partitioning, and resource allocation tasks.
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Restatement of Problem in Annealing Formalism:





To prepare the problem for solution, the following steps were performed:





1.) Restate objective function and constraint equation in terms of Lagrangian formalism


2.) Select operators, and define the topological structure of the space (i.e., define neighbourhoods)


3.) Define cooling schedule


4.) Implement and test program











Objective Function:





In practice, the objective function allows separate upper and lower tolerance bounds for each of the M parameters of interest. The objective function is given below:





Objective Function = Y =





       (i { ([(k(rik*xk) - (1-(Li)*Ri] * ([(1+(Ui)*Ri - (k(rik*xk)] }* wi 








Note that in the above equation, we have introduced the new parameter dependent tolerance levels, (Li and (Ui. The different tolerance levels allow the user to establish different lower and upper tolerance bounds on the fit between production performance (Ri) and sum of STL runs  (k(rik*xk) . The lower tolerance factor  (Li  is labeled “Lower Tolerance” in the optimizer, while the upper tolerance factor  (Ui  is labeled “Upper Tolerance” in the optimizer.
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Operator and Neighbourhood Definition:





The next step in understanding the model, is to define the operators that perform the search. The operator set induces a topological structure on the space being searched, in effect defining the neighbourhood structure of the space.





There are three basic operators defining the space, all operating on the set {xk}. The easiest way to think about the problem, is to consider it as a task of defining spanning vectors in a vector space. The collection of jobs {Pk} define a set of M vectors, which are used to generate a single target vector Ri of interest in the N dimensional space. In the typical problem described above, the dimensionality of the vector space is N (recall in our problem statement, the vector Ri had components i ranging from i=1...72, where N=72). In a completely unconstrained, uncorrelated space, the number of vectors needed to span the space (M) must be greater than or equal to the dimensionality of the space (N).  In particular, it will take exactly N linearly independent vectors to span a space of dimension N, with these N vectors forming a “basis” for the space. Since the vector Ri is itself constrained, with strong correlations among its components, then it may still be possible to generate Ri from the set {Pk} even though the set {Pk} cannot generate the entire space (i.e., there is no way that M vectors can span an N dimensional space when M is less than N).





The set {xk} is the collection of coefficients applied to the collection of vectors {Pk} in an attempt to generate the target vector Ri . This, basically, is what we are trying to do with the optimizer model, namely, to pick the set of coefficients {xk}. A key constraint, however, is that the {xk} are constrained to be integers. This leads us to the following choices for our operator set and neighbourhood structure:








Decrement Operator:





From the set {xk}, randomly choose a value of k (i.e., pick a job). The optimizer uses a uniform probability distribution in choosing k. For the chosen k and xk, decrement the value of xk by a value (. The value of ( is chosen as follows:





If xk is zero, then ( = 0.





If  xk is greater than zero, then choose ( as follows:


    During the course of a run, the user is allowed to determine the upper limit on the frequency of use of higher


    order operators (defined below). This frequency, or probability, is determined by the scroll bar labeled “Higher


    Order Operators” in the optimizer, and takes a value in the range [0,1]. Call this user defined probability


    P(high-max). If P(high-max) is zero, then the higher order operators are never used during the optimizer run. If


    P(high-max) is one, then the high order operators are used according to a uniform probability distribution.





    Once the user has set the upper limit on high order operator sampling, the model randomly chooses a number in


    [0,1] according to a uniform probability distribution. Call this number p(oper). The number p(oper) is the


    probability of using a higher order operator during the current configuration move. If p(oper) < P(high-max),


    then the model attempts to use a high order operator in the current search step. If p(oper) ( P(high-max), then


    the model attempts to use a low order operator in the current search step.





    If p(oper) ( P(high-max), then let ( = 1.





    If  p(oper) < P(high-max) , then choose ( as follows:


         Choose (, using a uniform probability distribution, as a value in the range  [1, xk]
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Increment Operator:





From the set {xk}, randomly choose a value of k (i.e., pick a job). The optimizer uses a uniform probability distribution in choosing k. For the chosen k and xk, increment the value of xk by a value (. The value of ( is chosen as follows:





If xk =(maxruntime / tk), then ( = 0.





If xk < (maxruntime / tk), then choose ( as follows:





    Choose p(oper) and P(high-max) as before.





    If p(oper) ( P(high-max), then let ( = 1.





    If  p(oper) < P(high-max) , then choose ( as follows:


         Choose (, using a uniform probability distribution, as a value in the range  [1, (maxruntime / tk - xk )]











Transfer Operator:





From the set {xk}, randomly choose two values j and k (i.e., pick two different jobs). The optimizer uses a uniform


probability distribution in choosing j and k. For the chosen j and xj and k and xk, increment the value of xj by a value (add, and decrement the value of xk by a value of (sub. The value of  (add   and  (sub are chosen according to the above procedures for the increment and decrement operators respectively.











Annealing Schedule and the Metropolis Algorithm:





Once the operators and neighbourhood structure have been defined, we are ready to describe the search technique itself. Pick an operator from the operator set, and apply it to the set {xk}. The operator produces a modified set {xk(new)}. The new set {xk(new)} will have a new value for the objective function, Y(new), which will be different from the value of the objective function Y for the original set  {xk}. The change from the original set {xk} to the modified set {xk(new)} is known as a configuration move.





{xk} ==> Y





{xk(new)} ==> Y(new)





The configuration move is accepted according to the following procedure (known as the Metropolis algorithm):





If Y(new) > Y  then the move is accepted, and the set  {xk} is updated to become the new set  {xk(new)} . In this case, the proposed configuration is an improvement on the previous configuration, so we accept it unconditionally.
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If Y(new)  (  Y then the move is accepted according to an exponential probability distribution, described below. If the configuration is accepted, the set  {xk} is updated to become the new set  {xk(new)} . In this case, the proposed configuration is a lower quality solution than the previous configuration, so we accept it probabilistically. This is the key to simulated annealing, and makes it a global search technique. The probabilistic downhill moves in a maximization problem allows the algorithm to escape local extrema, and find the global optimum.





For the case of  Y(new)  (  Y  , the configuration move is accepted with a probability proportional to the following:


P(downhill move)   (    e(y





where, 





(y    =   (Y(new)  - Y) / T





In the above, we have introduced a new parameter T, known as the temperature of the algorithm. At low temperature, the probability of ANY uphill move is small (approaching zero as T approaches zero). At high temperature, all uphill moves are accepted. Thus, at high temperature, the algorithm has the “feel” of a pure random search, while at low temperature it has a feel of pure gradient descent. In the transition from high to low temperature, it is a mix of gradient descent and random search, which is the key to its success in global optimization. Pure gradient descent can be easily shown to get trapped in local optima. The mix of randomness and gradient descent is just what is needed to escape local optima, and find the global solution.





The determination of the parameter T (temperature) is itself a difficult problem in pattern recognition. During the search, the value of T should start at a high value compared to typical values of the change in the objective function induced by the configuration operators. As the solution proceeds, the technique requires that the value of T be SLOWLY lowered from its initial high value to a low value. At high T, the search explores the macroscopic features of the solution space (i.e., identifies major peaks and valleys of the objective function). At lower temperature, the search explores the fine grained structure of the space, seeking out the global optimum. Frequently, in practice, a phenomenological “entropy” is introduced, and the space is explored to find “knees” and obvious breaks in the entropy as a function of temperature. This information is then used to define an automated schedule for changing T as the solution progresses, known as the cooling schedule, or annealing schedule. In practice, the annealing schedule is frequently hand generated (as in the implementation for the DCAC optimizer), and the annealing schedule determined empirically.





For the current implementation, the value of T is determined by a scroll bar labeled “Temp”. This is a logarithmic scale, which empirically was scaled from 0.001 to a value of  maxw * N + 100 * (, where maxw is the maximum normalized value of the weighting parameter set { wi }.
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Improving Convergence of the Simulated Annealing Model by Quadratic Programming








Discussion of Quadratic Programming:





The previous discussions focused on creating a job suite {xk} that matched the weighted greatest number of STL parameters to production parameters, within a user specified tolerance. If we modify the objective function, so that the objective is to minimize the “least squares distance” between STL and production, we come up with a new formulation of the problem, with a different objective. The least squares metric is a common measure of “goodness” used in engineering and scientific models. This changes the “measure of goodness” from the previous attempt at matching the greatest number of parameters in production to STL parameters, to a “least squares” type of problem. The optimizer would minimize the sum of the squares of the distance between the production parameters and STL parameters.





The main purpose of using this technique is to generate a good starting point for the simulated annealing model. Since the initial seed for the simulated annealing model is “in the middle of the search space”, then the initial guess is usually not even close to the optimal solution (i.e., a poor first guess). The convergence of the annealing model can be greatly improved by using a better guess (starting seed) for the initial solution. This is precisely what the quadratic programming seed does. Even though the objective function is different (least squares versus summing the number of matching parameters), it is probably the best first guess at creating a job suite that matches production to the STL. Unlike the “greatest number of matching parameters problem”, the quadratic programming problem is fairly easy to solve, and is therefore useful in generating an initial seed for the simulated annealing solver.





In the quadratic programming problem, the job run counts {xk} are allowed to be fractional, whereas they are required to be integers in the “greatest number of matching parameters problem”. This means that once a quadratic solution is found, the values of the run counts {xk} must be rounded to the nearest integer in order to generate a starting seed for the simulated annealing model. It is important to realize that the optimum found by this technique is to a different goal than that originally stated by the customer (matching the greatest number of parameters).





The solver used on the quadratic programming model is a gradient descent type of search. There wasn’t a lot of time devoted to generating a quadratic programming model, so there is room for significant improvement of the quadratic solver. It typically takes about an hour or so to generate a quadratic seed on a 100 MHZ Pentium, with 50 jobs and 72 parameters. This should be compared to the overnight runs required for the simulated annealing model.
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A formal statement of the quadratic programming problem is given below:





Problem Statement:





Minimize Y, where:





Y = (i wi *  [(k(rik*xk) - Ri] 2  / Ri2  





subject to the following constraints:





(xk*tk) ( 3600    ( k  





xk = non-negative rational 


Ri non-negative rational


wi ( (0,1)


rik rational (probably non-negative.... data needs cleaning)


tk positive rational











�



Conclusions To Simulated Annealing Phase:





0.) The simulated annealing model is working well, but cannot find the global optimum with certainty (probability one), since it is a non-deterministic search technique. The annealing formalism is a popular, robust search technique, readily adaptable to changes in objective function. However, like any probabilistic search technique, it will occasionally miss the absolute global optimum. It can be shown that it converges in distribution to the global optimum, but any single run may fail to find the absolute global optimum.





1.) A significant portion of the space is not being sampled by the existing job mix. It appears that with the existing constraints and job mix, that some parameters of interest cannot be matched, even when only one parameter is the target of the search. Empirically, only a small number of jobs (vectors) used to span the space participate in the solution. It appears that most jobs in the job mix are spanning a small subspace at best.





2.) Related to the above statement of vectors spanning the solution space, is the fact that there are typically fewer vectors (jobs) in the STL than there are dimensions in the space (parameters). In an unconstrained vector space, it takes the same number of linearly independent vectors as there are dimensions to span the space. Although the current space is constrained, this argument amplifies the fact that the space is not well covered by the jobs used to span the space. There is no a priori reason to be optimistic that the current job mix can reproduce production, unless the correlations between production parameters is such that only a small subspace of the entire solution space need be spanned.





3.) The target production vector is generated by aggregating multiple production runs. These runs, made over several days, and hours within each days production, are then averaged to produce the aggregated production target vector after excluding statistical anomalies. This aggregation procedure may produce target vectors that are not physically realizable.





4.) The aggregated vector that represents production runs is taken “in vivo”, within the production environment. Other jobs that are unrelated to the OLTP problem will have impact on the values of the aggregated production vector. This in vivo vector is then used as a target in the STL, with jobs being run “in vitro”. The different background environments in which the jobs are run may produce results in the production run which cannot be reproduced in the lab environment, since the background environment alters the aggregated production target vector. Resource contention associated with background loads further complicate matters by introducing queueing in production that is not represented in the lab.





5.) Their has been some interest expressed in finding the global optimum for this problem, with probability one. There are NO non-deterministic search techniques capable of doing this. This request therefore rules out all such state-of-art algorithms, like simulated annealing and genetic algorithms, which are used for intractable problems commonly encountered in industry. This leaves deterministic algorithms as the only recourse to solution.





6.) An in-depth review was made of the underlying problem. As stated, it is a large problem in discrete optimization with non-linear objective function. In the documentation, it is shown that this problem falls into a computational complexity class known as NP-Complete for the associated decision problem. The problems in this class are well known for their difficulty. Finding THE global optimum (or one of the global optima if the global solution is redundant) for problems in this class is believed to scale exponentially in the size of the problem. This is a big problem, typically in 60+ dimensions, so finding the global optimum with probability one will be difficult.
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7.) The users have requested that commercial integer linear program solvers be investigated to see if they could handle this problem. There are at least two problems with this approach.





The problem as stated is not an integer linear program (ILP). While it may be possible to reformulate the problem as an ILP, this conversion would likely take some effort and research. Once converted to an ILP, it would be possible to find the global optimum, with probability one. However, there are problems with this approach.


ILP's are also NP-Complete, so one should expect very slow convergence towards the global optimum using a commercial ILP solver.





8.) The problem, therefore, is one that is in an active area of research in mathematics. Whether there exist polynomial time solutions to NP-Complete problems is an unsolved problem in mathematics. The alternatives are as follows:





Accept the current probabilistic search technique, and add enhancements to improve convergence and usability, such as improved seeding options, and adaptive annealing schedules


Use a different non-deterministic algorithm, such as genetic algorithms


Reformulate the problem as an ILP, and put the problem on a larger machine (like a Cray, or other super computer, or perhaps super-mini,... A PC would probably not be appropriate)


Reformulate the problem by changing the objective function, redefining what a "good solution" means.


Investigate approaches in dynamic programming, in particular, looking into a rework of the underlying algorithms used for the famous knapsack problem, which is NP-Complete, and at the core of the current problem formulation


Reformulate the problem as a continuum problem. This is not a good candidate for the ultimate solver, since the typical values of the solution are integers in the range 1-50, hence the integer granularity is significant. It might, however,  produce a useful seed for a discrete search.


Eliminate the aggregation of production runs, and use a pseudo Monte Carlo technique for the production environment. Then match STL job mix for the Monte Carlo sample. Do this multiple times, and then average the solution vectors from the Monte Carlo set.





