Brahmaiah Jarugumilli


- 2 -


Laying Foundations for High Performance in Data Warehouses on Oracle

This paper surveys key success factors in accomplishing high performance in data warehouses.  After an initial discussion on identifying the driving considerations and relating them to physical and logical designs, the article provides some case studies offering specific solution criteria and ends with a brief note on performance facilitators on the Oracle 10g Database server.

Performance Influencing Factors

Perhaps owing to the fact that the performance management in Data Warehouses is relevant to the technologies and the deployment strategies customized to individual implementations, one does not find ready literature on this aspect.  But the truth remains that proactive performance management involves advanced planning and inherently becomes a part of initial system architecture effort inseparably linked to designing both logical and physical models of the databases supporting the warehousing environment.  Data warehouses are generally immune to tight Service level Agreements (SLA) unlike their counterparts in the Online Transaction Processing (OLTP) world.  However, the emergence of BI and Analytics as the front end to business planning and the more recent applications needing close to Real Time analytical and mining services for fraud detection and compliance administration push forward a compelling argument that SLAs and hence performance management should become integral part of the foundations of any data warehousing design.

There are certain key factors that directly influence the system behavior and determine process efficiencies. Any performance management initiative should cater to these requirements early in its design phase.  The following table offers a subset of some of these dimensions and identifies their significance to the data warehouse’s logical or physical design (or both, in some cases).  

Table – 1:  Influential factors for consideration in high performance design

	Performance Influence Dimension
	Manifestation
	Characteristics
	Logical Design Factor
	Physical Design Factor

	Most Used Data Segments
	· At low- detail level, eg: Transaction Fact records

· Intermediate or higher level aggregations

· Time-sensitive data
	· High speed I/O sub-systems are generally more expensive for storing FACT tables and call for judicious choices 

· Summery tables and Materialized Views can sometimes be Cached in memory

· Time-period related data volatility calls for special considerations
	YES

YES
	YES

YES

YES

	Types of Usage
	· Visuals (dashboard) and drilldown to Top level cubes or summary structures to detailed Fact records

· Accessing pre-defined and system generated Reports 

· Pre-defined Reports generated at run time, on demand

· Ad-hoc queries 
	· Drilldowns on narrower scope and lesser amount of data fetches for analysis

· High stale-tolerance capability

· Volatile data needing fast refreshes

· Unpredictable query parameters and data fetch volumes
	YES

YES

YES


	YES

YES

	User Community
	· Known and predicted ratio among job roles 

· Number of users on-board and their connection concurrency 
	· Ratio of Power-users to intermediate level  users to low intensity / occasional users. Most usual experience suggests a mix of 5-10% , 10-20% for the top two categories.

· Concurrent activity dictates resources locking and queuing at system resources layer of the physical system.
	YES
	YES

YES

	Connectivity design
	· Client-server

· Web based access
	· Occupies dedicated resources that do not yield to sharing

· Pooled services, but requires a middle tier administration
	
	YES

YES

	Loader side transformations
	· Key lookups and dimension generates

· Number and degree of transformations (business rules)
	· Restricts parallelism due to contention and data integrity needs

· Complexity of ETL operations is determined by this factor
	
	

	Server side transformations
	· Number and levels of aggregations

· Number of hierarchies and Levels in each hierarchy for runtime query parameter resolution 
	· A higher number helps user query performance but means long load times

· CPU intensive operations, even when aided by fully normalized and indexed data structure support
	YES

YES
	YES

YES

	Data Loads
	· Frequency of incoming receipts

· Time to consumption (Real Time factor)

· Volume of data
	· EAI based real time feeds or batch files triggered on even time periods 

· Degree of closeness to Real Time consumption calls for a higher priority in system resources allocation to ETL rather than to the consumers

· A ‘RECORD’ level operation or a ‘BATCH of RECORDS’ operation call for distinctly different process execution architectures
	YES

YES
	YES

YES

YES


The breadth and depth of proper solution architecture cannot be handled in an article of this size.  Readers know that Oracle Corporation ships very informative and well articulated for details of each implementation technique.  

Logical Design Considerations

From the above table, we derive the following list of factors that must be kept in consideration while designing the logical model for the data warehouse-

· Timeliness and Levels of aggregation required 

· Types of usage – Levels of data aggregation and a drilldown approach 

· Types of usage – pre-defined and scheduled Reports vs. executed on demand for volatile objects

· Ratio of Power users to the normal ones

· Hierarchies of Dimensions to be resolved at runtime

· Data load frequency and the volume to processed at a time

Logical designs involve the definition of data structures, the logical containers of data and facilitating through Indexes and lookup tables. Some smart solution choices include the following options.

1. It is advantageous to pre-build any number of aggregations to meet end user query needs.  The whole data warehouse is meant to service the user community. If there is no value proposition to the users, acceptability of the solution falls logarithmically.  Therefore, the extended load times to populate aggregate structures are times well spent.

2. It is preferable to build aggregations in a nested design, where the lower levels of aggregations feed the higher ones.  This way, the query on data at lower levels will be made only once and also the higher-level aggregations feed off from lower volume of data sets.  See Fig-1 for an illustration of how usage vs. data distribution in such a hierarchical schema.

Fig-1: The Data Vs. Usage Patterns
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3. A careful consideration that 70 – 90% of the users mainly use higher level aggregates and only occasionally drilldown into a FACT table level details, suggests that the data loads should proceed on a top-down basis. In other words, load the summary structures first and then only traverse down to the details.  This suggestion may look revolutionary and may break the bottom-up approach, but one must think such options carefully.  The data, which is transformed, and being staged for insertion into the FACT tables, is also the candidate for incremental aggregation to higher levels.  Such incremental aggregations are very conducive for use with Oracle’s MERGE operation, which is nothing but an INSERT failing on an UPDATE (or UPSERT) operation.  This strategy has twofold gains; it avoids wholesale rebuilds of summaries and also facilitates the top-down data push.  However, in such a strategy, the architect must take care to insure guarantee of lower level data inserts to maintain integrity and consistency, through robust exception handling and fail over processing options.

4. Oracle Materialized View (MV) infrastructure is very robust and versatile.  Multi-table Join MVs let avoidance of join conditions on user queries at runtime.  The MVs can be nested (higher level ones are defined on top of multiple lower level ones.)  Regular database tables can be converted to MVs with a ‘..USING PREBUILT..’ syntax.  This is an awesome feature since some data warehouse structures may not be conducive to a traditional MV build criteria.

5. On top of everything else, MVs offer the greatest advantage in Query Write operations.  Users need not even be aware that their queries are being serviced from MVs.

6. Handling strings of Titles of dimensional attributes is a perennial problem with large data warehouses.  Several prickly problems arise with the nature of these data fields-

a. They are susceptible to change very rapidly, by users 

b. The occupy large row sizes and cause low row density per data block, directly diminishing the data fetch and caching efficiency, besides causing undesirable effects such as ‘row-chaining’ and migration

c. They are almost always required for end users queries and reports

d. In many DWs they are continue to be stored in the dimension tables, due to the perceived operational inefficiencies in snowflake schemas.  The advantages of using simple look up tables for these values that are amenable to online and rapid change by users and also as last minute plug-in’s into end users presentation layer should not be ignored.

7. While using Partitioned table structures, almost invariably, time is used as a higher-level partition key.  Using a hybrid scheme with at least one non-time attribute is helpful to performance. Such a design will also eliminate need for Global indexes which are such huge costs on rebuild and data load operations.  

8. During data loads, dimension key lookup and business rule evaluations are intensively I/O and CPU bound activities.  Wherever possible, one must consider hashing methods for such equi-join conditions.   It is easier to compute a hash value for combinations and use it as a single field comparator.  The efficiency of such hashing mechanism was also found to help immensely in the MERGE operations on aggregates on its ON clause.  Instead of comparing several fields of the table being merged into, a single hash key comparison yields to faster operations.

Physical Design Factors

Let us take a look into some physical design considerations.

1. The effectiveness of using hybrid, nested partitions for tables has already been explained.  An additional advantage is the ‘Partition Exchange’ operation.  

2. Parallelism has been unbounded with Oracle 9i release.  Now 10g extends it to EXTERNAL table operations, in conjunction with native Data Pump parallel operations.

3. Multiple block sizes in the same instance tend to creative architectures by keeping high row-density (rows per block) and more volatile data in separate and larger block size constructs.  This will also help in keeping them in separate buffers in memory, without having to thrash out with all other data blocks in cache.

4. The compression feature without any noticeable performance loss is a great feature.  Largely the reduction in I/O sizes compensates for the de-compression effects.

5. Reducing ETL Window and/or enabling near Real Time data loads calls for a rethink on Partition and data augmentation strategy.  Fig-2 below illustrates a solution where data is augmented into sub – FACT tables that present a UNION ALL view for querying.  At convenient low use windows, such as weekends, the sub-tables are merged back into the main FACT tables. 

Fig-2:  Moving closer to Real-Time Loads:
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6. Chunk-sizing a normal daily load into multiple ETL runs offers an excellent strategic performance management initiative.  Implementation of such a ‘Continuous’ ETL processing will also take one close to Real Time objectives.  However, this will call for a significant re-design on the following lines-

a. Revisit Partitioned tables design as above

b. Reorient ETL processes from bulk data processing to ‘incremental’ processing.  An example of such a redesign could be the switch to INSERTs instead of a Partition Exchange operation, which would remove partition key granularity problem as well as the DDL locks while there are normal users accessing the table

Conclusion

This paper has been developed with twin intentions of exposing the nuances of performance related factors in data warehouses and offer a brief synopsis of how Oracle and other data servers need to be designed to meet these challenges.  Performance tuning and transactional response times are very hyped up subjects in the OLTP world but do not receive equal importance in the data-warehousing world.  But this is about to change with business leaders demanding real time benefits out of OLAP and mining systems.  The coverage on Oracle technology in this paper is limited to certain key features and hopefully serves as a sample, enough to invoke curiosity and a desire for further research from DBAs and System Architects.

(About the author:  Brahmaiah Jarugumilli (JB)  has extensive industry experience of  Enterprise Data System Architectures on Oracle platform and expertise in developing high performance architectures in both OLTP and DWH worlds on some of the largest Oracle installations.  He has mentored and trained DBAs at all levels and has published and presented several papers in Oracle user group conferences.  He can be reached at jbsastry@yahoo.com.)

Appendix- Oracle 10g - Key Migration Points in favor of the Data Warehouses

Ora_rowscns

Oracle now stores the latest System Commit Number (SCN) as a pseudo column in database tables.  By deploying the SCN_to_TIMESTAMP function on this column, it is possible to ascertain the timestamps for the new changes since a last capture.  This would eliminate table triggers generally used to capture the change events in OLTP systems as well as the staging tables of the DWs.  One can visualize this feature’s immense value to the summary processing and lookup table change tracking for incremental operations.

Robust Oracle Streams for change propagation

This topic requires a major discussion in itself.  In general, where there are clusters of databases, say EDW, DMs and Report_Servers, change capture and movement from the consolidating environment to the other satellite systems through Oracle streams is a very powerful feature.

Rename Tablespaces for TTS

Transportable Table Spaces (TTS) are generally easy to use but require specific programming efforts.  In renaming an existing tablespace helps bring in the new tablespace named after the existing one, though through naming the current one to a historic name.  This is a very useful feature for bulk moving data segments across databases.  

Sorted HASH Cluster Tables

Tables can be stored in hash clusters after pre-sorting on selected columns.  By pre-sorting and hashing critical Dimension tables, one can cluster records pertaining to a business group (aggregating attributes) for high I/O performance gains.

Data Pump 

This enhancement will probably revolutionize the ETL architectures like never before.

External Tables for Read/write

External tables now can be read from and written to in parallel.  This feature offers very intriguing and attractive possibilities to DM, in both incoming and outgoing interfaces.  The whole data can now be generated into a table and then be written in required format.  This interface can generate CSV files for directly opening in Spreadsheets.

User defined metrics and tracking

Besides a robust system metrics tracking, Oracle now lets users define their own metrics on production data to trigger alerts, messages and even database events that can trigger other jobs.  

HTML DB 

Light weight, operational reports from log tables can easily be posted to SysMan portals effortlessly. 

RCG Enhancements

Resource Consumer Groups now are enhanced and can also monitor idle time and trigger session terminations.  This is something new and needs to be experimented on.   The RCG implementations in Oracle 9i have been scratchy due to the ‘estimation’ feature going haywire.

Oracle OLAP

Waiting to hear the pros and cons of this database embedded Express Engine.

SQL – MODEL clause

In many places in the summary layer of data positioning, spreadsheet-like transposing is common. The MODEL clause with ‘spreadsheet’ operator enables outputting data in cellular fashion by columns and rows.  This is a great extension to the sql engine, as its alternative is to transpose the data rows through extensive programmatic manipulations.

Job Scheduler

DBMS_JOB interface has been used in evolving this scheduler.  ALL jobs, including these, which run in the operating system, can be triggered through a sophisticated scheduling mechanism.






















