Designing Hybrid Data Systems- A Case Study

Brahmaiah Jarugumilli (JB) is an Oracle System Designer and Architect with a deep experience in Oracle High Performance Architectures and a wide exposure to a variety of Industries. He is currently associated with Maverick Systems LLC, developing a multi-terabyte Hybrid Financial Data Warehouse (referred to herein as AFS) for the Federal Government.

Jon Pool is the founder of Maverick Systems LLC. He developed the prototype of the AFS. Mr. Pool is currently designing a prototype hybrid data system for a healthcare environment.

Introduction

This paper discusses design challenges and solutions for a hybrid database system that was developed for a Federal Government financial management project. A hybrid system is defined here as a database used simultaneously as an OLTP and an OLAP system. The challenge was in meeting the divergent functional needs posed by the disparities in design paradigms of OLTP (ODS) and a DWH system. The solution was based on adoption of a process-oriented design, a pattern similar to object-oriented application systems and hybrid partitioning schemes. The development of ‘hybrid’ systems is constrained by existing product boundaries and technological limitations. Solution strategies that allow successful implementation of hybrid database systems aide cost control and rapid implementation timeframes—both of which are attractive to the IT market place. The AFS system design is used here as a case study to illustrate the solution strategy.

What are Hybrid Systems?

One can attempt a definition on two characteristics:

· The nature of the data

· The usage of the data

If we plot traditional OLTP and DWH systems as two extremes of a polarized database world, perhaps hybrid systems lie in the middle.
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Figure 1-Hybrid System

Typically OLTP systems are transaction-oriented and enable online transaction processing. For example, ORDERS and ORDER-LINES tables are transaction-oriented, because this type of entity relationship enables easy Order Entry and Retrieval operations. When a user works with an ORDER or a CUSTOMER’s orders, they employ a relatively small data set. Traditional data warehouses, on the other hand, focus on bulk data operations. Their data models are based on FACTs (or MEASUREs) and DIMENSIONS. Typical star schema modeling involves data warehouse keys and STAR-TRANFORMATIONs that are typically driven by BITMAP-HASH-MERGE operations. A star schema with the amount stored in the FACT table, linked with customer_id and product_id as dimensions, is not conducive to OLTP operations. This architecture serves aggregation and analytical purposes very well when used for customer or product gross and periodic sales information. Hybrid systems are expected to deliver both needs simultaneously. We thus have two demands made upon the data simultaneously: one corporate user interface is satisfying an online user tracking his order status, while a different corporate user interface is satisfying a request for an online report on product quantities shipped and AR Days Outstanding.

DWHs typically carry historic information that lags behind an ODS system. This lag is a function of the business transacted, varying from a few hours to days or even up to a week or more. A hybrid system, on the other hand, may have to reflect most current information in its summary and aggregates. In the case of AFS, there was no permissible lag. Online updates were required to be reflected in the summary information instantaneously.

On the usage front, OLTP systems connect hundreds of concurrent users through web or direct client-server interfaces to the database systems, whereas data warehouses might involve 10 to 20 users running reports and building analytical cubes through massive parallel processing. Hybrid systems have to display their efficiency through parallel backend processing, while simultaneously responding to hundreds of linear query and transaction processes.

Catering to the system and processing demands of a hybrid system poses several design challenges. The most notable design challenges are given in the following section.

Design Challenges in Hybrid Systems

Assembling Data for Online Presentation

Permissive data structures and storage, as well as their access mechanisms, should be built to permit a hybrid system’s transactional and query demands that transcend the demands of both DWH and OLTP systems. The following areas require special attention:

1. Instant gratification of new and ad hoc transaction data in aggregates and drill downs: Traditional data warehouses do not offer transactional data for online processing. Hybrid systems expose data to transactions as do normal ODS systems.
2. Natural keys versus DWH keys: Traditional DWHs operate on ID keys based on star schemas, unlike the ODS systems which operate on natural keys and relationships built on transactional vectors. Each of these designs caters to a specific need, as is amply justified in numerous publications and practices. Hybrid systems have no such easy design template for adoption. Requirements call for innovative and non-traditional design approaches, such as smart keys that serve as DWH ID keys as well as encapsulating their natural values. Unfortunately, in real life business practice, such an occurrence is rare. Using object type data values that encapsulate natural value and key pairs is a possibility, but this approach is both a ground breaking practice and a difficult implementation in the current state of Oracle’s relational paradigm.
3. Multiple DWH measures and grains of analysis: In a DWH that tracks one single measure, more integration can be achieved between the data and its usage, but when distinctly different multiple measures are involved, like quantity versus time versus amount, let alone more complicated derivatives, data structures do not evolve so easily.
Data Volumes for Analytical Work

1. Instant Cubes: Traditionally there is a lag between the entry of a transaction and the reflection of its ‘value’ in a summary. AFS required instant gratification: visualization of an adjustment transaction in the aggregates and in the Trial Balances. This requirement called for aggregating transactions as part of an online transaction, resulting in reduced throughput. For the Cognos power cubes, the requirement called for ‘hourly’ refresh of middle-tier-hosted cubes, exposed to thousands of users across the globe, during the first two weeks of any calendar month.
2. Online Summation across variable boundaries: When the aggregation parameters (combination of natural keys or simply, a ‘Group By’ clause) are known, summaries can be preplanned. But when the end users need to choose the aggregation parameters through an online ad hoc screen, pre built summaries can never be sufficient. There would always be a case where Oracle would have to provide a summary value on the fly, an unhealthy habit when hundreds of users are working in a system over 2 terabytes in size.
3. Cumulative values since inception‑budgets span multiple years: Cumulative and year-to-date computations can be problematic, especially when the year-to-date boundaries are not well defined. When several months of fiscal data are concurrently open, cumulative computation requires forward adjustments, whenever transactions are passed to the previous periods. See Figure-5 for an illustration.

Technical Challenges

1. I/O subsystem design for I/O: Consequent to the dilemma of using or not using star-transformations in a hybrid system, designing an appropriate I/O subsystem attains highest importance. Partitioned systems are conducive to bulk operations. Single vector or record-set transactions need b-tree index-based access and writes. Hybrid systems thus require a centrist approach.
2. Process centric vs. data centric models: OLTP systems are traditionally process centric, with their data structures (tables and indexes) and program elements designed for transaction processing. DWH structures are designed on data centric principles for bulk operations, such as star-transformations, via Cartesian products between dimension table data and hash-merge joins. The ratio of fact table to dimension row counts, for example, is disproportionate in DWH systems, whereas they are more evenly distributed in OLTP systems. Hybrid systems, by virtue of inheriting both types of operations, require an integrated approach, which, in the present literature and practice, is not well defined. Neither do we find database systems that are tailor-made for such situations.
The AFS (Accounting and Finance System) Project

About the Project

The AFS project was a principally budget-oriented system tracking allocations, commitments and obligations across budgetary balances and accounts in the Federal Government. The following figure shows a comprehensive depiction of various subsystems and functionality involved.
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Figure 2- Data Mart

Considering the often compelling advantages of purchasing a COTS (Commercial

Off-The-Shelf) solution versus "rolling your own" those readers interested in budgets as well as bytes may be wondering why a custom solution was pursued in this case. This application is essentially a financial reporting engine on top of a general ledger accounting system, and a number of good COTS packages (such as Oracle Government Financials and Momentum from American Management Systems) are highly customized and tailored for the specific needs of government users. In this case, both the project sponsors and designers believed that a COTS package was not feasible for the following reasons:

· Talk actually is not cheap. Adopting a COTS solution in a long-established and complex enterprise inevitably involves either expensive or (read and) risky modifications to the basic package or extensive changes to existing business practices. Maverick's customer for this project is essentially a "service bureau" organization that has to satisfy the demands of it's own internal customers and lacks the authority to impose changes to their business rules. Even if the necessary accommodations where made, the budget required to retrain over 9,000 users located around the world could easily have surpassed the development budget, creating a compelling need for the new application to fit as seamlessly as possible into the existing enterprise infrastructure.

· It's not always bad to be a little dirty. Our client's inability to completely control it's operating environment means that the data from their internal customers feeding this system is extremely "dirty" by conventional standards because subsets of their customer base have evolved non-standard interpretations of the domain of many of the source data elements and are unable or unwilling to standardize them, at least in the near term. At the same time, our client faces legally mandated reporting deadlines that are becoming tighter every year. A conventional approach requiring data to be cleaned up and standardized before it enters the data warehouse would have guaranteed operational failure. A key feature custom solution is the ability of the system to "provisionally" accept and post questionable or novel data values and allow the users to perform dimension maintenance after the fact.

· Morphing mappings. The legally mandated reporting requirements satisfied by this project are themselves a work in progress and change at least every year if not quarterly. The basic accounting structure (the US "Standard" General Ledger) is constantly evolving as the government struggles to unify the presentation of financial results across its vast and disparate operating agencies. While some COTS packages offer user-maintainable mappings of transaction data from source to a semi-flexible target data structure, the need for constant update of those mappings while maintaining high transaction throughput justified a custom approach. The key data transformation required, from a legacy "budget execution" model into a general ledger "trial balance" model, involves matching hundreds of thousands of transactions per hour against a mapping database of thousands of "posting logic rules". The standard COTS approach didn't provide sufficient performance and also would have increased the volume of mapping data maintained by the users approximately tenfold.

Project Specific Challenges

1. Ad hoc querying and reporting feature transcends pre-built aggregations: 
Users required aggregated information across a variable set of dimension keys (selected natural values), across practically ALL attributes in the data model. Any amount of pre-aggregation would be inadequate in such combining operations. Also no query/rewrite would take place properly since the net aggregating requirement would have spanned multiple materialized views.

2. Shifting data models necessitate flexibility in derived facts and aggregates design (rotating GLACs, etc.): Some of the derived facts were based on balancing across rotating GLACs (Accounts). Some accounts close into others each fiscal year (or in the middle of a year), necessitating carry forward of multiple cumulative records when such rotation takes place. The rotation is metadata -driven as well as ad hoc. This inhibits the drill down paths to detail transactions from summarized Trial Balances.

3. Uploading derived facts is both processor and I/O intensive: Because of the single record basing and also recursive nature (for past records) of the transaction processing, AFS involves heavy I/O (Index based fetches) and CPU utilization. Classic bitmap-based operations are not conducive to such processing. A mixed requirement for both bitmaps and b-tree indexes is commonly seen across this system.

4. Managing cumulative values when multiple fiscal months are open for extended periods: This requirement posed formidable challenges to process engineering of the derived facts and summaries because of the involvement of cumulative measures. It dampened the speed of processing as well as the query rewrite capabilities of the system. As a result, specific and targeted summaries had to be built and managed for specific query and transaction processing modules.

5. Cross functional and multi-leveled user hierarchies
· Budget Providers, Accountants, Financial Analysts, and Auditors: Access, transactional, reporting and analytical needs of end users were divergent across the user communities spanning organizational hierarchies, geographic regions, functional clusters and auditing requirements. Catering to multiple users simultaneously was a formidable task. In order to control and ration the usage across such multiple user levels, Resource Consumer Groups and multiple resource consumption plans were deployed. This posed logistic issues (such as who controls whom) as well as a very fine-grained user account management.

· Data access and transactional controls: Because of the sensitive nature of budgetary management, users across organizational and functional boundaries were restricted to data sets permissible to their ‘level of authority’ and functional/geographic boundaries. An Oracle Virtual Private Database configuration was necessary which increased the processing overhead and a fairly involved data structure design decisions.

· Lead users at each level pre-build queries for public usage: In a demonstration of the hierarchical nature of work in the organizations, for each group of users, lead users are designated, who decide the content, frequency and access controls on the published reports, power cubes and other data dispensing means. Both the applications (Power Builder, Cognos, etc.) and the backend database (Roles and Grants) had to be aware of such an organization.

The AFS Solution

Technical Architecture

The following diagram shows the technical architecture. 
Figure 3-AFS Technical Architecture

Logical System Design

The software stack recommended for AFS deployment, up to release 1.0, is shown below.

· The Cognos 7.0 web client layer is offered to a majority of users for power-cubes and other analytical needs.

· An additional Cognos client software layer is provided to selected users for querying interactively and building their own custom reports.

· The PowerBuilder application has several modules (explained elsewhere in this document). One of these modules will service field staff for inquiry into the data values.

· Oracle Discoverer and other 3rd party tools (such as Tivoli) will be used for system health tracking and monitoring purposes.
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Figure 4-Oracle 9i R2 on HP-UX 11.11+

Solution Strategies—Integrating Process Orientation and Bulk Data Operations

What is Transient about AFS

The solution is termed transient because of the nature of consumption of the data. Though modeled largely as a data warehouse and star schemas, the consumption is relational as a ‘unit of work’ and associated information. The storage in the DWH model is therefore transitional, in support of aggregations and several pseudo star schemas in the form of Oracle Nested Tables of relevant look-up and rollup information.

‘Silo’s of FACT Tables

Multiple fact tables for Transactions and Trial Balance facts have been designed based on nature of data uploads. For example:

· Transaction records of one feeder system, uploaded in a batch mode, several times in a day (a few hundreds of thousands of records)

· A second feeder system uploaded a few thousand transactions at a time through online transaction processing and client-server screens several times a day and more frequently (several times an hour) during the first week of a new fiscal month

· Adjustments are processed as transaction vectors from approved journal vouchers. These adjustments are made continuously by accountants worldwide while they are simultaneously looking at the updated balances and summaries

These multiple fact tables share the same conformed dimensions, as shown in the figure below.
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Figure 5‑Conformed Dimensions

Flexible Data Modeling

There are features suitable for rapidly changing dimensions and accounting rules from year to year. Main enablers are:

· A metadata-driven application and data management

· Dimensions and accounting rules that are based on mapping tables

· The roll-forward process accounts for cumulative values, year-to-date values and opening and closing of accounts based on Federal accounting rules

· Divergence in end user communities across functional and organizational hierarchies and geographies called for the same data values but using different business names. Metadata-driven business allocation at run time is based on user roles and community affiliation.

Infrastructure for Flexible Aggregation
Summaries and aggregates are based on a meta information-driven table that decides on the involvement of views, materialized views (for query rewrite), merge frequency and merge SQL, create and rebuild options and create SQL, etc.
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Figure 6-Summary Management Meta Information
Hybrid Partitioning Scheme

Though the granularity of accounting is for a month, for easy storage and archiving (through read-only tablespace options), the AFS project is built on a hybrid-partitioning scheme with fiscal months as RANGE partitions under which an operational day is built as LIST based sub-partitions. This approach has helped quicken the ETL and aggregation processes and enables data upload several times a day. Sub-Partition exchanges offered instantaneous data transfers between staging and the main fact tables.

Consistent with the extended accounting adjustment periods, each fiscal-month partition has 61 days of a month defined. Thus when past calendar months are still open for business, AFS accommodates several concurrent days of operation, into the new month. The year-end process is another case when there may be several fiscal months open at a time, and extending each month to several calendar days beyond their natural end days has helped.

Adoption of a ‘Unit of Work’ Enterprise Architecture Pattern

The system design adopted a ‘unit of work’ pattern. As you will see from the next item in this section, a chunk of data in a day’s operation is treated and used for both aggregates preparation and Trial Balances computation, all the while building partition-exchangeable indexes on the chunks. The assembly of such multiple chunks in a day enabled manageable performance and processing holdups caused by “long operations”.

‘MERGE’ Operation Based Processing Coupled with ROLLFWD Methods

The following technique illustrates the powerful bulk MERGE operation in Oracle9i. In its absence a cursor based programmatic SELECT and UPDATE operation from across previous partitions of the Fact tables would have been necessitated. Rolling forward the year-to-date and cumulative-since-inception values into future partitions, ahead of anticipated future transactions, enables inline merge operations to preserve these values. Notice how the values add up, for selective combinations of the associative keys. It should also be noted that the fiscal month 13 in the following illustration exists as a virtual month, to facilitate optional financial adjustment transactions. If there are no transactions in the month 13, we still need to carry forward the cumulative values into the new year. Such a feature calls for rolling forward two months when in month 12.
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Figure 7-Virtual Month 13
Rebuild Mechanisms for Derived Facts

For the complexity explained above, many facts and summaries in the AFS system are not conducive to rebuild in simple steps. The aggregation mechanisms need to account for the above summation plus the roll-forward steps. The rebuild mechanisms are not only needed to recover from a logical corruption, but also for accommodating changing accounting rules.

AFS Consumer and Resource Groups

The AFS project takes advantage of the Database Resource Manager (DRM). As shown in Figure 8, the DRM is used to prioritize users into consumer groups. Those consumer groups are then related to plan directives that would limit resources.

This arrangement offers the following benefits:

· Guarantees certain users or groups a minimum amount of processing resources regardless of the load on the database system and the number of users

· Better distributes available database processing resources by allocating minimum percentages of database CPU time to different users and applications

· Limits the degree of parallelism that a set of users can use

· Dynamically switches database resource consumption plans
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Figure 8-Prioritizing Users into Consumer Groups

Resource Plans

Only one resource plan can be active at a given time. Currently, there are three plans for the AFS project:

1. AFS_PLAN (for system users)

2. OLTP_PLAN (for PowerBuilder applications and 3rd party query tools)

3. BATCH_PLAN (for users working on Reporting tools)

Resource Plan Directives

AFS has the following consumer groups

· SYS_GROUPS (PARALLELISM = UNLIMITED, SESSION_POOL = UNLIMITED, UNDO_POOL = UNLIMITED, EXECUTION_TIME = UNLIMITED)
· OLTP_1 (PARALLELISM = 4, SESSION_POOL = 50, UNDO_POOL = UNLIMITED, EXECUTION_TIME = UNLIMITED)
· OLTP_2 (PARALLELISM = 2, SESSION_POOL = UNLIMITED, UNDO_POOL = 200M, EXECUTION_TIME = UNLIMITED)
· Batch_1 (PARALLELISM = UNLIMITED, SESSION_POOL = 50, UNDO_POOL = UNLIMITED, EXECUTION_TIME = UNLIMITED)
· Batch_2 (PARALLELISM = 2, SESSION_POOL = 50, UNDO_POOL = UNLIMITED, EXECUTION_TIME = UNLIMITED
· Others  (PARALLELISM = UNLIMITED, SESSION_POOL = 50, UNDO_POOL = UNLIMITED, EXECUTION_TIME = 300 s)
Load test results and performance management plans for future

(Note- Load tests are planned during February 2003. The results will be shared with the audience during RMOUG Training days.)

Table 1-Planned Testing Scenarios
	Scenario-1 (OLTP1 - PB standalone)

	Scenario-2 (OLTP2 - PB + Cognos)

	Scenario-3 (EOD Data Load + reports + Cognos cubes)

	Scenario-4 (Extracts)

	Scenario-5 (OLTP2 + concurrent Report Cognos Cubes refresh)


Lessons Learned

Manage Customer Expectations

In developing a project as complex and intricate as this, customer expectations can get to be unreasonable. Managing and packaging functionality in line with the system’s capacity will be critical to the project’s success.

Be Wary of Tools Being Used

In using Oracle Designer as well as Oracle Warehouse Builder, this project faced challenges due to non-interoperability between different versions of these products.

Data Cleansing and ETL Process Variations

Generating clean data for upload is a critical success factor. In compliance with the GIGO principle, time spent to cleanse data from legacy systems will help avoid repeated loading cycles. By the same token, be prepared to refine and revamp the ETL processes until the final data structures and mappings suitable to the hybrid usage emerge.

Prevailing Technological Limitations 

PowerBuilder

There seems to be no intermediate configuration between an n-tier Jaguar implementation and a classic client-server design. This poses limitations on building an extensible and scalable architecture.

Single Column Bitmaps

Multi-column bitmap indexes help hybrid designs smartly. The overhead involved in building, maintaining and using a bitmap is not cost effective for a hybrid system’s transactions and queries.

Bitmaps vs. B-tree indexing

There is too wide a gap between these two technologies. The CBO’s index merge operations are still not prime time to meet such hybrid challenges.

Query Rewrite Mechanism

Prevailing QR technology based on SQL statements is inadequate in using the AFS summaries for cumulative and YTD values. A Query Rewrite technique based on the column lists of existing MVs and attribute-measure aggregation will be much more productive.

Drill-down Paths Inhibited on Derived Facts

Drill down access paths, based on pre-defined methods of a fact table, have not yet made it to the design specification of any database vendor. Similar to the Dimension and Hierarchy object pre-builds, having drill-down as access-path or object definitions will be an awesome addition to facilitate intuitive DWH designs.

System Design Within Permitted Limits of the Centralized Federal Security and Data Center Policies

I/O subsystem designs, Oracle 9i RAC implementations, security policies, DB configuration parameters are guided by Federal security and Data Center specifications.

Ideal Architecture on ‘Active Record’ Pattern

In retrospect, a design based on an active record pattern would have been ideal for such a hybrid system. In this pattern (typically used in an object-oriented system), an object’s (in our case an accounting transaction or a trial balance against an account) data is retrieved upon initiation and is retained within its attributes. This could have been made possible in a database centric system, such as Oracle, through nesting a parent and multiple detail tables. This cannot be implemented in current version, because of the limitations on using such nested tables directly in ETL and other similar DWH bulk operations.

Conclusion

Solution strategies that allow successful implementation of hybrid database systems aide cost control and a rapid implementation timeframes—both are attractive to the IT market place. The AFS system design is used here as a case study to illustrate the solution strategy.

� EMBED Visio.Drawing.6  ���





DWH (OLAP)





HYBRID





OLTP








_1104066063.doc
[image: image1.png]






_1104064775.vsd

