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Introduction

This paper introduces a high concurrency and quick response process environment built on Oracle 8i Database and 9iAS middle tier services.  Focus will be on the demanding nature from an extreme Online Line Transaction Processing application environment and the solutions designed by Oracle consultants that may have value for other similar situations. The discussion will revolve around Oracle data server with a mention of the internet Application server ( 9iAS) in the middle tier.  

 In specific, the solution involved resolving the following performance bottlenecks-

· Heavy String manipulations

· Buffer busy wait events

· Cache buffer chain latch contention

· Library cache pin resolution

· General process optimizations

· Generic SQL tuning exercises

Application Scope and Description

Business

	This project is unique because there is not another air hub package distribution center in the world that matches XBS
’s investment and automation technology. This is the most innovative package-handling center in the entire world. When completed XBS Hub2000 will be capable of sorting in excess of 300,000 parcels and smalls(defined as small parcels such as letters) per hour. The ultimate goal is to have four such sorts per day. The existing manual handling hub is capable of sorting a maximum of 100,000 parcels per hour. 


The Process
A parcel is unloaded from a container and placed on the sort belt. The system has a matrix of conveyor systems through which the parcels travel and get sorted to pre-designated exit points for loading into appropriate Air Crafts. Such a ‘sorting’ routine for each parcel typically derives 3-5 decisions (sorting commands) from the central information system as it traverses through a series of 3-5 conveyor subsystems.  

The parcel initially passes under a DWS [Dimensioning, Weighing, and Scanning] device. The DWS measures the parcel, weighs the parcel, and scans the barcode that is located on the ends, sides, or top of the parcel. The DWS converts the data into HTTP [Hypertext Transfer Protocol] language. The DWS sends the sort request to the F5 Big IP Load  Balancer Primary virtual IP address. The F5 Big IP appears as one virtual web server to the DWS. There is a primary and a secondary F5 Big IP. Only the primary receives the HTTP sort request. The secondary F5 Big IP remains on standby and becomes active during failover from the primary.

Fig-1:  A Camera Scanner
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The F5 Big IP Load Balancers sends the HTTP sort request to a webserver. The F5 Big IP’s used at XBS Hub2000 use the observed mode. Observed mode uses a combination of the logic used in the least connection and fastest modes. In observed mode, webservers are ranked based on a combination of the number of current connections and the response time. Webservers that have a better balance of fewest connections and fastest response time receive the greater proportion of the connections.. 

The second type of information exchange occurs in Divert Confirmations.   Whenever a parcel exits a conveyor subsystem on to another, a Divert Confirmation is sent to the central database.  The system thus tracks the progress of a package within the system.  These confirmations arrive from Physical devices with PLCs(Programmable Logic Controllers). CUSTOM SERVICES  Listener resides on the webservers to receive sort divert. The DWS sends a divert request to the CUSTOM SERVICES which loops back to the webserver on the same machine before the request continues to the Sun UE10K. CUSTOM SERVICES request goes to the history domain. 
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Fig-2:  A Conveyor subsystem

The Sun E250 local databases becomes active only during a failover to the Sun UE10K’s. The sort requests bypass the Sun E250 local database during normal operation.

The sort request is sent to the Sun UE10K at the package virtual IP or  package secondary virtual IP during a failover. The virtual IP will locate the active domain/node on the Sun UE10K for sort request data. 

A sort request is asking for the parcels next destination. A request may also send the parcel to the sort exception area. A sort command sends instructions to a DWS or camera tunnel to route a parcel to an outbound chute taking the shortest route or to the sort exception area.   

Once the sort request is completed, the command is returned back to the:

1. DWS  [Dimensioning, Weighing, and Scanning] for execution of the sort command.

2. PLC [Programmable Logic Controller] if the request came from a camera tunnel or a hand held scanner device.

A DWS reads the parcels barcode labels to secure its height, width, and weigh. It secures the parcels time in, shipper address, receiver address, tracking information, and postal zip code. A sort request is made and a sort command is returned. The parcel will  proceed to the next sort camera tunnel for further sort request or to the parcel exception area for label clarification.
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Fig-3:  A “Smalls” conveyor system

Data Server Layout ( Before Re-Engineering)
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Fig-4:  Data server layout before re-engineering

Logical and software architecture

Following figure illustrates the process and information flow across the environment.  The description is irrelevant in the context of the paper and hence is not provided.

Fig-5:  A process architecture diagram
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Scalability Problem Statement

XBS Hub2000 has been designed to maximize the sortation of packages and smalls. A sort period lasts approximately four hours in length. During that time airplanes land, unload, packages and smalls sorted, and  airplanes are  reloaded. There are four capacity phases for XBS Hub2000-                      

· Phase One   - 24,000 parcels per hour (1999-2000)

· Phase Two  - 32,0000 parcels per hour (2000-2001)

· Phase Three -144,000 parcels per hour (2001)

· Phase Four -  300,000 parcels per hour (2002)

The problem was the noted scalability beyond 40,000 parcels per hour.  Capacity of the three Sun 10Ks saturated at 35,000 parcels per hour load with all 44 CPUs pegged at 95% utilization.

Following metrics are relevant to comprehend the high OLTP load environment-

· At 300,000 parcels per hour inflow, there would be a total of 1,800,000 HTTP-GET requests per hour ( 500 Requests per Sec)

· These calls would be made from approximately 300 Physical devices, opening up to 600 concurrent connections from the middle tier into the database

· Each request would be routed to a “Main”  PL/SQL Procedure within a set of around 35 Packages

· Each execution depending on the functionality would invoke anywhere from 30 to 100 Oracle SQL Executions

· The system thus invokes up to 25,000 SQL statement Executions per Sec (comprising of several SELECTs, INSERTs and UPDATEs)

Problem areas diagnosed

Data volatility and data block reuse

This application is an atypical Oracle database for the following reasons-

· Each sort cycle will last about 3 hours, at the end of which the parcel and conveyor elements data accumulated in the system is piped out to a data warehouse.  The production data bases are then truncated.  Thus the data growth within the sort cycle is triangular – from zero rows at the begin of the sort to a million rows at the end of the sort

· Due to the above volatile nature there was no scope to ANALYZE statistics of tables and indexes.  Also no particular collection (Through IMPORT from pre-synthesized statistics) would have suited the system at any particular point in time

· Thus the system had to run on RBO, limiting the capabilities of execution optimization

· Classical notions of RECOVERY and BACKUPs are not applicable since there is no downtime possible for a database to recover at such high throughput rates

· Within the six minutes a parcel is active in the conveyor system, it would INSERT, SELECT and UPDATE its records in various tables progressively at each conveyor node.  If the parcel enters an Exception area due to delays or logical/business problems, it will invoke further heavier processing.

· There is no seed data available in the system for any parcel.   Attributes of the parcel such as its dimensions, source and destinations, class of service, etc. are discovered spontaneously on the conveyors through camera scanners.  Thus it is possible for a parcel to contain disparate data at different nodes due to new discovery.  Thus re-evaluation of a strategy is necessary for vital new discoveries that have been missed in the first unload scan.

· The above condition effectively stipulate a Markov-chain situation with knowledge of History

· The spontaneous INSERTs followed by SELECTs and UPDATEs for a parcel caused fetching of same data blocks three to four times within 6 minutes from the original time of insert.  Thus almost ALL data blocks are thrashed in the cache causing sever Cache Buffer Chain Latch contention and Buffer Busy waits.

Static and dynamic data content

The system posed following challenges-

· All the large 2000 Character HTTP request strings had to be stored in the database for BI&W and Quality control of the sorting algorithms. This load is significant considering 500 such request inflows per second.

· Each sortation run involved upload of static information pertinent to that run- data such as ZIP codes vs. AirCraft gates, etc.

· The dynamic data was actively used during a run but after the run has junk value.  Thus REDO operations were superfluous as a classic RECOVERY is never in consideration.  

· The data to be stored had  wide ranging ROW SIZEs anywhere from 50 Byte length to 2000 Bytes.  Thus an optimal data block size can not be determined uniformly across the system.

· Also the WRITE and then the quick turn around to READ and UPDATE the records was difficult to balance across the data block size and PCTFREE/PCTUSED settings.  What suited well for a set of tables will prove counter to a different set.

· Extreme READ-WRITE contention was resulting in buffer-busy waits extensively besides cache buffer chain contention.

· Freelist contention was not her phenomenon due to the high concurrency in the system.

PL/SQL programmatic constructs

The various workflows illustrated in the system are serviced through PL/SQL stored programs in the database.  Typical characteristics of this software architecture are-

· Each HTTP request is received as a String of 2000 characters length.  Upon receipt, this string is broken down into up to 120 Variables ( Attributes of a parcel) through SUBSTR and RTRIM function calls. At an incoming rate of 500 calls per sec, this was a substantial String manipulation load

· All requests were invoking the MAIN call within the PL/SQL Package which then re-routed the calls to subordinate Packages depending upon the Message code.  Due to the convergence of the requests on to such a centralized construct created huge Library Cache Pin contention on this object.

· Exception handling involved heavy logging of information.  In a rapid OLTP environment such a logging was counter productive.  Due to the extremely low tolerance for delays in responses (the travel time for a parcel is under 2 seconds for the distance between a scanner and the nearest exit device on the conveyor system), any delayed responses beyond 2 seconds would cause the parcel to enter an Exception area ( a subsection that re-routes the parcels back into the main conveyor there by increases the number of database calls!).  Such Exceptions are besides logical exceptions raised from unidentified labels, invalid ZIP codes, etc.

· Each parcel lasts in the system for an approximate duration of 6 minutes.  Based on the Dimensions and Weight of the parcel, Oracle is also computing the correct Tariff for the parcel for a given class of handling and destination.  Any discrepancies will be reported at the end of a sortation to XBS management for corrective billing.

Solution design

Process Re-Engineering

String Manipulations – A Brief Discussion on Topology

Because of the problems discussed in the previous section, a change was proposed to increase the application throughput.  Taking advantage of the spare cycles available in the middle tier seemed appropriate.  To meet this high demand rate and real-time requirement, the fastest solution was proposed in the middle tier to offload some of database application processing, namely the large string parsing and breaking down into a set of variables.

C was selected for the language to perform the application processing in the middle tier because C provides the fastest and most reliable method to build the solution.  Assembly will be faster and as reliable as C but developing a solution in Assembly would take more work and would be harder to maintain.  

Perl is interpreted, slower, and somewhat less reliable than C (any Perl interpreter flaws would have to be worked-around).  Java is also interpreted, much slower, less reliable (any Java virtual machine flaws would have to be worked-around), and not real-time since Java employs garbage detection to handle memory management.

There are three approaches to using C in the middle tier: an 9iAS module embedded in the web server, a Fast CGI permanently connected via a socket to the web server, or a standalone program where additional code is needed to handle the client requests and connect to the database.  

The standalone program approach was immediately eliminated because the time to implement this solution would be the greatest.   Although the standalone program approach is eliminated now, this is best way to improve performance and may be reconsidered at a later date if the approach selected does not meet the system throughput requirements.

The Fast CGI approach would require less code than the standalone but more than a module because database connectivity would have to be implemented.  This approach would also funnel every request through an additional socket further slowing down the system throughput.

Fig-6:  A re-engineered ‘PARSING’ system

The 9iAS module approach provides faster performance than CGI and less code development than all the approaches but is not as fast as the standalone program approach.  The following diagram shows the 9iAS module called mod_XBS.

The way 9iAS web server (also known as the Apache web server) interacts with modules is very straightforward and efficient.  Apache 1.3.x is a single threaded application that handles multiple requests by creating (forking) new processes on UNIX based operating systems.  Each forked process will contain all the modules loaded when Apache is initially started.  

The mod_XBS Apache module acts as a filter taking the original requests sent by the client and rewriting the URL on the fly.  People familiar with Apache will note this is exactly how  mod_alias and mod_rewrite operate.  These standard Apache modules were considered but were unable to perform the sophisticated processing unique to the XBS H2K application.  The following table summarizes the advantages of developing a C 9iAS module:

	Architecture
	· The web server is currently lightly loaded so this approach naturally balances the load.

· A 9iAS module never leaves the process.  An HTTP request will be first serviced by mod_xbs and then by mod_plsql which sends the request to the database.

	Reliability
	· C is very reliable (C is the native language of 9iAS).  9iAS is just Apache, which has been commended through widespread use and more scientific means as being rock solid.

· This approach will require the least amount of code change. Add a small module and change the PL./SQL interface to receive the parsed data from the new C module in the form of PL/SQL arrays.

	Performance
	· In theory, C Apache module is the fastest compared to other programming approaches using Apache.  All other approaches except Perl with mod_perl will cause the request to leave the process before the application code handles the request.  Perl, which is interpreted of course, will not beat C straight up.  Fast CGI uses a socket interface to handle requests, which is slower than a C module.


Hash Value Scheme and some logical process skipping

It is generally observed that anywhere from  50% to 80% of the Parcels are correctly identified the first time.  The Evaluate routines of PL/SQL that re-checks the variable values can be skipped if the parcel identity is established quickly.

· The HASH function (mentioned above and computed on selected fields) will uniquely identify each parcel and store in the DB.

· Each SORT request’s HASH value (in specific Message-type PLS routines) is checked to verify that the HASH exists. If so, Evaluate and Translate steps are by-passed to SORT command generation directly

The processing is shown in the following diagram:

Fig-7:  Modified SORTING System
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Addressing Block Buffer Contention

Cache buffers chain

Severe contention was identified for cache buffer chain latch (#66). It was determined that the XBS application frequently requested the latest blocks that was being updated or modified — inherent nature of this application and can not be eliminated without major application changes. This pattern of application behavior was responsible for this contention. Because application behavior was unavoidable, a strategy was adopted to alleviate its impact and improve performance as discussed in the following section. 

Blocks in the buffer cache are placed on linked lists (cache buffer chains) which hang off a hash table. The hash chain that a block is placed on is based on the DBA (Data Block Address) and CLASS of the block. Each hash chain is protected by a single child latch. When processes scan a hash chain for a buffer, they need to get the relevant latch so that the linked list does not change. Other processes that need to scan the chain wait on “cache buffers chain” latch. Because, XBS application frequently requested the latest blocks that was being updated or modified — data buffer cache filled up with many versions of the same block and the length of the chain got longer and longer over time. As the buffer cache chains got longer, the time waited by the processes to obtain this latch also increased. The observed contention was a direct result of that wait and created a performance bottleneck. In order to reduce this contention it is imperative to ensure that this latch be held for a shorter duration or in other words, reduce the length of the chain. Length of the chain could be reduced by spreading the blocks across several hash values, meaning spreading the blocks across several different chains. This will result in more chains but reduced individual chain lengths. This can be achieved by having the concerned objects (tables, indexes) spread across several blocks and or several data files, in other words manipulating the DBAs.

It may be noted that reducing the data block size nor adjusting “percent free” yielded favorable results when compared to distributing the objects (tables and indexes) across several.  The ‘striping’ strategy helped to control the length of the chains which resulting in substantial performance gains. 

Tables 1 and 2  below show the total number of buffers that belong to a given DBA during the start and end of a simulation(load test):

	Test Start
	Time = 16:
	4:58

	DBARFIL
	DBABLK
	COUNT(*)

	
	
	

	1
	45
	27

	1
	15619
	35

	
	
	


	Test End T
	ime = 16:31
	:28

	DBARFIL
	DBABLK
	COUNT(*)

	
	
	

	1
	45
	12

	7
	10
	97

	7
	11
	156

	7
	12
	124

	7
	13
	42

	149
	1930
	72

	149
	1931
	63

	149
	1932
	96

	149
	1933
	102

	178
	10
	33

	178
	11
	32

	178
	12
	42

	178
	13
	29


Buffer busy waits

In general, sessions wait on a this event for buffers to become available.  A buffer may be busy for a number of reasons but the most commonly for being read into the buffer cache by another session (and the session is waiting for that read to complete) or the buffer being present in the buffer cache in an incompatible mode. 

In the XBS system the wait id for this event was 130, which can be interpreted as a wait to find a suitable block image. So, sessions wait until the read is completed. This may also occur after a buffer cache assumed deadlock because the kernel was unable to get a buffer within a certain amount of time and assumed a deadlock. Therefore it will read the CR version of the block. In this system the amount of buffers that were modified correlated to total number of  sessions. If the session requests increased then the amount of modification to the buffers also increased resulting in contention and serialization. Buffer busy waits are addressed by identifying which type and class of blocks are being waited for the most. The waits could be for data blocks, segment headers, undo headers or undo blocks. Each of these need to be addressed specifically. In the XBS system the waits were for freelist blocks and data blocks. The waits on freelist blocks were reduced by introducing four free list groups (FLGs) per object (table, indexes) and 48 freelists within each of those groups. Free list groups have shown to be beneficial in highly concurrent and exclusive instance environments although it is often times referred in an Oracle Parallel Server environments. The waits on data blocks were addressed by increasing the value of initrans to 128. Buffer cache behavior unique to this application is pictorially illustrated below:




Figure 8: Buffer Cache Behavior in XBS database system. The above figure indicates that the buffer modifications climbed and slowly reached a steady state. Buffer cache behavior was consistent and represented the application behavior. 

Library cache pin

Contention for row cache, shared pool and library cache latches can be caused by excessive parsing of literal SQL or object invalidations and subsequent reloading. It is advisable to use sharable SQL whenever possible and it plays an important role in application scalability. In many systems the parameter SESSION_CACHED_CURSORS may prove beneficial.  The focus here was to reduce the load on this latch as much as possible. 

In this database, the problem was identified to be the use of one entry point  into the application for different PL/SQL executions. Because this is an automated system almost every process will contend to execute the same PL/SQL code and the application reuses the same package several 1000s of times, within a short period of time. Since the SQL changes underneath this package, sessions need to hold this pin related to this package. Although the holding duration was relatively short this high concurrency posed a problem. Optimizing spin count and a tweaking a number of parameters,  improved the performance. These parameters and their current value are given in a table at the end of this section.  

One approach was to increase the sleep time (spin count) to actually induce latency and stagger the concurrency artificially. Although initially it provided some amount of relief, this did not prove helpful because more sessions went into sleep state as the load increased. Reducing the spin count to a smaller value did not yield any potiential performance gains. Logic behind reducing  the  spin count value was to make sessions wake up and go after the pins quickly. An optimal sleep count for this application was around 2500, which is close to the default value.  In an environment with a large number of CPUs, increasing spin count may prove beneficial because we can sleep optimistically to wake up and get at least one CPU to run on. This avoids the overhead of context switches. 

Another approach was breaking up of PL/SQL code into different and distinct packages based on their Message-types. They were broken down into 7 distinct packages. This helped to distribute the load, reduce contention and resulted in  lowering the corresponding library cache pin contention.  However, this distribution  was not uniform amoung connections for the seven distinct packages. But this diversification proved to be beneficial even though the  usage distribution among connections for the seven distinct packages was  not uniform. 

Table-3 : Shows the distribution of processes among the cloned PL/SQL packages:

	Msg_Type
	Clone_ID
	% of Usage
	PKGs
	SMLs

	03
	1
	5
	  X
	

	01
	2
	16
	  X
	

	07
	3
	20
	  X
	

	21
	4
	8
	
	  X

	25
	5
	8
	
	  X

	27
	6
	20
	
	  X

	Others
	7
	20
	  X
	  X

	
	
	
	
	


In addition to the above changes, the following suggestions and changes were also made:

Use of bind variables wherever possible to reduce the number of hard parses

Shared pool size was increased to accommodate more cursors. 

Increased Oracle sequence caching for ease and performance.

Improved cursor sharing by setting SESSION_CACHED_CURSORS, which provided substantial benefit. This parameter was increased in steps until the returns started to diminish (Figure 9). The parameter CURSOR_SPACE_FOR_TIME was set to true. 

Fig9:  The benefits of cursor sharing in this application are illustrated:
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Effects of Cursor Caching (100 cursors)
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Addressing high transactional nature-  Distributed vs. Integrated systems

The application was working with databases in three domains, as shown in Figure-4 above-  PKGs, SMALLS and HISTORY.  The relevant parcel data such as ZIP codes, barcodes, shipper’s codes, the dimensions and weight of the parcel were stored in the PKGs/SMALLs domains and the conveyor exits and routing information was being stored in the HISTORY domain.  Due to the volatility and quick READ-WRITE nature of the processing, the data exchange was taking place across the domains through DBLINKs.  DBLINKs are a safe and transparent mechanism to float data across domains but may not be optimal and efficient under heavy Transactional loads.  If a transaction termination depends on the data fetched across domains, it may throw unexpected surprises.

Contrary to common notions, integration of domains into a single database has proved to be way more efficient than porting data across.  The reduction in the connection overhead of the DBLinks was far in excess of the combined database load.

SQL Analysis – some newer techniques for measuring dynamic load variations

Due to the nature of incremental data volume growth in the XBS application, the performance of SQL undergoes change during a sortation process.  Thus the ‘rate’ of buffer_gets for a SQL statement at the beginning of the process is smaller than subsequent rates which will peak towards end of the run.  This phenomenon was difficult to trace for a couple of reasons-

· The system was running in RBO mode- as collection of statistics during a production run was out of  question

· Behavior of SQL queries under no load conditions was different from fully loaded condition

A SQL script of the following nature helped when fired at intervals and the ratio of buffer_gets/Executions was tracked over time.

/* Find the sql that is doing the most buffer gets per execution

*/

col gperat head "GPERatio" format 99,999,999

col hash_value format 9999999999

set pause off

set verify off

accept flramt number default 100000 prompt 'What is the minimum buffer gets amt <100000> : '

select hash_value, substr(sql_text,1,40) sqltxt, executions,

       (nvl(buffer_gets,0) / decode(executions,0,1,executions) ) gperat

from v$sqlarea

where nvl(buffer_gets,0) / decode(executions,0,1,executions) >= &flramt

order by 4 desc;
The behavior was conspicuous in specific processing requests-
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Fig-10:  Performance (measured here as throughput- rates at which number of transactions) tracking across different jobs

Performance Gains

The performance gains from above tuning and re-engineering exercises are tabulated below.  The numbers show the average execution timings in seconds before and after the effort.

	Message Type
	R1 (Seconds)
	R2 (Seconds)
	% Change

	03(Unload Req)
	1.86
	1.13
	61

	07(Unload Div)
	0.24
	0.09
	38

	01(Primary Req)
	0.56
	0.17
	30

	07(Primary Div)
	0.22
	0.12
	55

	01(Outbound Req)
	0.51
	0.17
	33

	07(Outbound Div)
	0.49
	0.19
	39

	03(Unload Excp Req)
	2.68
	1.52
	57

	01(Primary Excp Req)
	2.2
	1.19
	54

	Overall
	8.76
	4.58
	52


Data Server Layout ( After Re-Engineering)

At the end of the exercise the following configuration was found to be adequate.

The capacity gain was in the order of 1500% without any addition to hardware or any loss of functionality.

Fig-11:  Data base layout after re-engineering
 

•Library Cache Pin Management
–Pin management is different then 8i

Some Oracle 9i’s OLTP Features

Following points are true of Oracle 9i’s Contributions to such OLTP requirements 

•Library Cache Pin Management
–Pin management is different then 8i

–differences are between S and X grants

•Native PL/SQL Compilation
–shared performance of code libraries

–native execution

•RAC Scalability
–nX scalability

•Automated Space Management 
–No more:

freelist groups

freelists

initrans

•System Managed Undo
–Initial ramp-up is too rapid for automation

–Manual Rollback  segments provided adequate performance

–UBS ramp-up solution coming through SPFILE in 10i
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