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What is TCP/IP?

TCP/IP is the architecture on which the Internet is based. The name TCP/IP refers to a suite of data communication protocols. TCP (Transmission Control Protocol) and IP (Internet Protocol) are the two main protocols of this suite, however there are dozens of protocols in total.

Origins

The invention and subsequent evolution of the TCP/IP protocol suite resulted from a coordinated effort by the United States Department of Defence (DOD) in the late 1960’s. The DOD had a research branch named Advanced Research Project Agency (ARPA). ARPA was given the task of creating a wide area network (WAN) that was capable of surviving a nuclear attack.

A result of this initial research was the TCP/IP protocol suite. ARPA chose four Universities to help formulate the initial network:

1. University of California at Santa Barbara (UCSB)

2. University of California at Los Angeles (UCLA)

3. The Stanford Research Institute (SRI)

4. University of Utah

These four sites were connected with 50 KBPS leased lines and the network name ARPANET was given. 

The initial research was for military purposes, however the United States government never classified or restricted the technology used to create the network. As a consequence, researchers at other organisations used the information gained from the project to create their own TCP/IP networks. This furthered the development of the protocol stack as various groups developed more protocols for the TCP/IP suite. 

Riding on the back of this development the DOD funded two projects. The first was the adaptation of TCP/IP to work with the UNIX operating system and the second was the inclusion of the TCP/IP protocol with Berkeley UNIX (Berkeley Software Distribution UNIX [BSD UNIX]). At that time 90% of university science departments used BSD UNIX so TCP/IP increased in popularity and use. Eventually this network interconnected so many different organisations and institutes that it became known as the Internet. 

Protocol Stack

The OSI & TCP/IP architectural models provide a common frame of reference for discussing and developing Internet communications and protocols. It separates the functions performed by the communication protocols into manageable layers stacked on top of the other. Each layer in the stack performs a specific function in the process of communicating over a network. This is known as protocol stack.
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You notice that the Application layer and Network Interface layer of the TCP/IP model supports multiple functions that require five different layers of the OSI model.

Even though TCP/IP predates the OSI model by a decade, the functions of the layers is similar.

Data Encapsulation

In a network, when one computer wants to send data to another computer, a process known as data encapsulation must first package the data.

Encapsulation wraps data with the necessary protocol information before network transit. The PDU (Protocol Data Unit) for the layers follows:

· Physical = bit

· Data link = frame

· Network = packet

· Transport = segment

· Application = message/data

A brief review of the encapsulation process:

The top three layers, Application, Presentation and Session prepare the users data for transmission by creating a common format for transmission. 

The Transport layer breaks up the data into manageable units called segments. It also assigns sequence numbers to the segments to make sure the receiving host puts the data back into the correct order. 

The Network layer then encapsulates the segment, creating a packet. It adds a destination and source network address, usually IP to the packet. 

The Data Link layer further encapsulates the packet and creates a frame. It adds the source and destination local MAC address to the frame. The Data Link layer then transmits the binary bits of the frame over the physical layer media.

Once the user data reaches the intended destination, the header information is removed to leave only the application data.
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Application layer

Application layer – includes the session and presentation layer details of the OSI model. The layer handles high-level protocols, issues of representation, encoding and dialog control. It combines all application-related issues into one layer and assumes this data is packaged correctly for the next layer.

This layer performs functions for users and their programs and as such is highly specific to the application being performed. This layer includes protocols for e-mail, file transfers, remote logins, web browsing, network and name management. 

The specific protocols are:

· FTP – File Transfer Protocol. Sends data over a reliable connection, this protocol can be used to send, delete and move files to and from an FTP server and client

· TFTP – the Trivial File Transfer Protocol sends data using an unreliable connection. This protocol functions similarly to FTP, but is faster and less reliable. A file transferred with TFTP is likelier to be corrupted than if it were transferred with FTP

· HTTP – the WWW (World Wide Web) uses the HyperText Transfer Protocol (HTTP). This protocol allows you to connect to other computers and the Internet.

· DNS – the Domain Name System provides host name to IP address resolution. As an example when you enter a site name in the URL “ww.microsoft.com “ the name must be resolved into an IP address 158.104.25.10 before communication over the Internet can occur.

· Telnet – also known as the terminal emulation protocol allows you to log onto a remote machine or Telnet server. Once a user is logged on, they can run programs on the remote computer using the remote computers processor.

· rlogin – the remote login application (rlogin) allows you to gain access to TCP/IP hosts that support it. It is a command line utility that allows navigation and manipulation of the remote computers directory structure.

· SMTP – the Simple Mail Transfer Protocol is the e-mail protocol that is used. It allows for the transfer of e-mails on TCP/IP networks.

· SNMP – the Simple Network Management Protocol allows remote tracking and management of TCP/IP hosts that includes routers. As an example an SNMP client can report statistics such as hard disk space, network statistics and other network performance data.

· NFS – the Network File System is a distributed file system developed SunSoft that allows you data to shared across a network, regardless of the type of computer, operating system, network architecture or protocol
Transport Layer

Transport layer – deals with the quality of service issues of reliability, flow control and error correction. It provides full duplex transmissions for packet delivery. One of its control protocols, the Transmission Control Protocol (TCP) provides flexible ways to create reliable, well-flowing, low-error network communications. 

TCP is a connection-oriented protocol; a logical connection is established between sender and receiver before any data is transferred. 

The characteristics of TCP are:

· Connection oriented

· Reliable

· Divides outgoing messages into segments

· Reassembles messages into segments

· Re-sends anything not received

TCP Segment Header Fields

	Source port
	Destination port

	Sequence number

	Acknowledgement number

	Data Offset
	Reserved
	URG
	ACK
	PSH
	RS

T
	SYN
	F

I

N
	Window

	Checksum
	Urgent pointer

	Options

	Data


32-bits

Source - this field indicates the number of the calling port

Destination - refers to the destination port number.

Sequence number - contains the sequence number assigned to the first byte of data in the current message.

Acknowledgment number - if this bit is set the field contains the sequence number of the next data byte the sender of this packet intends to receive. Instead of requiring a separate acknowledgment for each transmission, TCP delays acknowledgements until a series of transmissions can be acknowledged at once.

Data offset - indicates the number of 32 bit words in the TCP header. 

Flags - the 6 flag bits contain control information.

URG - urgent

ACK - indicates the acknowledgment field is valid.

PSH - push, the sending TCP sends the header with the PSH flag in response from a request from the ULP (Upper Layer Protocol). When the receiving TCP sees the PSH flag being set it immediately sends its data up to its ULP.

RST - resets a transport connection to its original state.

SYN - synchronisation is set by the sender and receiver in their first packets to each other. Setting this flag indicates their desire to establish a virtual connection.

FIN - finish specifies that the sender has no mare data to send and that the connection can be released.

Window - specifies the number of data bytes that the sender is willing to accept. This field along with the sequence and acknowledgment number fields, implement the TCP sliding window flow control mechanism.

Checksum - used to determine whether the contents of the packets were damaged during transit.

Urgent Pointer - specifies where in the data stream, urgent data is to be found.

Option – maximum TCP segment size
Data – upper layer protocol data

TCP Port Numbers

TCP and UDP make use of Port numbers to pass information to the upper layers. Port Numbers are used to keep track of different conversations that cross the network at the same time. 

Application developers make use of well known port numbers that are defined in RFC1700 (Request For Comment). For example, when a computer wants to transport a file (using FTP) it uses TCP port 21 to establish and control the connection and TCP port number 20 to actually transfer the data. 

TCP 3-way handshake

TCP uses a 3-way handshake to establish connection between two points. In order to transfer the data reliably, the hosts must synchronise their communications to ensure that no packets are lost during communication. To accomplish this TCP transmits three packets before the actual data transfer occurs. 

This is a four-step process:

1. Host 1 sends SYN packet to Host 2 (first data packet)

2. Host 2 ACK the packet from Host 1 (second data packet)

3. Host 2 includes its SYN data for Host 1 (second data packet)

4. Host 1 ACK the packet from Host 2 (third data packet)

Each host computer must acknowledge the sequence number of the sender and include its own sequence number in the following packet. This allows the communicating computers to keep track of each packet and ensure none are lost during transmission. If a packet does not arrive within a given time frame, the source computer will retransmit it. If the destination computer receives packets out of order then it uses the sequence numbers to reassemble the message correctly. 

TCP Sliding Windows

This is a method of flow control. Unlike stop-and-wait flow control, the sliding window method allows for multiple frames to be in transit at the same time during communication. This greatly improves efficiently as groups of frames are acknowledged at once rather than one at a time. 

The receiving station allocates a certain amount of buffer space for the acceptance of multiple frames. It sends an acknowledgement after receiving the frames and each of the frames are sequentially numbered. If the receiving station does not receive the frames, for example, due to overflowing buffers, it does not send an acknowledgment. Because the source does not receive an acknowledgement it knows to retransmit the frames, and to slow the transmission rate.

Both the sending and receiving computers maintain a list of the sent and received numbers. These lists can be thought of as a window of frames and the operation is referred to as sliding window flow control.

UDP (User Datagram Protocol)

UDP is the connectionless transport protocol in the TCP/IP protocol stack. UDP is a simple protocol that exchanges datagrams without acknowledgements or guaranteed delivery. All error processing and retransmission must be handled by other protocols. UDP does not use windowing therefore the application layer protocols provide the reliability. UDP is designed to for applications that do not need to put sequences of segments together. Protocols that use UDP include:

· TFTP

· SNMP

· DHCP

· DNS

UDP is faster, but less reliable, because the recipient does not acknowledge data as it is received. With UDP, communication reliability is left to the Application layer.

WINS

The Windows Internet Naming Service (WINS) is a server-based service that resolves NetBIOS (Networked Basic Input/output System) names into IP addresses. NetBIOS is an IBM software interface (Session layer) developed in the 1980’s as a PC networking system, originally based on DOS. 

The name that you assign your computer when installing the Operating System (Win 9x, WinNT) is in fact the NetBIOS name. 

If you try to access a computer on a Windows based system by its name; the request will go to the WINS database and search for the name and associated IP address. This is a server-based query so network traffic is reduced, as each device on the network does not have to be queried to determine the right IP address.

DNS

DNS (Domain Name System) is a transport layer protocol that provides name to address resolution. A DNS server keeps a list of system names and their associated IP addresses. DNS allows you to use a systems logical name, such as geocities.com rather than its numerical address when communicating.

Internet Layer

Internet layer – the purpose of the Internet layer is to send source packets from any network on the internetwork and have them arrive at the destination independent of the path and networks they took to get there. The specific protocol that governs this layer is the Internet protocol (IP). 

This is the domain of the router; a router connects two or more networks each of which must have a unique network number in order for routing (of packets) to be successful. Because of their ability to route packets based on layer 3 information, routers have become the backbone of the Internet.

The IP packet consists of the data from the upper layers plus an IP header, which consists of:

Internet Protocol Header Fields

	Version
	IHL
	Type of Service
	Total Length

	Identification
	
	DF
	MF
	Fragment Offset

	Time to Live
	Protocol
	Header Checksum

	Source Address

	Destination Address

	Options (padding)

	Data (variable)







      32 bits

Version - this 4-bit field allows for the tagging of any evolution of the protocol. The IP version currently in use is the 128-bit Version 6.

Type of Service - allows upper layer protocols to tell IP how a particular Datagram should be handled (8-bits in length).

	P
	P
	P
	D
	T
	R
	U
	U


The first 3 bits indicates a packet’s importance with values from 0-7. The D bit requests low delay. The T bit requests high throughput and the R bit requests high reliability. The last 2 bits are unused.

Total length - this field specifies the entire length of the IP packet field, including the data and header. The length value is the number of bytes in the packet.

Identification - contains an integer that identifies the current Datagram from a particular source.

Flags - control fragmentation, the DF 'don’t fragment' bit specifies whether or not the Datagram may be fragmented. The MF 'more fragment' bit specifies whether the current fragment is the last fragment.

Fragment offset - holds the offset of the packet, in bytes, of data in this segment. The destination IP uses the contents if this field to re-assemble fragments into the original TPDU.

Time to live - is a counter that limits the life of a packet. The counter is decreased every time a router handles the packet. When the counter = 0, the packet is removed from the network.

Protocol - indicates which host-to-host protocol (e.g. TCP) is to receive the TPDU following IP processing. 

Source & destination address - identifies the originator and recipient of the intended packet. These addresses are written in dotted decimal notation.

Options - this field gives the IP packet the potential to support a variety of potential services, i.e. source routing, time stamping and security information.

IP Addresses

The MAC address identifies each computer on a network (it is chemically etched into the network interface card) and TCP/IP networks can use the MAC address for communication. However, because MAC addresses are not grouped logically and don’t give information on how a network is configured, the IP addressing scheme was devised for use on large networks, which is necessary to route a packet through a large network.

The IP destination and receiver fields contain a 32-bit address. IP addresses are expressed as dotted decimals; the address is split up into four octets (a group of 8-bits). The maximum decimal value for each octet is 255. 

IP Classes

There are 5 different groups of IP addresses that exist on the Internet. These classes range from class A through to class E, for normal Internet use, classes A, B and C are used. Classes D and E are used for multicasting and research purposes respectively.

IP addresses are assigned by InterNIC (Internet Network Information Centre).

Class A 

Class A addresses are reserved primarily for Government use around the world or extremely large corporations.

Class A addresses when written in a binary format, will always begin with a zero (0). When they are written in dotted decimal notation they will always have the value range of 1 – 126 in their first octet.

A class A address can support up to 16,387,064 hosts (256x256x256)

There are a total of 127 Class A networks around the globe.

The address range 127 is reserved as the loopback address. It is used for diagnostics such as the ping utility, where an ICMP (Internet Control Message Protocol) message is sent to check Network layer connectivity.  

	Class A – binary values
	Decimal value
	Description

	128
	64
	32
	16
	8
	4
	2
	1
	
	

	0
	0
	0
	0
	0
	0
	0
	1
	1
	Bottom of class A range

	0
	1
	1
	1
	1
	1
	1
	0
	126
	Top of class A range

	0
	1
	1
	1
	1
	1
	1
	1
	127
	Loopback address


Class B

Class B addresses are assigned to large companies. 

Class B addresses when written in binary format will always lead with 10. The range for class B addresses therefore is between 128 and 191.

A class B address can support 64,516 hosts.

There is a total of 16,384 class B networks around the globe.

	Class B – binary values
	Decimal value
	Description

	128
	64
	32
	16
	8
	4
	2
	1
	
	

	1
	0
	0
	0
	0
	0
	0
	0
	128
	Bottom of class B range

	1
	0
	1
	1
	1
	1
	1
	1
	191
	Top of class B range


Class C

Class C addresses are assigned to all other groups. The first three digits of a class C address will always lead with 110, expressed in binary format. The range of these addresses is between 192 through to 223. 

A class C address can support up to 254 hosts.

There are a total of 2,097,151 Class C networks around the globe.

	Class C – binary values
	Decimal value
	Description

	128
	64
	32
	16
	8
	4
	2
	1
	
	

	1
	1
	0
	0
	0
	0
	0
	0
	192
	Bottom of class C range

	1
	1
	0
	1
	1
	1
	1
	1
	223
	Top of class C range


Subnetting

The primary purpose of subnetting is to reduce the size of broadcast domains.

 A subnet mask (formal term: extended network prefix) tells network devices which part of an address is the network field and which part is the host field. A subnet mask is 32-bits long and has 4 octets just like an IP address. 

Class A subnet mask is 255.0.0.0 or

11111111.00000000.00000000.00000000

Class B subnet mask is 255.255.0.0 or

11111111.11111111.00000000.00000000

Class C subnet mask is 255.255.255.0 or

11111111.11111111.11111111.00000000

The mask is a continuos string of binary one digits. A TCP/IP host uses the combination of the IP address and the subnet mask to determine whether the address is local or on a remote network.

The numbers that make up the mask indicate which portion of the IP address is the network number and which portion is the computer number. 

Subnetting Example:

If you had a computer with an IP address of 148.95.100.22 and a class B subnet mask, the first two numbers in the subnet mask (255.255) indicate that the first two numbers of the IP address are the network number. The second two numbers (both are zero) indicate that the second two numbers of the IP address are the computer number. Therefore in the IP address 148.95.100.22 the 148.95 defines which network the computer is located on and the 100.22 portion represents a particular computer on that network.

Network Layer Protocols

Routers use IP addresses to make packet forwarding decisions rather than MAC addresses. 

IP addresses are implemented in software and refer to the network on which the device is located.

There are two methods for assigning IP addresses, static and dynamic addressing. 

If you assign an IP address statically you have to go to each individual device and configure it with an IP address. This method requires methodic record keeping ensuring no two machines are given identical IP addresses. 

Of course you can always assign the addresses dynamically. One method that you can use to accomplish this is DHCP.

Dynamic Host Configuration Protocol (DHCP)

This protocol allows a host to obtain an IP address quickly and dynamically, all that is required is a DHCP server and a defined range of IP addresses. As a host comes online they contact the server and request an IP address. The server chooses an address and allocates it to that host. It can also allocate a subnet mask along with the IP address; the entire computer configuration is obtained during bootup.

Address Resolution Protocol (ARP)

As a review, layer 3 protocols determine whether data passes beyond the Network Layer to the higher layers. A data packet must contain both a destination MAC address and a destination IP address. If it lacks one or the other, the data will not pass from the Network layer. 

There are a variety of ways that devices can determine the MAC addresses they need. Some keep tables that contain all the MAC and IP devices that are connected to the same LAN. They are called Address Resolution Protocol (ARP) tables and they map IP addresses to the corresponding MAC addresses. ARP tables are sections of RAM memory, in which the cached memory is maintained automatically on each device.

Reverse Address Resolution Protocol (RARP)

RARP binds MAC addresses to IP addresses. A network device such as a diskless workstation might know its MAC address but not its IP address. Devices that use RARP need a RARP server present on the network to answer RARP requests.

Default Gateway

In order for a device on a LAN to communicate with a device on another LAN you must have a default gateway on your network. The default gateway is the IP address of the router interface that connects to the network segment which the source host is located on. By specifying the IP address of the default gateway you enable the server to communicate with workstations on another network. 

If no default gateway is defined, communication is only possible on the same network segment that the source device is located on.

Network Layer Summary

The functions of the Network layer include network addressing and best path selection for traffic. All devices on a LAN are required to look at an ARP request, but only the device whose IP address matches the destination IP address carried in the ARP request must respond by providing its MAC address to the device that originated the request. 

When a source is unable to locate the destination MAC address in its ARP table, it issues an ARP request in broadcast mode to all devices on the local network. 

When a device does not know its own IP address it uses a RARP request. When it receives the RARP reply from the server it copies the IP address into its memory cache where it stays until the computer is logged off.

Routers build ARP tables that map IP addresses to MAC addresses. 

If a destination device resides on a network other than the sender’s local network, and if the source does not know the MAC address of the destination, it will have to use the router as the default gateway for its data to reach its destination.

Network Interface Layer

The Network Interface layer of the TCP/IP model directly corresponds to the Data Link and Physical layers of the OSI reference model.

Data Link layer

The Data Link layer provides the following functions:

· Sends and receives bits to and from the physical layer 

· Data framing 

· Error control 

· Flow control 

· Physical addressing

The Data Link layer organises the ones and zeros from the Physical layer into frames i.e. logical groupings of information. The frame contains the informational data and addressing information that identify the source and destination.

Data Link Concepts

The Data Link layer provides reliable transit of data across a physical link by using Media Access Control (MAC) addresses. The Data Link layer is concerned with physical addressing, network topology, line discipline (how end systems will use the network link), error notification, ordered delivery of frames and flow control.

IEEE 802.3 specifies the Physical layer and the channel access portion of the Data Link layer. The IEEE divides the OSI Data Link layer into two separate sublayers: 

· MAC - transitions down to media (Physical layer)  

· LLC - transitions up to the Network layer.

LLC (Logical Link Control)– IEEE created the Logical Link sub-layer to allow part if the Data Link layer to function independently from existing technologies. 

LLC takes the network protocol data, an IP packet, and adds more control information to help deliver the IP packet to its destination. 

It adds two addressing components of the 802.2 (Logical Link Control) specification, the Destination Service Access Point (DSAP) and the Source Service Access Point (SSAP). This repackaged IP packet then travels to the MAC sub layer for handling by the required specific technology for further encapsulation. An example of the specific technology could be Ethernet (as implemented at Snapester), Token Ring or FDDI (Fibre Distributed Data Interface). 

The LLC sublayer supports both connectionless and connection oriented services used by the higher layer protocols.

The four main concepts of layer 2:

1. Communicates with upper-level layers through LLC

2. Uses a flat addressing convention

3. Uses framing to organise or group the data

4. Uses MAC to choose which computer will transmit binary data, from a group in which all computers are trying to transmit at the same time

The physical address of a computer (MAC address) is located on the NIC. NIC’s are considered layer 2 devices because each individual NIC throughout the world carries a unique code, called a Medium Access Control (MAC) address. This address is used to control data communication for the host on the network. 

Physical layer 

· Defines physical media and connection specifications 

· Defines data transmit and receive to and from the media 

· This layer defines the electrical and mechanical specifications of the network medium and network interface hardware, how they connect to one another and how data is placed and received from the network medium.

TCP/IP Utilities

Ping, Traceroute and WINIPCFG are 3 utilities that are common on TCP/IP networks. They are usually run at the DOS prompt however there are GUI versions available.

Ping (DOS syntax: ping www.geocities.com) is a basic test of a computers TCP/IP functionality. If you can ping another computer successfully then you can say that the network hardware is functioning on both systems. A ping takes the form of an ICMP echo-request, which the receiving station sends an echo-reply.

Traceroute (DOS syntax: tracert www.geocities.com) uses an ICMP message to trace the router hops between sender and receiver. Tracert also displays the DNS name of each intermediate system along the way.

WINIPCFG is executed at the run command and shows you systems IP configuration: host information and Ethernet adapter information.
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